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ABSTRACT

Universities in the United States are remarkably diverse in their efficiency, both in terms of research output and educational

achievement. Recent work has highlighted how important this heterogeneity is by showing that different broad categories of

institutions demonstrate different scaling relationships for various features as a function of the number of students1. These

differences in scaling relationships reflect differences in organizational goals, constraints, and strategies. In the existing

literature, this heterogeneity is under-explored and often ignored due to the lack of appropriate data and methodological

limitations. In this paper, we address this problem by exploiting a newly consolidated dataset and adopting a neural-network

based method to infer cost functions for universities. Our analyses reveal (1) the specific economy of scale in two distinct output

types (education and research), (2) the nature of the trade-off between research and education efficiency, and (3) significant

efficiency differences across universities. Particularly, we show that while both research and education outputs generally exhibit

an economy of scale, their scalability largely depends on their size and other institutional characteristics. Similarly, research

and education activities are complementary to each other (economy of scope) only in some situations, particularly when the

scale of production is small to medium. Consequently, the cost isoclines of universities are highly non-convex, implying the

possibility of multiple optima that may explain the diverse strategies universities adopt, and potential efficiency gains from

specialization. It also suggests that some basic assumptions of microeconomic models may not be empirically supported.

Introduction

The cost efficiency of higher education institutions is critically important for a large variety of stakeholders, including

administrators, students, parents, donors, tax-payers, and corporations2. Colleges and universities in the United States are

remarkably diverse in their efficiency at both research outputs and educational achievements3–5. There is a large body of

empirical work studying the productivity of higher education6. However, the impressive heterogeneity of US higher education

institutions is under-explored in the existing literature due to the lack of appropriate data as well as methodological limitations.

In this paper, we employ recent advancements in “interpretable machine learning”, and estimate a heterogeneous cost function

of universities based on new outcome measures of both research and education in the UnivProd dataset, a novel database that

we created from three primary data sources, two of which became available only recently7.

In particular, we address two important aspects of multi-dimensional production: scalability and complementarity. It is of

first-order importance to understand whether the productions of research and education benefit from expanding in scale. Equally

important is the evaluation of complementarity (i.e. economy of scope) between research and education productions. Under the

current system, research universities are historically expected to perform research and education simultaneously8. However, we

do not have conclusive evidence of the efficiency gains associated with operating these two distinct activities within the same

organization. While the existing literature addresses these questions at a coarse level9–12 (See13 for an extensive review), it is

important to realize that there may exist substantial heterogeneity across schools both in scalability and complementarity that

are not well understood. For instance, some colleges are teaching-focused while others are more research intensive. Similarly,

many schools differ in their composition of disciplines (e.g. Engineering versus Humanities focused), which may affect

how research activity can be scaled up. It would not be surprising if different types of schools follow drastically different

scaling patterns as their operational structures and stated missions differ substantially. Without appropriately examining the

heterogeneity, we cannot make effective policy suggestions in a particular setting. Generally speaking, we should be able to

determine when research and education are scalable and complementary, whereas the field currently seems to address only

whether the two are scalable and complementary. More broadly, the methodology that we employ is useful in addressing a



variety of questions about scaling and tradeoffs in diverse organizations.

Methodologically, it is difficult to address the questions aforementioned with the traditional parametric regression framework

that has been prevalent in the literature for over 30 years. To illustrate this point, consider a translog model, the workhorse

framework in the literature, of the form

log(Cit) =α(r) log10(1+ y
(r)
it )+α(e) log10(1+ y

(e)
it )

+β (r) log10(1+ y
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where Cit is the total cost incurred at institute i in year t, y(r) and y(e) are research and educational outputs respectively (each

is a scalar variable, though below we consider vectors of output variables), zit is a vector of control variables, and eit is the

residual; α(r), α(e), β (r), β (e), φ , and γ (a vector) are parameters to be estimated.1 While intensely utilized in the literature, this

model makes several strong assumptions that prevent us from addressing certain important questions. First, the relationship

between outputs and cost is fixed in a specific form; therefore, scalability is not allowed to flexibly change over the parameter

space. Specifically, productions are assumed to be always either more (β > 0) or less scalable (β < 0) as the output grows.

Second, the interaction term is modeled by a single parameter φ , which implicitly assumes that there exists either an economy

of scope or dis-economy of scope between research and education regardless of the total production size or other institutional

characteristics. Third, the impact of outputs on cost is not allowed to systematically vary across institutions, i, or to depend

on control variables, zit , which completely excludes the possibility of heterogeneous responses to scale. As such, this model

prevents us from asking the question of what makes the production scalable.

Our framework overcomes these limitations by combining modern deep neural network techniques with recent advances

in “interpretable machine learning” algorithms. Specifically, we estimate cost as a nonlinear function encoded by a neural

network without pre-specified parametric assumptions, and this allows complete flexibility in the functional form. Furthermore,

we utilize Bayesian optimization to find the architecture and hyperparameters of the neural network that properly model the

non-linearity of the cost function without overfitting the data. Our approach allows for heterogeneity from both observable

characteristics and unexplained factors, such that the cost function captures the diversity exhibited by schools and can offer

effective policy implications specific to each institution. In short, to model the total cost, we replace the translog function

described above with the following flexible functional form:

log10(Cit) = f (y
(r)
it ,y

(e)
it ,zit)+ eit ,

where f (·) is the function represented by the neural network. 2 This flexible cost function allows analyses of the scalability and

complementarity of research and education that are not possible with restrictive specifications of the cost function, such as the

translog cost function.

Our analyses reveal efficiency differences across universities, the economy of scale in both outputs, and the trade-off

between research and education efficiency. Particularly, we show that while both research and education outputs generally

exhibit an economy of scale, their scalability largely depends on the size and other institutional characteristics. Likewise,

research and education activities are complementary to each other only in some situations. Furthermore, we apply the SHAP

method14 to the estimated per-unit cost to infer which institutional characteristics explain the differences in efficiency. We find

that while the impact of each characteristic varies across schools, the scale of both undergraduate and graduate education is

consistently important.

We utilize three main data sources, two of which became available only recently. One is Microsoft Academic Graph, which

contains detailed information on academic publications, including authors and institutional affiliations. Another is the Mobility

Report Card collected by Chetty et al (2017), which reports income data for graduates and their parents by schools. Third, we

use IPEDS data, which provide budgetary information. By combining these datasets, we construct comprehensive measures of

university outputs for both research and education. Our resulting dataset, which we call UnivProd, is freely available. While

we describe the generation of the dataset in a separate article7, in this paper, we offer the first analysis that uses the UnivProd

dataset.

1For variables that can be zero, we add one to compute the logarithm.
2One caveat of the mapping between the cost information and output measures is that the output may arrive with a delay from investment, especially in

research production. We address this issue in the SI.
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Figure 1. A,B: Distribution of the quantity-quality in research and educational outputs. Relevant quantities are total papers

published and bachelor degrees awarded, and quality is measured by citations per paper or mid-career salary of each graduate.

The colors are based on the Barron’s selectivity measure for small dots (darker color indicates more selective), and large dots

depict observations for a set of example schools. C: Distribution of the unobserved cost shifter µ . Most of the values range

between −.1 and .1, indicating that total cost may vary ±10% based on factors not observed in the dataset.

Results

Heterogeneity

In Materials and Methods, we describe the procedure to compute a university-specific, heterogeneous cost function of

research production and undergraduate education, Ci(y
(r),y(e)), where y(r) and y(e) are output variables that reflect research and

educational output, respectively. These two outputs are publication count and bachelor degrees awarded. Note that the quality

of the outputs are also encoded in the institution-specific cost function, measured by the citation count per paper and average

mid-career salary of college graduates with a bachelor’s degree. 3 Our flexible model explains the log cost significantly better

than the translog model described in the previous section, where our out-of-sample RMSE is 0.133 compared to 0.210 of the

translog model. These results imply the existence of considerable variation not captured by the translog model that can be

explored by our approach.

Panel A and B in Figure 1 show the distribution of universities in terms of their research and education quality against

quantity. While we observe a strong positive correlation between the scale of research and number of citations, schools are

still diverse in quality after conditioning on quantity (Figure 1A). A similar result holds for educational outputs, although the

correlation between quantity and quality is much weaker compared to the relationship for research (Figure 1B).

As explained in Materials and Methods, we decompose the heterogeneity of cost functions into a portion explained by

observable characteristics and an unexplainable factor. Panel C in Figure 1 presents the distribution of this unobservable factor

µi. Roughly speaking, the total cost of universities can shift ±10% due to unexplainable factors after holding the outputs and

all the controls constant. As a result, we observe different cost levels even among schools that are similar in observable features

due to unobservable cost shifters. For example, µi = 0.083 for University of California San Diego, while µi = −0.057 for

University of California Irvine.

Scalability

To understand the scalability of production, we would like to assess how much a school is paying for a unit of publication/degree.

To this end, we compute the average incremental cost (AIC) of research and education outputs, respectively, as

AIC
(r)
i (y(r),y(e)) =

Ci(y
(r),y(e))−Ci(0,y

(e))

y(r)

AIC
(e)
i (y(r),y(e)) =

Ci(y
(r),y(e))−Ci(y

(r),0)

y(e)
,

where the numerator is the difference in costs between producing both outputs and only one of the outputs, which is then

divided by the output of interest to compute the “per-unit” cost of this output. These AICs provide a convenient recipe to

estimate the dollars spent per publication and per bachelor degree for school i. 4

3Using Ci in this way may be considered abuse of notation.
4Note, this is only one way to decompose spending into the two types of outputs; there is no single, perfect decomposition due to inherent non-linearities.
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Figure 2. A,B: Scatter plots of the scale of production (x-axis) and the estimated AIC (y-axis) in research (A) and education

(B). The correlation is weakly negative (−.04) for research and positive for education (.26). The colors are based on the

Barron’s selectivity measure (darker colors indicate more selective schools). C,D: Simulated AIC curves of research (C) and

education (D) outputs for the example schools. The large dots indicate their actual production levels. The lines for Williams

and Mary, Amherst, and Villanova are below the ones for other more research-intensive schools, indicating that their per-unit

costs are lower at a given scale. However, the scalability is not fully utilized by those smaller schools, especially for research

production. E,F: Simulated AIC curves of research (E) and education (F) outputs for the Barron’s selectivity tier. Control

variables are set to be the median values of each selectivity tier. Similar to C and D, lower tier schools pay lower per-unit costs

if the scales are the same, but their research activities do not exploit the scale merit.
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How does the per unit cost relate to the scale of production? In Figure 2, Panel A and B show the relationship between AIC

and the size of production. Notably, both correlations are quite weak, and even positive for education (−.04 in research and .26

in education), which indicates along both output dimensions, schools with larger size are not paying any lower cost per unit

of production. Does this imply there is no economy of scale in research, and that there even exists a dis-economy of scale in

education? One advantage of our framework is that it allows simulation of costs by inputting hypothetical output values into the

neural network. As a result, we can simulate a hypothetical scaling curve for each school individually. Figures 2C and 2D

show the estimated AIC for both publications and degrees as a funciton of each input for a set of example schools. We find

that per-unit costs decrease as the size of activities grows, suggesting that both research and education productions exhibit an

economy of scale.

These graphs intuitively explain the observed weak relationship between the scale and cost efficiency shown in Panel A and

B. The cost function of smaller institutions (such as the College of William and Mary and Amherst College) tends to be more

scalable. In other words, smaller institutions could end up with relatively low per-unit costs if they scale up productions. 5

Meanwhile, schools of larger productions exhibit higher per-unit cost at a given scale, but enjoy the economy of scale that they

have already achieved. Combined together, these observations explain why the realized AIC (shown in dots)is very similar

between the small and large scale schools, especially for research activity. This insight can be further confirmed by comparing

schools in different tiers. Figures 2E and 2F compare the estimated AICs across different tiers of the Barron’s selectivity

measure. We observe that high-tier schools are paying higher cost for each unit of production for both research and education,

conditional on the scale. Similar to the previous discussion, the realized per-unit cost for research are very similar across tiers

due to the fact that the low-tier schools do not utilize the scalability of research production. This is in contrast to educational

outputs, where high-tier schools are of similar scale to the other tiers and produce degrees at higher cost.

Our results shown above are based on publication counts as a measure of the research output. It is possible that the observed

high per-unit cost for selective schools is because they produce high impact publications. We perform the same analyses using

citation counts as the output metric instead in SI, and the results exhibit qualitatively similar patterns, implying that selective

schools also pay higher cost for each citation count.

To further infer what institutional characteristics can explain the observed cost efficiency, we apply the SHAP analysis, an

interpretable machine learning algorithm, to the obtained per-unit costs. Figure 3 shows the SHAP importance of the control

variables14 on AIC. Panel A and B represent the overall importance of features in estimating the per-unit cost. As one can see,

the scale of undergraduate education is by far the most important factor for both research and education cost. The scale of

research, as well as the size of master-level education, also significantly impact the cost efficiency of both activities.

For administrators, it is important to understand what variable contributes to the predicted cost structure both for the entire

educational system and their own school. A benefit of the SHAP analysis is that we can compute the feature contribution at each

individual school level. As an illustration, Figures 3C-F show the importance of each feature to the AIC of Stanford University

and the California Institute of Technology (Cal Tech). It is worth pointing out that for Cal Tech, its small scale education

(shown as the feature “log_degrees”) substantially reduces the AIC of research, while it increases the AIC of education by

under-utilizing the scale merit. Conversely, Stanford’s large body of undergraduates is a major contributor to the high research

cost, while also lowering the cost of education.

Complementarity

Another critical question is whether there is complementarity between the production of research and education. The examples

of SHAP analysis for Stanford and Cal Tech in the previous section imply that more education activities may increase research

costs. Is there any efficiency gain in operating these two distinct activities within the same organization? To explore this, we

compute a metric of complementarity (i.e. economy of scope) between research and education productions as

SCi =
[Ci(0,y

(e))+Ci(y
(r),0)]−Ci(y

(r),y(e))

Ci(y(r),y(e))
.

Intuitively, we first sum up the costs of two hypothetical institutions that specialize in education and research activities

independently, Ci(0,y
(e))+Ci(y

(r),0), and compare it against the actual cost, Ci(y
(r),y(e)), where the two activities are operated

under the same institution. This difference is then normalized by the actual cost in the denominator. If this measure is positive,

then the two divided institutions incur higher cost than the unified one, implying efficiency gain in operating these two activities

within the same organization. If this measure is negative, then it suggests that it is more cost efficient to split the two productions.

Figure 4A demonstrates that research and undergraduate education are complementary to each other in some, but not

all, cases. We find that universities with small to medium volume of research and educational production enjoy the largest

complementarity between these activities. In contrast, the complementarity measure often becomes negative once the production

5It is worth noting that the cost structure may change as the productions expand (e.g. adding an engineering school). We consider this further in the

Discussion section.
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Figure 3. SHAP analysis on the estiamted AICs. A,B: The mean absolute importance of features on AICs of research (A) and

education (B). C,D: SHAP analysis on the AICs of Stanford. The size of undergraduate education (log degrees) is the most

influential feature increasing its research cost (C), and the fourth important feature reducing its educational cost (D). E,F:

SHAP analysis on the AICs of Caltech. In contrast to Stanford, Caltech’s small-scale education reduces the research cost but

increases the education cost. Caltech’s high student-faculty ratio (ft faculty per 100fe) is a major contributor increasing the

costs for both research and education.

Figure 4. Heatmap depicting the complementarity (brighter colors indicate more complementarity) between research and

education as a function of the size of both efforts. All of the other control variables have been set to be the median of the

dataset. Education activities are defined by awarded bachelor degrees (A), master’s degrees (B), and doctoral degrees (C),

respectively. A: Undergraduate education and research are complementary only when the sizes are small. When the sizes of

both outputs are large (top-right) complementarity typically becomes negative. B,C: Graduate education is more

complementary to research activities for both master’s and doctoral degrees.
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is sufficiently large in either dimension. At high production values we observe a dis-economy of scope where research and

undergraduate education interfere with each other.

The results above are based on undergraduate degrees as the educational output. It is natural to wonder whether graduate

education is more complementary to research production. To examine this hypothesis, we replace the education output y(e)

with a vector of education quantities, y(e) = (y(b),y(m),y(d)), where each element represents bachelor’s, master’s, and doctoral

degrees awarded, respectively. As shown in Panel B and C in Figure 4, graduate education is more complementary to research

production, particularly for doctoral degrees; this is not surprising. What is interesting is that such an effect is also stronger

for schools with smaller production, suggesting that less research-intensive schools could enjoy the greatest boost in research

production from opening and operating graduate programs.

Implication to the economic model

The combination of scalability and complementairty from our flexible estimation casts doubt on some common assumptions in

the economic literature on production functions. Often studies of cost functions assume the “feasible choice set” to be convex

such that there exists a unique interior solution that describes the optimal level of production15. However, this assumption is

made mostly for mathematical convenience to ensure the existence of unique interior optima rather than driven by empirical

justifications. Figure 5A depicts the estimated cost isoclines for a representative school whose controls are set to be the median

values. As one can see, the cost isoclines are not convex in all regions. The non-convexity of the cost isoclines, especially when

the productions are large, has several important implications detailed below.

To illustrate the salient points, imagine a simple economic model where universities face the following optimization

problem:

max
y(r),y(e)

w log(y(r))+(1−w) log(y(e))

s.t.C(y(r),y(e))≤ Revenue,

where w ∈ (0,1) is a preference weight assigned to research production relative to education. In other words, universities

choose output quantities to maximize a weighted average of research and education outputs subject to a constraint where total

cost cannot exceed a fixed budget. Figure 5B illustrates this model visually. When the cost isocline is convex, the optimal

choice is always unique and interior, as shown in point (a). However, with a non-convex cost isocline, there may exist multiple

optima (point (b) and (c) in Figure 5B). Thus, even if two schools share exactly the same preference and cost structure, they

may still diverge in the optimal portfolio of research and education outputs. Another important implication is that there may

exist corner solutions to the optimization problem, which means that under certain preferences and production scale, some

institutions could be more cost efficient by focusing solely on either research or education production (point (d) in Figure 5B).

Lastly, some of the points, such as (e), are never optimal under any preference parameter, which we further investigate below.

All the possibilities mentioned here challenge the traditional economic framework in rational choice, and can lead to

non-trivial policy implications on the operation of higher education institutions.

In addition to the first-order condition tested above, we can also perform a conservative empirical validation of the rationality

assumption using the second-order condition. By applying SmoothGrad16, a recently advanced interpretable machine learning

method that allows us to take derivatives of neural networks, we can twice differentiate our neural network to obtain the Hessian

matrix,

H =





∂ 2Ci

∂y(r)2
∂ 2Ci

∂y(r)y(e)

∂ 2Ci

∂y(e)y(e)
∂ 2Ci

∂y(e)2



 ,

which must be positive semi-definite at the optimal point. If it is not positive semi-definite at the observed interior point, then

such a combination of research and education outputs cannot be the optimal solution to the objective function in the model

described above with any w (or more generally, with any concave objective function). In our dataset, almost one-third (32.3%)

of the sample (school-year observations) fail this test and thus are at a never-optimal location (e.g. point (e) in Figure 5B)

from the perspective of this simple, static rational choice model. Note, this exercise does not intend to infer that universities

are irrational. Rather, it is an exercise to empirically test the assumptions of a traditional rational choice model with a simple

objective function and constraint.

In reality, a school’s objective function can be much more complicated than a combination of research and education

outputs17. Universities may target long-term reputation, school ranking, social impact of research, student satisfaction, or

long-term survival. Each of these features are hard to quantify and can be different for different types of institutions?. They

could also face more complex constraints than just the budget consideration (e.g. pressure from state government for a public

school’s capacity limit). Lastly, it is worth mentioning that, often output quantities, such as publications or degrees awarded,
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Figure 5. A: Empirical cost isoclines along research (publications) and education (degrees awarded) outputs. The control

variables are set to be the median of the dataset. Moving along an isocline, the incurred total cost does not change. B:

Illustration of the implications of a non-convex cost isocline. The two blue lines represent hypothetical cost isoclines (one

convex and the other non-convex). The interior of a blue line becomes a “feasible set” under the budget constraint. The red

lines represent “indifference curves” along which a university’s objective function yields the same value. The slope of a red line

corresponds to the preference weight w. The objective function yields larger value toward top-right side of the figure, while the

choice has to be within the feasible set. (a): If the cost isocline is convex, there always exists a unique interior optimal point.

(b),(c): A non-convex cost isocline may result in multiple optima with the same objective function. (d): There may exist a

corner solution where a university focuses on a single output. (e): Interior points in non-convex region are never optimal under

any preference weight w.

are not fully under the control of universities, and therefore it may be inappropriate to model universities’ behavior as choosing

output quantities to maximize an objective function. To sum up, the purpose of this exercise is to remind ourselves that model

assumptions always require empirical validation.

Discussion

Are research and education production scalable? Do research and education activities complement each other? While it is

tempting to offer yes-or-no conclusions, the reality is often more complicated. In this paper, by applying modern machine

learning techniques to our novel data that combines the IPEDS data with research activities from the Microsoft Academic Graph

and education outcomes from the Mobility report card, we attempt to minimize the assumptions imposed by researchers in

addressing these questions. We did this by integrating high-dimensional institutional data into a general and flexible framework

that provides a unique window into scalability and tradeoffs.

Our fully data-driven analysis reveals that questions of scalability and complementary are highly conditioned on many

features of universities. However, several consistent patterns are noteworthy. First, both research and education exhibit an

economy of scale, although the scalability diminishes with increasing size. Second, schools with relatively small size tend to be

more cost-efficient at a given size, though they do not utilize the scalability of the production and thus end up with similar

realized per-unit cost compared to large scale schools. Third, research and education production are complementary to each

other only when the scales of both are not too large, and the complementary effect is more positive and stronger for graduate

programs compared to undergraduate education.

Our findings offer important implications to the literature of production efficiency. In particular, our cost-isocline evaluation

reveals that some common assumptions of rational utility maximization models are not validated empirically. However, this

only indicates that a particular set of models does not reflect reality, not necessarily that schools are operated irrationally. One

interesting extension of our analysis would be to explore the range of models that can rationalize the observed choices by

universities as revealed preferences. This is beyond the scope of the present paper since our aim here is to investigate what can

be uncovered using minimal assumptions.

The analytical tools developed in this paper offer practical benefits to various stakeholders, especially school administrators.

Our model can provide analyses of comparative strengths and weaknesses for an individual university, as well as present useful

simulations of hypothetical strategic choices. For instance, if a school strives to become an “R1” school (i.e. high research

activity universities that award doctoral degrees, as defined by the Carnegie classification), then one could simulate the cost

increment in such efforts under different scenarios such as opening new Ph.D. programs or enlarging certain departments.

Some caution is needed in applying our tool. The simulations documented in this paper assume that all other variables
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are held constant, which is often unrealistic. For instance, a school may incur extra advertisement costs if it attempts to

enlarge its student body while maintaining the SAT levels. Also, our model does not explicitly incorporate fixed, one-time

costs such as building a new dormitory, which may be necessary to increase scale. To these points, practitioners likely have a

much better understanding of their tradeoffs between goals and constraints, as well as more detailed data of their universities

(such as students-level data, or costs for each department or building) beyond our aggregated data. A close collaboration with

practitioners is essential to employ our tool to solve specific problems at an individual institution.

Another limitation of the current analyses is that the measure of research output may not capture the real impact of

research performed in universities18–21. Though convenient, counts of publication and the citations are arguably very rough

approximations of the actual value created by research activities. Our results indicate that elite research schools are paying a

higher cost for each publication, and even for each citation. Rather than implying cost inefficiency, this additional expense may

be a price paid for the long-term impact of research that is not measured by the publications and citations. For example, many

physics experiments, such as particle accelerators, require massive investment in infrastructure and may yield a relatively small

number of citations due to the size of the physics community, and yet may have huge impacts on fundamental understanding.

It will be an interesting and useful extension of our work to explore the cost function using various other measurements of

research outputs, such as innovations, patents, philosophical shifts, or social impact.

More broadly, it is worth noting that we designed our procedure to be general enough that one can deploy it in other

domains with minimal effort. Some industries share important characteristics with the higher education industry such as

multi-dimensional goals, partially non-monetary objectives, and heterogeneity in institutional characteristics. Examples include

hospitals (whose objectives are profit and care quality), sports teams (performance and popularity), and even governments

(sustainability and resident welfare). It certainly will be interesting to investigate the scale and scope of other domains, and

even to compare them to each other in order to determine if there exist systematic similarities and differences.

Finally, this line of research also opens up important new directions for scaling theory. The scaling of features (e.g. metabolic

rate, wealth production, faculty salaries) with the size of the system (e.g. body size, urban population, total enrollment) has

often been shown to be the consequence of optimization under a few dominant constraints (e.g.22–25). Our analysis here can be

used to complement these mechanistic scaling theories by identifying tradeoffs between functions, which in turn may help

to identify secondary mechanisms, or elucidate dominant mechanisms in cases where the critical constraints have not been

determined. For example, beyond the dominant superlinear scaling of income with urban population what tradeoffs exist

amongst various city features24, 26, or how might such tradeoffs lead to growing inequality with scale27?

Methods

We exploit the recently created UnivProd dataset, freely available at https://sandbox.zenodo.org/api/records/921314.6 In

particular, we utilize the file “delta_with_MAG_and_chetty_and_la.csv”, which is a .csv file where rows are Institution-Year

pairs and columns are variables of interest. For example, the column “mag_paper_production” contains the number of articles

published by individuals with each row’s affiliation during the given year. As described in Price et al. (2021), this is a weighted

measure that accounts for both multiple authors and multiple affiliations for each paper.

We did some additional processing to yield our analysis dataset. In particular, when SAT scores are not reported but ACT

scores are, we fill SAT scores by inferring them from ACT scores. Then, we drop any sample that contains more than 3 missing

variables. The remaining missing values are imputed by iterative imputation method28. For the monetary variables (tuition and

faculty salary), we adjust the inflation by CPI in 2015.

Estimation

The proposed methodology utilizes a modern neural network architecture in combination with Bayesian optimization to

estimate the cost function of universities as a multi-outputs organization. Specifically, we aim to find a nonlinear function f as

log10(Cit) = f (yit ,qit ,zit)+ eit , where Cit is the observed total cost of university i at time t, yit captures the observed outputs in

each time period, qit represents the observed quality of the corresponding outputs, zit is a set of control variables, and eit is the

residual.

In the inner-loop to search for the function f , we construct a feed-forward neural network with fully-connected layers and

dropouts29. Let h(l) be the input vector into layer l, with h(1) being the model input. For each layer l = {1, ..,L},

r
(l)
j = Bernoulli(p(l)),

h̃(l) = r(l) ∗h(l),

h
(l+1)
it = g(w

(l+1)
i h̃(l)+b

(l+1)
i ),

6The link we provide is to the sandbox version. We will update this to the final link, https://zenodo.org/api/records/5510663, at the proof stage.
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where p(l), w(l), and b(l) are the dropout rate, weights, and bias in layer l respectively. Abusing the notation, i and j denote the

nodes in the layer l +1 and l, respectively. As for the activation function g, we choose the sigmoid function instead of the more

commonly used ReLU activation because it makes the function continuous and differentiable, by which the analysis is more

comparable to the traditional cost function approaches.

Another component of the proposed methodology is to employ the Bayesian optimization technique to empirically determine

hyper-parameters of the neural network. In the outer-loop, we adopt a modern Bayesian optimization framework30 to explore

the hyper-parameters: the number of layers (i.e. depth of the neural network), the number of nodes in each layer (i.e. width),

dropout rate at each layer, and learning rate.

Denoting all hyper-parameters as a vector θ , the hyper-parameter optimization is defined as finding

θ ∗ = argmax
θ

(log(Cit)− fθ (log(yit +1),qit ,zit))
2 ≡ MSE(θ),

where fθ is a neural network with hyperparameters θ . Bayesian optimization forms a probabilistic model of the relationship

between the objective and the arguments, P(MSE(θ)|θ), and explores the value of θ that is likely to improve the performance.

A Bayesian optimization algorithm chooses the next value to try by maximizing the expected improvement defined as

EI(θ) =
∫ MSE∗

−∞
(MSE∗−MSE(θ))dP(MSE(θ)|θ)

for some threshold MSE∗. By sequentially choosing θ in this way, Bayesian optimization exploits the information from the

past trials and achieves better efficiency than naive methods such as grid search or random search31. It also balances the

exploration-exploitation trade-off by sampling the trials from a probability distribution. Here, we adopt the tree-structured

Parzen Estimator, which is known to be one of the most efficient approaches in the literature31. In a nutshell, this algorithm

forms a posterior distribution of the hyper-parameters conditional on the loss as

P(θ |MSE(θ)) =

{

l(θ) if MSE(θ)< MSE∗

g(θ) if MSE(θ)≥ MSE∗,

where l(θ) and g(θ) are characterized as Mixture Gaussian distributions. MSE∗ is a threshold of γ-th quantiles in the MSE(θ)
sampled from the previous trials. The expected improvement of θ is expressed as

EI(θ) ∝ (γ +
l(θ)

g(θ)
(1− γ))−1.

As a result, the algorithm simply attempts to maximize the ratio l(θ)/g(θ). Intuitively, this algorithm assumes the distribution

of θ to be either from high-performance (l(θ)) or low-performance one (g(θ)), and tries θ that is most likely to be from the

high-performance distribution.

The function f obtained in this procedure captures the heterogeneity generated from the observed characteristics. To address

the heterogeneity from unobserved factors, we regress the residual term on the university and time specific components as

eit = µi +ηt + εit .

The fixed effect µi is interpreted as a university-specific cost shifter that cannot be explained by any observable features of the

school. Together, the university-specific cost function in a given time t is computed as

Cit(y
(e),y(r)) = exp( f (log(y(e)+1), log(y(r)+1),qit ,zit))exp(µi).

For the university-specific cost function Ci, we use

Ci(y
(e),y(r)) = exp( f (log(y(e)+1), log(y(r)+1), q̄i, z̄i))exp(µi)

, where q̄i =
1
T ∑t qit and z̄i =

1
T ∑t zit are the mean value of the quality and the control variables for university i.
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