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ABSTRACT

Hitting time, or first passage time, is the first time that a process reaches (from above or below) a pre-specified area. Estimating

expected hitting time is an important practical problem in many areas of science. In this paper, we discuss a novel and practical

approach to estimating expected hitting time of [b,∞), for a pre-specified boundary level b, as a function of the inverse of

existing projections. An important example are predictions from an ensemble of models. Convergence properties of the

estimator are established. Applications of the approach in epidemiology and climatology are presented. The performance of

the approach is evaluated using real data from climate variability (El Niño) and flu prevalence. It is shown that the proposed ap-

proach has superior performance compared to commonly used methods in terms of MSE and other measures of goodness-of-fit.

Introduction

First exit and hitting time problems commonly arise in many areas of application, including finance, climatology, biology and

other disciplines. For example, in biology, one may be interested in the event when the number of members of a certain species

first falls below a threshold value as a marker of population extinction (see Ricardi et al.1). In finance, a stock option may be

exercised when the underlying stock value crosses a pre-specified boundary. In general, given a boundary level b, one is often

interested in estimating aspects of the distribution of hitting time τ , the first time b is reached. In other cases, such as inverse

first-passage time problems, the distribution of τ is given and one then needs to determine the boundary b (see, e.g, Gür and

Pötzelberger (2020)2).

An area of important application of boundary crossing is the study of the phenomenon known as El Niño Southern

Oscillation (ENSO), which has considerable influence on climate patterns in many parts of the world (e.g. Sarachik and Cane,

201129). There has been substantial progress in the development of predictive models for ENSO that serve as early warning

systems to avert natural hazards, including floods and drought. For a brief history of ENSO prediction, see, e.g., the early work

of Cane et al. (1986)3, Barnston et al. (1994)4 and Barnston et al. (1999)5. Subsequent studies include Barnston et al. (2012)6,

and Tippett et al. (2012)7, which provide a review the progress made in real-time seasonal ENSO model predictions in the

2000s. More recent papers summarizing the state of the science include Barnston and Tippett (2014)8, Kirtman et al. (2014)9

and L’Heureux et al. (2016)10.

Most of the techniques used in this area involve ensemble models, in which results from individual models are pooled

using suitable weighting schemes. One such approach is the North American Multimodel Ensemble (NMME), which has been

used to make forecasts since 2011. Implementation of the approach is based on simulated forecasts (known as hindcasts or

retrospective forecasts) using data for the period 1982-2010 (Tippett et al. (2019)11). The use of ensembles in Covid studies is

common, see, e.g.,26. For application of ensemble models in hurricane forecast, see Cheung (2006)27. For usage of ensemble

models in other fields, for example, see Prudhomme et al. (2013)30 for hydrological droughts, and Robinson et al. (2018)31 for

seismic risk.

Barnston et al. (2019)12 look at predicting the evolution of the Niño3.4 time series using the NMME. Their paper compares

the output from the NMME with the ensemble mean calculation from the “IRI/CPC ENSO prediction plume” used in our study

(hereafter denoted “the plume”). In this setting, forecast skill is assessed using the mean squared error skill score (MSESS),



which is the ratio of the MSE of the forecast with the MSE of a climatological forecast to account for prediction of different

conditions. Any forecast that is quantified in terms of the MSE can easily be converted into this metric. Importantly, they find

that the skill of the ensemble mean prediction is generally the best.

L’Heureux et al. (2019)13 look at probabilistic forecasts of ENSO strength using the same forecast plume that we are using

(the NOAA CPC/IRI plume). Their paper discusses three forecasts which provide a good survey of the current methods used

to make forecasts from these ensembles, some of which are subjective decisions by human forecasters. In their framework,

skill is assessed over the short period of the operational NMME from late 2015-2018. Their conclusions are that subjective

forecasters are quite good, but that they tend to overestimate the uncertainty in their probabilistic forecasts. They propose a

hybrid method that utilizes some of the advantages from the subjective forecasts, but adjusts the uncertainty in the probabilistic

forecasts according to the output from the NMME.

Seasonal influenza is a contagious respiratory illness that can sometimes cause severe symptoms or even death. It is more

active in fall and winter, known as the flu season. In the US, there was an estimated 16,000,000 flu-related medical visits,

380,000 flu related hospitalization, and 20,000 deaths during the 2019-2020 season.18 The Centers for Disease control and

Prevention (CDC) has established a surveillance system to collect and analyze flu-related information, including virologic

infection, outpatient illness, long term care, hospitalization and mortality surveillance19. Information on outpatient visits to

health care providers for Influenza-Like Illness (ILI) is collected through the U.S. Outpatient Influenza-like Illness Surveillance

Network (ILINet), consisting of outpatient healthcare providers across US territories. During the 2020-21 season, there were

approximately 85 million patient visits reported20. The forecast methods in climatology have also been applied to epidemiology.

Shaman and Karspeck (2012)17 proposed a framework using Ensemble Adjustment Kalman Filtering (EAKF), a commonly

used model-data assimilation method in meteorology, to train a dynamic model by near-real-time local influenza data and

produce forecasts of ILI peak week and estimates of forecast accuracy.

In 2013, the CDC initiated an open challenge, later known as FluSight, to forecast the timing and intensity of influenza21.

Participants were required to submit their forecasts every week for seven ILI-related targets: onset week, defined as the week

when the percentage of ILI reported through ILINet exceeds pre-defined national and regional thresholds; seasonal peak week

and intensity, defined as the week and value of ILI when it reaches its maximum in the season; and four week ILI forecasts. The

challenge has motivated and facilitated collaborations between experts from CDC’s Influenza Division, Epidemic Prediction

Initiative (EPI) and external research institutions.

Most previous work uses one multi-model ensemble trajectory to predict the timing of an event, such as El Niño or the onset

week of influenza. Most often equal-weight ensembles, i.e. the simple average of all component models, have been found to

perform better than any of the component models (see McGowan et al.(2019)22). There are similar results in climatology. For

example, Delsole et al.(2012)23 used statistical tests to show that the null hypothesis of equal weights in the ensemble cannot

be rejected for precipitation forecasts. Kandula et al. (2018)24 compared a super ensemble model based on Bayesian Model

Averaging (BMA) with single model forecasts and discovered superior performance of the BMA super ensemble for point

forecasts of FluSight’s seven targets. Reich et al.(2019)25 assesses the forecasting accuracy of several multimodel ensemble

methods based on the log score for probablistic forecasts used by CDC in the FluSight challenge.

In this paper, we discuss a novel and practical approach to estimating expected hitting time as a function of the inverse of

existing projections based on alternative approaches, including ensemble models. Applications of the approach in climatology

and epidemiology are presented. The performance of the approach is evaluated using real data from forecasts of El Niño and flu

infection. It is shown that the proposed approach has superior performance compared to commonly used methods in terms of

MSE and correlation.

The rest of the paper is organized as follows. In section 2.1 we propose six different estimators of hitting time that make

use of ensembles of forecasts. Forecasts could be from different models or methods, or from many runs with single model, or

a combination of the two. In section 2.2 we establish a theorem relating to the convergence property of one of the proposed

estimators. This estimator performs best in the empirical tests we present; and the theorem provides a sound theoretical basis.

In section 2.3 we discuss a decomposition of MSE into four terms based on whether the true and forecast hitting times are

attained (i.e. fall within the time horizon). The El Niño data and empirical results are displayed and discussed in section 3.1,

and those for influenza forecasts in section 3.2. We make concluding remarks in section 4.

Methods

Estimators

Suppose {Rt}
L
t=1 is the ’future’ sequence we want to forecast. At each ’future’ time t ∈{1,2, · · · ,L}, forecasts are generated from

K different models. Let Xtk denote the forecast of Rt generated by model k at time t, for t ∈ {1,2, · · · ,L}, and k ∈ {1,2, · · · ,K}.
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Let

τ
(real)(b) :=

{
inf{t ≥ 0 : Rt ≥ b} , ∃t ≤ L, Rt ≥ b

L+1, otherwise
(1)

be the hitting time of [b,∞), i.e. the first time {Rt}
L
t=1 hits a preset boundary b from below. We set the hitting time to be L+1

when there is no hit at a time t ≤ L. This is done in order to compare it to the estimators below. In practice the arbitrary value

L+1 could be substituted by other reasonable values. Further details are discussed in Section 2.4. The goal is to estimate

τ(real) (b) using forecasts {Xtk : 1 ≤ t ≤ L, 1 ≤ k ≤ K}. In empirical studies, the most frequently used estimator is the Ensemble

Average path Hitting time (EAH):

EAH(b) :=

{
inf{t ≥ 0 : X̄t ≥ b} , ∃t ≤ L, X̄t ≥ b

L+1, otherwise
(2)

where X̄t = K−1 ∑
K
k=1 Xtk is the ensemble average.

Similarly we define Ensemble Median path Hitting time (EMH):

EMH(b) :=

{
inf
{

t ≥ 0 : X̃t ≥ b
}
, ∃t ≤ L, X̃t ≥ b

L+1, otherwise
(3)

where X̃t = mediank {Xtk} is the ensemble median. (mediank {·} denotes the median corresponding to index k.)

Another way is to first calculate the hitting time of each component model forecast, then take the average or median of

these times. We have two ways of dealing with no hit cases, which we call ’deletion’ and ’imputation’ in the rest of the paper.

Define the hitting time of the kth component forecast to be

τ̂k(b) :=

{
inf{t ≥ 0 : Xtk ≥ b} , ∃t ≤ L, Xtk ≥ b

L+1, otherwise.
(4)

In the approach we dub “deletion”, all unattained hitting times, i.e. τ̂k > L, are deleted, and the resulting estimators are

Hitting time Average after Deletion (HAD) and Hitting time Median after Deletion (HMD):

HAD(b) :=





∑k τ̂k1{τ̂k≤L}
∑k 1{τ̂k≤L}

, ∑k 1{τ̂k≤L} > 0

L+1, otherwise.
(5)

HMD(b) :=

{
mediank {τ̂k|τ̂k ≤ L} , ∑k 1{τ̂k≤L} > 0

L+1, otherwise.
(6)

where 1A is the indicator function of event A, which equals 1 if A is true, and 0 otherwise, and mediank {τ̂k|τ̂k ≤ L} means the

median among all τ̂k that are not greater than L.

In the second approach, referred to as ’imputation’, the hitting times are set to L+1 when the sequence doesn’t hit the

boundary. And the corresponding estimators are Hitting time Average after Imputation (HAI) and Hitting time Median after

Imputation (HMI):

HAI =
∑k τ̂k

K

HMI = mediank {τ̂k}

Theorem: Convergence of the estimator, Hitting time Average after Imputation (HAI)
Here we prove a theoretical result for the HAI estimator. For simplicity, we suppress the boundary b here.

Theorem: Suppose the forecast hitting times (τ̂1, τ̂2, · · ·) are conditionally unbiased and uncorrelated given the real hitting time

τ(real):

E
[
τ̂k|τ

(real)
]
= τ

(real)
, ∀k ≤ K; E

[
Cov(τ̂k, τ̂ j)|τ

(real)
]
= 0, ∀k 6= j ≤ K

then

HAI − τ
(real) → 0 in probability, (K → ∞)

i.e. ∀ε > 0, P( | HAI − τ
(real) | > ε)→ 0 (K → ∞).
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Proof:

E[(τ(real)−HAI)2] = E
[
E
[
(τ(real)−HAI)2

∣∣∣ τ
(real)

]]

= E

[(
τ
(real)

)2

−2∗ τ
(real) ∗E

[
HAI

∣∣∣ τ
(real)

]
+E
[
HAI2

∣∣∣ τ
(real)

]]

= E

[(
τ
(real)

)2

−2∗
(

τ
(real)

)2

+Var
(

HAI

∣∣∣ τ
(real)

)
+
[
E
[
HAI

∣∣∣ τ
(real)

]]2
]

= E

[
Var

(
1

K
∑
k

τ
(k)

∣∣∣∣∣ τ
(real)

)]

=
1

K2
E

[

∑
k

Var(τ(k) | τ
(real))

]

≤
1

K2
E[K(L+1)2] =

(L+1)2

K
→ 0 (K → ∞)

The last inequality uses the fact that 0 ≤ τ(k) ≤ L+1. Then by the Markov Inequality,

P( | τ
(real)−HAI | > ε)≤

E[(τ(real)−HAI)2]

ε2
→ 0 (K → ∞)

Metric

The fact that the forecast trajectories sometimes do not hit the boundary value within the forecasting time horizon L creates

difficulties for evaluation. There are cases where the true hitting time may occur within the time horizon (i.e. τ(real) ≤ L) but

the estimator does not (τ̂ > L; i.e. the hitting time is unattained), or vice versa. Sometimes both true and estimated hitting times

are not attained within the time horizon.

To deal with these cases, we borrow the concept of the confusion matrix from classification problems in machine learning,

though it is rarely used in hitting time forecasts. Let τ̂ denote any hitting time estimator. Based on whether the true hitting time

and estimator are reached for t ≤ L, we define four scenarios: True Positive (TP), False Positive (FP), False Negative (FN) and

True Negative (TN), shown in Table 1:

True hitting time τ(real)

Attained Unattained

(τ(real) ≤ L) (τ(real) > L)

Forecast hitting time τ̂
Attained (τ̂ ≤ L) TP FP

Unattained (τ̂ > L) FN TN

Table 1. Confusion Matrix

Take the commonly used MSE (mean squared error) as an example metric. We decompose MSE into four categories using

the Law of Total Probability:

MSE = E

[(
τ
(real)− τ̂

)2
]

= ∑
A∈{T P,FP,FN,T N}

E

[(
τ
(real)− τ̂

)2
∣∣∣∣ A

]
∗P(A)

:= ∑
A∈{T P,FP,FN,T N}

MSEA ∗P(A)

In this way, MSE is expressed as a weighted average of four conditional MSEs, giving us more insight about how the four

categories affect MSE. Note that we defined the hitting times to be L+1 when they are greater than L in MSE calculation, so
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MSET N is always 0 by definition. So MSE will be lower when P(T N) is higher, although this need not imply a good estimator.

Such downward bias could be fatally misleading if we forecast a rare disastrous event by an estimator that always produces

negative results. In this case the estimator has low MSE but fails to foretell any disaster at all. We may want to exclude T N

cases and condition only on T NC := T P∪FP∪FN (C for completion):

MSET Nc = MSET P ∗
P(T P)

1−P(T N)
+MSEFP ∗

P(FP)

1−P(T N)
+MSEFN ∗

P(FN)

1−P(T N)

Secondly, in the deletion approach, the hitting times exist for true positive scenarios, so we can calculate MSET P only. This is

acceptable when P(T P) is close to one, but can be problematic otherwise, since it doesn’t penalize a false forecast when there

is actually no event (FP) or a misfire when disaster strikes (FN).

Thirdly, the four conditional MSEs do not necessarily share the same importance. For disastrous events, a sensitive trigger

(FP) can be tolerated but a misfire (FN) is unacceptable, so we may want to assign a higher weight to the latter case. Therefore

we propose a generalized MSE metric as a convex combination:

GMSE = MSET P ∗λT P +MSEFPλFP +MSEFN ∗λFN +MSET N ∗λT N

where the four λ ′s are customized weights that sum up to 1. Again, the last term is 0. The ordinary MSE corresponds

to λA = P(A) for A ∈ {T P,FP,FN,T N}, and MSET Nc corresponds to λA = P(A)
1−P(T N) for A 6= T N and 0 otherwise. Note that

knowledge of P(A) is unnecessary since they are cancelled out in ordinary MSE. The MSE for estimators with deletion, which

is just MSET P, corresponds to λA = 1 for A = T P and 0 otherwise.

Empirical Results

In this section, we apply the above methods to two different datasets: El Niño forecasting and influenza forecasting. The

method can also be applied to other pandemic data, including Covid-19.

El Niño Forecast

Data

We use Niño3.4 three-month moving average anomaly temperature forecasts (◦C) from the International Research Institute

for Climate and Society (IRI) in the Earth Institute of Columbia University28. The Niño3.4 index is the average sea surface

temperature (SST) in the eastern and central equatorial Pacific area (5N-5S, 170W-120W). An El Niño event is usually

characterized by 5 consecutive Niño3.4 three-month moving average anomalies above a certain boundary (usually +0.5◦C), but

here we focus on the first time the three-month moving average Niño3.4 is above a specified boundary. The available time series

Rt consists of T=218 months from 02/2002 to 03/2020. To align with it, we use forecasts from 02/2002 to 06/2019 because the

forecasts usually have a length L=9 (9 months after 06/2019 is 03/2020). The total number of models used is 42, although

less than 1/3 of the models are available in any given month. Figure 1 is an illustration of Rt and X
(k)
t , as well as average and

median forecasts, on 02/2002. Boundaries b=0.25◦C, 0.5◦C and 0.75◦C are also shown in the graph.

Results

Given that we have restricted forecasting horizons, the first question to ask might be: how often does an event occur within the

forecast horizon L and how often is it forecast to do so? Figure 2a shows the empirical probabilities of True Positive (TP), False

Positive (FP), False Negative (FN) and True Negative (TN) as defined in Section 2.4. Figure 2b shows the MSE components.

Each panel shows the six estimators with b=0.25◦C, 0.5◦C and 0.75◦C. First notice that in Figure 2a the green (TP) and blue

(FN) add up to the same height for all estimators under the same boundary; their sum is the probability of the true hitting time

being attained and is marked by the dashed line. The three dashed lines show the probabilities of the true trajectory hitting the

boundaries: 75%, 60% and 42% for b=0.25◦C, 0.5◦C and 0.75◦C respectively. Below the dashed lines, the proportion of FN

(blue) increases as the boundary temperature rises for EAH, EMH and HMI. On the other hand, the other three estimators HAI,

HAD and HMD forecast correctly when there is an El Niño. As the boundary temperature b rises to rarely occurring levels,

the proportion of true negatives (TN) rises, as should be expected. The four probabilities (TP,FP, FN, TN) of HAI, HAD and

HMD are identical, since each attains the boundary value if and only if at least one component forecast hit the boundary by

time L. Given that the component paths tend to disperse along time due to increasing forecast spread, as illustrated in Figure 1,

this result could be anticipated since EAH and EMH are reaching the boundary means that the average or median path hit the

boundary before t = L+1, whereas HAI, HAD and HMD would ring the bell as long as at least one component model does,

resulting in more TP (green) and FP (yellow) cases. It may seem odd that the Hitting time Median after Imputation (HMI)

behaves like the first two estimators rather than the related procedures HMI and HAD. The reason it has lower TP and FP rates
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Figure 1. Real, forecast ensemble and ensemble average of Niño3.4 three month average SST from 02/2002 to 11/2002. The dashed lines

are the boudary levels we use: 0.25, 0.50 and 0.75◦C.

(a) Probabilities of TP, FP, FN and TN (b) MSE decomposition

Figure 2. El Niño: probability and MSE decomposition of the six estimators defined in Section 2. The three bars for each estimator

correspond to boundary values b = 0.25◦C (left), 0.5◦C (middle) and 0.75◦C (right). The colors indicate True Positive (TP, green), False

Negative (FN, blue), False Positive (FP, yellow) and True Negative (TN, grey).The three dashed lines in (a) are the probabilities that the true

hitting time is attained (TP+FN) under the three boundaries and they are the same for all six estimators by definition.

is that the median is L+1 if more than half of the component forecasts are imputed, while the mean after imputation remains

less than L+1 unless all forecasts are imputed.

Figure 2(b) compares the estimators using the MSE decomposition discussed in Section 2.4. The colors of True Positive

(TP), False Negative (FN) and False Positive (FP) remain the same while True Negative (TN) is removed since MSET N ≡ 0.

The extraordinarily high yellow bars for HAD and HMD make them unattractively sensitive, because a major contribution of

these false positives is an early ‘emergency alarm’ when there is no emergency in the near future. The other four estimators

have relatively low MSE components. But EAH, EMH and HMI have too many false negatives (blue), which may be even more

problematic than false positives: a failure to sound the alarm. All aspects considered, HAI is the most satisfactory estimator,

with a better balance between over sensitivity and proper alertness.

In Figure 3(a) and Figure 3(b) we present the correlation and RMSET Nc , for the estimators and the true hitting times for all

boundary levels from 0.0◦C to 2.0◦C. Recall that MSET Nc is the conditional MSE calculated from all cases except TN. We are

interested in this quantity because in our framework, true negatives (TN) contribute zero to the MSE and we want to exclude

this effect and focus on TP, FP and FN cases. For this comparison, the values of estimators with the deletion method are set to

L+1 when the estimator itself is not defined, which occurs when all component paths are deleted. For better readability, the
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curves in Figure 3 are smoothed by a moving average. For example, the metric value at b=1.00 is actually an average of the

same metric between b=0.96 and b=1.04. Both of the metrics in Figure 3 indicates that HAI is the best estimator.

(a) Correlation (b) RMSET Nc

Figure 3. El Niño: correlation and RMSET Nc between the six estimators and real hitting times under continuously changing boundary

levels from 0.00 to 2.00 ◦C. RMSET Nc is calculated by excluding TN cases; i.e. those cases where neither the observations or the estimator

hit the boundary value within the forecast time horizon. All curves are smoothed by moving average for better readability.

Influenza Forecast

Data

For influenza forecasting, we applied the above methods to a flu projection dataset from Yamana et al.16. Outpatient visits of

Influenza-like illness (ILI) is one of the most frequently used indicators of influenza activity in epidemiological surveillance.

We use state level observed and forecast ILI (per 100,000 population) data from 20 different models in the same dataset from

Yamana et al.16, from 2010-2011 season to 2014-2015 season, each consisting of 20 weeks. The forecast lead times range from

1 to 12 weeks. A forecasting horizon of 1, for example, means that the models are forecasting ILI one week ahead. The forecast

ensemble data consists of 200 weeks, 48 continental states, 20 models and 12 forecast horizons. Figure 4 shows a graph of real

ILI as well as 1-week-ahead forecasts in Alabama in the first week of the 2010-2011 season.

Figure 4. Real, forecast ensemble and ensemble average of ILI per 100,000 population in Alabama during the first week of 2010-2011

influenza season, Yamana et al.16. The three dashed lines are the boundary levels we use: 2500, 5000 and 7500 per 100,000 population.
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Results

Similar to El Niño, we calculated the six estimators and the probabilities of TP, FP, FN and TN, shown in Figure 5(a). The

boundaries are 2500 (left), 5000 (middle) and 7500 (right) ILI cases. The three dashed lines show the probabilities of the true

hitting time being attained: 62%, 23% and 2% for b=2500, 5000 and 7500 respectively. The results show a similar pattern as

the El Niño forecasts: the proportion of TP decreases as the boundary increases for EAH, EMH and HMI estimators. The other

three estimators HAI, HAD and HMD tend to always forecast a hit even for large boundaries. But the MSE decomposition,

shown in Figure 5(b), implies again that this over alertness does not result in high MSE for the HAI estimator. Correlations and

RMSET Nc are shown in Figure 6(a) and (b), similar to that for ENSO. These again show the estimator HAI to be best, with

a completely different dataset generated by an utterly unrelated mechanism and using models that are mathematically very

different from the ENSO models.

(a) Probabilities of TP, FP, FN and TN (b) MSE decomposition

Figure 5. Influenza forecast: probability and MSE decomposition of the six estimators. The three bars for each estimator correspond to

b=2500 (left), 5000(middle) and 7500(right) ILI cases (per 100,000 population).The colors indicate True Positive (TP, green), False Negative

(FN, blue), False Positive (FP, yellow) and True Negative (TN, grey).The three dashed lines in (a) are the probabilities that the true hitting

time is attained (TP+FN) under the three boundaries and they are the same for all six estimators by definition.

(a) Correlation (b) RMSET Nc

Figure 6. Influenza forecast: Correlation and RMSET Nc between the six estimators and real hitting times under continuously changing

boundary levels from 0 to 15,000 per 100,000 population. All curves are smoothed by moving average for better readability.

Concluding Remarks

We studied the performance of six methods of estimating hitting time, the time when the value of the variable of interest first

attains or exceeds a specified threshold b. The methods are applicable when there is an existing ensemble of model simulations
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(forecasts or projections). The goal is to combine the ensemble members to yield an improved estimate of hitting time compared

with commonly used approaches. The examples we present are the climate phenomenon El Niño and the incidence of cases of

influenza.

The most commonly used method, herein dubbed EAH (Ensemble Average path Hitting time), is at each time t to average

the values of the target variable over all ensemble members. Our innovation is to create other estimators by averaging the

hitting times for a value b over the ensemble. Loosely, the inverses t−1
k (b) are averaged over all ensemble members k = 1, . . .K

at a fixed b. It contrasts to EAH, which averages bk(t) over the ensemble at each fixed t. Rigorously, there is no true inverse

t−1
k (b) because there may be more than one time for a given b and there may be no time when the trajectory reaches a specified

value b. Since in reality the model forecasts only go out to a finite time L it is expected that they may not all reach a given value

b, even if this value is reached in the real world. We tried two variants of this inverse method to cope with this issue. In one

variant, HAI (Hitting time Average after Imputation), we assign the hitting time L+1 when a model trajectory fails to reach the

value b at any time ≤ L. In the second variant, HAD (Hitting time Average after Deletion), we discard such ensemble members

before averaging. The other three methods, (EMH, HMI, HMI) are like the first three, except that the median is used in place of

the mean.

The empirical results we present show Hitting time Average after Imputation (HAI) to be the best of the six methods

tested. For both the climatological case of ENSO (El Niño Southern Oscillation) and the epidemiological case of seasonal

flu forecasting HAI is a better estimator in terms of MSE and correlation between real and forecast hitting times. It has low

MSE when there is indeed a hit within the forecast period, and is much less sensitive to false positives. The two data sets we

tested on are quite different phenomena, their distributions have very different mathematical properties, and the models used to

forecast them are unrelated. The success of HAI in two such disparate contexts indicates good versatility. Still, it is only two

data sets, and while the proposed method has potential application to a broad set of problems such as Covid-19 outbreak/peak

forecast, the performance remains to be tested in other contexts. We supported the HAI method theoretically by proving that

with reasonable assumptions it converges to the true value as the ensemble size increases.

An awkward issue is the treatment of no-crossing situations, where either the observations or the model trajectory do not

reach the specified target value b within the limited horizon of the forecasts. This creates special difficulties in evaluating

forecasting methods. An important contribution of our work is a framework based on the confusion matrix concept and

a decomposition of MSE for evaluation when forecast horizons are limited. Future work will explore the possibility of

constructing an estimator with infinite support instead of 1,2, ...,L, based on the trend of the trajectories. For example, if all

component trajectories are well below the boundary b, then the hitting time is more likely to be further into the future than if a

majority of the trajectories are close to b. This indicates a hitting time estimator can take values greater than L, despite the

limit of forecast horizons, based on extrapolation approaches. This also implies the possibility of producing a probabilistic

forecast of the hitting time. Machine learning techniques may improve the current approach by giving different weights to the

component models.

Data Availability

• The El Niño dataset in section 3.1 is available at https://iri.columbia.edu/our-expertise/climate/forecasts/enso/current/?enso_tab=enso-

sst_table

• The influenza dataset in section 3.2 is provided by the authors of16, and is available upon request at haolin.z@columbia.edu

• All codes are available upon request at haolin.z@columbia.edu
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