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Abstract

Deep learning algorithms or ensemble machine learning models often increase accuracy in indus-

try artificial intelligence applications. However, their complexity makes them difficult to understand

and show their underlying logic and decisions. In safety-critical applications or for audit pur-

poses, this opaqueness is undesirable. To this end, explainable artificial intelligence techniques

attempt to show how these complex models work. One of these techniques is the global surro-

gate generation method, where simpler, intrinsically interpretable models are trained to provide

predictions as close as possible to their complex counterparts. However, these methods often

only consider a single error measure to generate these simpler models. In order to solve this

problem, we propose a multi-objective optimization problem to generate surrogates optimizing mul-

tiple error metrics simultaneously. Results show that this proposal can generate surrogates for

classification and regression problems, often outperforming the current state-of-the-art method.

Keywords: explainable artificial intelligence, global surrogates, multi-objective optimization, explanation by
simplification

1 Introduction

A myriad of machine learning (ML) algorithms
are used throughout the industry with the same
objective: making accurate decisions through algo-
rithms. However, there are five primary schools of
thought separating said algorithms. Also known
as tribes, these schools of thought have different
core beliefs and focus. These tribes are the sym-
bolists, connectionists, evolutionaries, Bayesians,
and analogizers. The symbolists are represented
by inverse deduction algorithms, while neural
network models represent connectionists. Evolu-
tionaries, on the other hand, are represented by
genetic programming. Finally, Bayesians are rep-
resented by probabilistic inference algorithms, and
analogizers are represented by support vector
machines (SVMs) [1].

Such tribes, while having their origins and
desiderata, also are not necessarily interchange-
able according to the industry needs. For example,
while deep neural networks are more powerful

than other simpler models, such as the ones from
the symbolists’ tribe, these models are not easily
interpretable [2, 3]. The lack of interpretability is
a particular issue in safety-critical scenarios such
as medical applications and algorithmic trading.
It is desirable to understand new information for
scientific insights, such as in the biological and
chemical fields. It is also desirable to have inter-
pretable outputs in situations where humans have
the legal right to understand the decisions from an
algorithm, such as the rights ensured by the Gen-
eral Data Protection Regulation (GDPR) from the
European Union [2].

However, there is often a tradeoff between
interpretability and performance [4]. At one end,
deep neural networks remain the most accurate
models. However, they are the least interpretable
considering a continuum with rule-based learning
models on its other end, with the lowest accuracy
but highest interpretability. Other models such as
decision trees, ML ensembles, SVMs, and others
remain between both ends [5].
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There is a field of study named explainable
artificial intelligence (XAI) that exists to bring
interpretability from a human standpoint to these
more complex models. One of the topics stud-
ied by XAI is named explanation by simplifica-
tion. This topic addresses creating simpler models
architecture-wise that are similar to their origi-
nal ML counterpart but with less complexity or
by replacing the algorithm with a simpler, more
explainable technique [5]. An example could be
training a Bayesian model out of a trained deep
learning model: the Bayesian model would be cre-
ated to provide predictions as close as possible to
the deep learning model while being more straight-
forward to interpret according to its design.

This paper proposes the generation of decision
trees from more complex trained ML models using
multi-objective unconstrained optimization. Fur-
thermore, the optimization problem was modeled
to ensure different ML error metrics are mini-
mized simultaneously, considering different error
metrics are not necessarily directly comparable [6].
Finally, the proposed multi-objective optimiza-
tion problem returns interpretable decision trees
similar to their more complex counterparts.

The main contributions of this paper can be
summarized as follows:

We propose a multi-objective optimization
problem (MOP) to generate surrogates using
multiple measures simultaneously with the mini-
mum error possible. We demonstrate our proposed
method against another method in literature, con-
sidering both classification and regression prob-
lems.

• First, we propose a new explanation by sim-
plification [5] method to generate global sur-
rogate models from black-box models using
multi-objective optimization.

• We propose a multi-objective optimization
problem (MOP) to generate surrogates using
multiple measures simultaneously with the min-
imum error possible.

• We demonstrate our proposed method against
a state-of-the-art method [7], considering both
classification and regression problems.

The rest of the paper is organized as fol-
lows: the second section describes the theoretical
background required for this paper, namely: multi-
objective optimization, XAI, and surrogate mod-
els. The third section covers the proposed, novel

method for global surrogate model generation.
The fourth section shows the results of implement-
ing the proposed method and comparing it against
another surrogate generation method for classi-
fication and regression problems. The fifth and
last section has the concluding comments of the
authors of this manuscript.

2 Material and methods

2.1 XAI

XAI is a subfield of artificial intelligence (AI)
focused on presenting the underlying logic of com-
plex AI models to humans in an interpretable way
[8]. With this focus, XAI proposes the develop-
ment of AI algorithms with high accuracy that
enable humans to trust their predictions [5]. Trust
is an essential factor in safety-critical applica-
tions where any wrong decision may result in
monetary losses, quality of life issues, or risk
of death [2]. Additionally, transparent algorithms
enable the identification of unknown patterns and
decision-making strategies, therefore leading to
new insights and fostering verifiability [2].

XAI has multiple target audiences: data scien-
tists, managers, executive board members, regu-
latory entities, domain experts, and users affected
by model decisions [5]. Each audience has a dif-
ferent set of interests in using XAI. However,
independently of the audience, XAI has a set
of goals such as informativeness, trustworthiness,
transferability, interactivity, and accessibility [5].

The current taxonomy of XAI techniques is
mainly divided into two parts. The first covers
intrinsically transparent models, such as logis-
tic and linear regression, decision trees, and
rule-based learners. The second covers post-hoc
explainability – i.e., techniques applied to an
already trained model with a hidden structure
(black-box model) [5]. Among post-hoc explain-
ability, there are algorithms built specifically to
a given AI model (i.e., support vector machines
or convolutional neural networks) and model-
agnostic algorithms. Model-agnostic techniques
can be divided into the following types [5]:

• Feature relevance explanation: these tech-
niques measure each feature’s influence, rele-
vance, importance, or relative ranking in the
prediction output of a black-box model.
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• Visual explanations: these techniques encom-
pass sensitivity analysis algorithms and other
works that create visualizations from the inputs
and outputs of a complex model.

• Local explanations: instead of explaining how
the black-box model works in a generalized
fashion, these algorithms explain single predic-
tions or a smaller group of predictions. There-
fore, while other algorithms focus on explaining
how the whole black-box model works, local
explanation methods can provide explainability
attributes per prediction.

• Explanation by simplification: these tech-
niques attempt to reduce the complexity of a
black-box model by reducing the number of
parameters or changing the algorithm type to
a simpler one. The output of these techniques
is a separate model that provides predictions as
close as possible to the black-box model while
maintaining a more straightforward structure.

One of the explanation by simplification algo-
rithms creates surrogate models that are inter-
pretable by their nature. In this scenario, a sur-
rogate decision tree can be trained to mimic the
predictions of a black-box model. Moreover, since
a decision tree fulfills every constraint for trans-
parency [2, 5], a human could understand how the
black-box model works by analyzing the surrogate
model generated from it.

2.2 Surrogate models

Models such as linear models and decision trees
are interpretable by their nature. Therefore,
explaining their underlying logic is an easy task
for humans compared to explaining the logic of
deep learning models [2].

Since deep learning models are already being
explored and deployed in industrial applications
[9], it is not often possible to replace said models
with more interpretable models because it implies
a loss of accuracy [4, 10].

One alternative to introducing interpretabil-
ity to these complex models is surrogate mod-
els. Surrogate models must be more interpretable
than their reference models. These models do not
require any additional information on the inter-
nal configuration of the black-box model, being
model-agnostic by nature [11].

There are two types of surrogate models: local
surrogates and global surrogates. Local surrogates

attempt to explain single predictions by creating
simpler models that approximate their predictions
to the complex, black-box model [2]. One example
of a local surrogate is named Local Interpretable
Model-agnostic Explanations (LIME) [12]. On the
other hand, global surrogates attempt to pro-
vide all predictions as close as possible to the
predictions from the black-box model, consider-
ing all the instances in the dataset. Meanwhile,
these surrogates also are less complex than the
black-box models and are, typically, easier to be
implemented due to their simplified nature [5].

The usual way to create a global surrogate
is to train an intrinsically interpretable surrogate
model based on the dataset used to train the
black-box model and its predictions instead of
their actual values. Therefore, the interpretable
model is being trained not to be as accurate as
possible in the application domain but instead to
be as accurate as possible in replicating the pre-
dictions from the black-box model – normally by
using the R2 measure [7, 11].

2.3 Multi-objective Optimization

Usually, optimization algorithms (namely, single-
objective optimization techniques) find the opti-
mal solution, a single objective function value.
However, when multiple objectives are analyzed
simultaneously, the objective function returns an
objective value instead of a single value. To this
end, the optimization techniques that focus on
multiple objectives in parallel are known as Multi-
objective Optimization (MOO) [13]. The general
form of a MOO problem (MOP) is defined in Eq.
1.

min
x

J(x) = [J1(x), ..., Jn(x)] (1a)

In this equation, a set of n objectives defined
by J(x) is minimized simultaneously. These objec-
tives are often conflicting: from an XAI stand-
point, a data scientist would want the most
accurate and the most interpretable model avail-
able. However, the most interpretable models
often lead to less accuracy and vice-versa (making
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it, therefore, a trade-off). To this end, multi-
ple feasible solutions are returned as valid solu-
tions [14]. Between these two extremes (maxi-
mum interpretability and accuracy), multiple non-
dominated alternatives (i.e., solutions where no
better solutions were found considering all the
objectives) form a Pareto front approximation
[15].

One of the primary methodologies in MOO
design is the generate-first choose-later (GFCL)
approach. In GFCL, after defining the MOP and
optimizing it with a MOO algorithm, the resulting
solutions are processed through the multicriteria
decision-making (MCDM) step [16]. The MCDM
is in charge of selecting the best solutions and
presenting them to the decision-maker.

While MOO applications are spread in the
industry, such as supply chain management, appli-
ance design, construction, manufacturing, and air-
craft design [17], MOO can also be adopted in
ML design and XAI applications, including global
surrogate creation.

3 Proposal

This paper proposes a MOO design using the
GFCL approach to create global surrogates from
black-box ML models. The global surrogates are
intrinsically interpretable ML models where their
hyperparameters are optimized considering three
different objectives simultaneously. While the pro-
posal is model-agnostic and able to generate any
surrogate with high interpretability, such as lin-
ear/logistic regression models or rule-based learn-
ing models, we chose to generate decision trees
since humans can use them without mathematical
background, preserves readability, and permits a
direct understanding of the prediction process [5].

3.1 MOP

The MOP is stated in Eq. 2. In this MOP,
three objectives are set, each associated with a
given error (or accuracy) metric. We are always
attempting to minimize errors according to mul-
tiple metrics because using a single metric only
emphasizes a given aspect of the error character-
istics [18]. x is the set of hyperparameters used to
generate a surrogate.

For classification problems, J1(x) refers to the
root mean squared error (RMSE) between the

prediction probabilities of the black-box model
and the surrogate. J2(x) refers to the area under
the receiver operating characteristic curve (AUC)
between the predictions of the black-box model
and the predictions of the surrogate. Finally, J3(x)
refers to the F-score between the predictions pro-
vided by the black-box model and the predictions
from the surrogate. Since both the AUC and the
F-score have a range of [0.0, 1.0], where values
closer to 1.0 are desirable, we instead optimize
the difference between 1 and these values. There-
fore, J2(x) is determined as 1−AUC and J3(x) as
1 − F-score.

min
x

J(x) = [J1(x), J2(x, X), J3(x)] (2a)

For regression problems, J2(x) is replaced by
the mean absolute error (MAE) between the
black-box model predictions and the surrogate
predictions. Correspondingly, J3(x) is replaced by
the R2 score between the predictions provided by
the black-box model and the predictions from the
surrogate.

3.2 MOO

The algorithm used to optimize the solutions
was the Multi-Objective Evolutionary Algorithm
Based on Decomposition (MOEA/D) [19]. This
algorithm decomposes a MOP into a subset of
scalar optimization subproblems and optimizes
them simultaneously. It was chosen since it is opti-
mized for many-objective optimization problems,
and it is a well-known optimization algorithm.
Therefore, it can be easily implemented and tested
accordingly.

3.3 MCDM

Since the amount of generated surrogates can be
high, the MCDM step is responsible for filtering
and ranking the best solutions. Two techniques
are used to this end: the domination filter [16] and
the TOPSIS ranking [20].

After the MOO step finds all the feasible
solutions, the domination filter selects only the
unique, non-dominated ones [16]. Then, the TOP-
SIS method ranks the solutions according to their
proximity to an ideal solution (i.e., a surrogate
that consistently provides the exact predictions
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of their black-box counterpart). In this ranking,
the closest solution is assigned to the first place,
the second-best to the second place, and so forth
[20, 21].

4 Results

4.1 Datasets

Four benchmark datasets commonly used in lit-
erature were tested in this paper. Two of them
are classification datasets, and the other two are
regression datasets. They were randomly split into
a train and test dataset, where 70% of the original
dataset was assigned to the training dataset and
the remaining data to the test dataset.

The datasets selected are as follows:

• Classification:
Adult dataset: it has 14 attributes and

32561 instances. Nine attributes are categori-
cal, and the remaining are numeric. The dataset
contains information from groups of people
within the United States, including age, educa-
tion, relationship, and work class. The target
value represents whether that group has an
income per capita of over USD 50000 per year
or not [22].

COMPAS dataset: it has 11 attributes and
6172 instances. Seven attributes are categori-
cal, and four are numeric. It contains data from
inmates in the United States criminal justice
system. The target attribute measures whether
an individual was arrested again after two years
from their last release from prison. The other
attributes include data such as the number of
previous crimes, age, race, and gender [23].

• Regression:
Abalone dataset: it has nine attributes and

4177 instances. One attribute is categorical, and
the others are numeric. All of the features are
based on the physical features of the abalone,
and the target feature counts the number of
rings in it. The number of rings is used to
measure its age [24].

California dataset: it has nine attributes
and 20640 instances. All of the features are
numeric, and the target feature measures the
median house value, in United States dollars, of
households within a block in California [25].

4.2 Black-box models

All the datasets also shared a similar pipeline
structure, as exemplified by Fig. 1: a preprocess-
ing step is in charge of imputing any missing
data with a k-nearest neighbors imputer (KNNIm-
puter) [26] and scaling all values (MaxAbsScaler).
Then, the processed dataset is trained by a black-
box model (in the example shown in Fig. 1,
a LightGBM regressor (LGBMRegressor). Four
black-box models were trained for each dataset, as
follows:

• Gradient boosting decision tree ensemble in
LightGBM [27];

• Random forest models in scikit-learn [28];
• SVM in scikit-learn [28];
• Deep learning models in Tensorflow [29].

These models were selected because they are
all less interpretable and less transparent than the
decision tree [5].

Fig. 1 Example of a pipeline used to train black-box mod-
els.

4.3 Implementation and comparison

The proposal was implemented in Python using
the Pymoo library [30] to implement the MOP
and execute the MOO step. In addition, we are
generating decision trees from scikit-learn [28] as
surrogates. The parameters used for x in Eq. 2 and
their respective upper and lower bounds are:

• Minimum weighted fraction to be at a leaf node:
[0.0, 0.5];
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• Minimum number of samples per leaf : [1 ∗

10−6, 0.5];
• Maximum depth of the tree: [2, 10.0];
• Minimum number of samples per split : [1 ∗

10−6, 1.0];
• Number of features to consider when looking for
the best split : [1.0,m];

• Minimum impurity decrease: [0.0, 1.0];
• Criterion to measure the quality of a split :

[0.0, 1.0];
• Split strategy : [0.0, 1.0];
• Class weights per class (for classification prob-
lems): [1.0, 100.0];

As for post-processing, the number of features
and the maximum depth are rounded. Addition-
ally, the splitter method is assigned as best or
random whether the value is below or above 0.5,
respectively. For classification problems, the crite-
rion is assigned as gini or entropy in scikit-learn
whether its value is below or above 0.5, respec-
tively. For regression problems, the criterion is
assigned as mse if the value is above 0.3333;
friedman mse if the value is between 0.3333 and
0.6667; and mae otherwise. Finally, m equals to
the number of features available in the training
dataset.

The generated surrogates use the k-nearest
neighbors imputer shown in Fig. 1. These surro-
gates were compared against the method shown
in [11]. There, a single-objective optimization
method was suggested by minimizing the R2 mea-
sure. The same decision tree configurations men-
tioned above were used in the decision space of the
proposed method (hereafter named Proposal)
and the method in [7, 11] (henceforth named
IML). Both methods also share the same random
seed and the number of generations allowed (100).

4.4 Evaluation

In this section, we compare the performance of the
proposed algorithm against the IML method using
the four datasets and, per dataset, four different
black-box models.

4.4.1 Adult dataset

The Adult dataset results are summarized in
Table 1 and Fig. 2. The parallel coordinates plot
in Fig. 2 shows the relationships between the three

objectives considering all the surrogates generated
per black-box model [31].

Table 1 TOPSIS ranking of the surrogates found by
both methods for the Adult dataset.
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LightGBM 11 1 11 IML Proposal Proposal
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The proposed method was able to generate
more non-dominated surrogates for LightGBM
and Tensorflow compared to Random Forest and
SVM. When comparing the solution from IML
against the surrogates found by the proposed
method within a single TOPSIS ranking, the pro-
posed method had the best surrogate in two out of
four black-box models considering the same weight
to the three objectives. The proposed method
found the best surrogate in 7 cases when consid-
ering each objective individually. IML found the
best surrogate in 5 cases, as seen in Table 1.

4.4.2 COMPAS dataset

The COMPAS dataset results are summarized in
Table 2 and Fig. 3. The parallel coordinates plot
in Fig. 3 shows the relationships between the three
objectives considering all the surrogates generated
per black-box model [31]. The proposed method
showed better performance in this dataset than in
the Adult dataset.

Table 2 TOPSIS ranking of the surrogates found by
both methods for the COMPAS dataset.

B
la

c
k
-b

o
x

S
u
r
r
o
g
a
t
e
s

g
e
n
e
r
a
t
e
d

B
e
s
t

r
a
n
k

(
P
r
o
p
o
s
a
l)

B
e
s
t

r
a
n
k

(
IM

L
)

B
e
s
t

(
J
1
)

B
e
s
t

(
J
2
)

B
e
s
t

(
J
3
)

Tensorflow 4 1 2 IML Proposal Proposal
LightGBM 6 1 6 IML Proposal Proposal
Random Forest 6 1 6 IML Proposal Proposal
SVM 3 1 3 Proposal Proposal Proposal



Springer Nature 2021 LATEX template

ation 7

Fig. 2 Parallel coordinates for the solutions found by both
methods for the Adult dataset considering all the black-
box models. It is desirable to have all objectives as close as
possible to zero.

As seen in Table 2, the proposed method had
the best solution for all four black-box models.
When comparing each objective individually, the
proposed method had the best solution for all
black-box models for J2 and J3. In J1, it only
outperformed IML at SVM. Overall, the proposed
method found the best surrogate in 9 out of 12
cases.

4.4.3 Abalone dataset

In the Abalone dataset, the parallel coordinates
plot is seen in Fig. 4 [31]. Both methods had
high J1 and J2 errors for Tensorflow when com-
pared against other black-box models. However,
the proposed method still outperformed IML.

As seen in Table 3, the proposed method had
better results for all black-box methods except
LightGBM. However, both for LightGBM and
Random Forest, the solutions found by both meth-
ods are close, as seen in Fig. 4.

Fig. 3 Parallel coordinates for the solutions found by
both methods for the COMPAS dataset considering all the
black-box models. It is desirable to have all objectives as
close as possible to zero.

Table 3 TOPSIS ranking of the surrogates found by
both methods for the Abalone dataset.
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4.4.4 California dataset

The parallel coordinates plot for the Califor-
nia dataset is seen in Fig. 5 [31]. Similar to
the Abalone dataset, both methods had high J1
and J2 errors for Tensorflow, in particular when
compared against other algorithms.

Furthermore, Table 4 shows that the proposed
method consistently outperforms the IML method
considering all objectives individually or together,
within the TOPSIS ranking for Tensorflow, Ran-
dom Forest, and SVM. On the other hand, for
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Fig. 4 Parallel coordinates for the solutions found by both
methods for the Abalone dataset considering all the black-
box models. It is desirable to have all objectives as close as
possible to zero.

Table 4 TOPSIS ranking of the surrogates found by
both methods for the California dataset.
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LightGBM, the IML method had better results.
When comparing again in Fig. 5, both LightGBM
and Random Forest methods show similar results.
The same situation does not apply to SVM and
Tensorflow.

5 Conclusion

This paper proposed a surrogate generation
method using an unconstrained multi-objective
optimization design. This method was tested

Fig. 5 Parallel coordinates for the solutions found by
both methods for the California dataset considering all the
black-box models. It is desirable to have all objectives as
close as possible to zero.

for classification and regression problems using
benchmark problems on four different black-box
model architectures. The surrogates generated
are decision trees due to their intrinsic inter-
pretability. The method optimizes the decision
tree parameters to ensure the trees are close to
the black-box model according to multiple error
measures – one per objective.

When comparing against the method referred
in the literature, the proposed method showed
better results in most scenarios, both in regres-
sion and classification problems. However, the
proposed method showed worse results in the clas-
sification datasets when only one of the objectives
– the RMSE measure – was considered. However,
the AUC and F-score results were better. The
regression datasets also had shown better results,
except for LightGBM.

We plan to focus on understanding the causes
behind the performance of the proposed method
for LightGBM in regression problems and improv-
ing its RMSE errors in future research. Addi-
tionally, we expect to also adapt this method for
classification problems with multiple classes.
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J.M.H.: Controller Tuning with Evolutionary
Multiobjective Optimization: A Holistic Mul-
tiobjective Optimization Design Procedure
vol. 85. Springer, Cham, Switzerland (2016)

[14] Afshari, H., Hare, W., Tesfamariam, S.: Con-
strained multi-objective optimization algo-
rithms: Review and comparison with appli-
cation in reinforced concrete structures.
Applied Soft Computing 83, 105631 (2019).
https://doi.org/10.1016/j.asoc.2019.105631

{https://doi.org/10.2214/AJR.18.20224}
{https://doi.org/10.2214/AJR.18.20224}
https://doi.org/10.2214/AJR.18.20224
https://doi.org/10.2214/AJR.18.20224
https://doi.org/10.21105/joss.00786
https://doi.org/10.21105/joss.00786
{https://wires.onlinelibrary.wiley.com/doi/pdf/10.1002/widm.1257}
{https://wires.onlinelibrary.wiley.com/doi/pdf/10.1002/widm.1257}
{https://wires.onlinelibrary.wiley.com/doi/pdf/10.1002/widm.1257}
https://doi.org/10.1002/widm.1257
https://doi.org/10.23919/MIPRO.2018.8400040
https://doi.org/10.23919/MIPRO.2018.8400040
https://doi.org/10.1016/j.asoc.2019.105631


Springer Nature 2021 LATEX template

[15] Mattson, C.A., Messac, A.: Pareto frontier
based concept selection under uncertainty,
with visualization. Optimization and Engi-
neering 6(1), 85–115 (2005)

[16] Reynoso-Meza, G., Blasco, X., Sanchis, J.,
Mart́ınez, M.: Controller tuning using evolu-
tionary multi-objective optimisation: current
trends and applications. Control Engineering
Practice 28, 58–73 (2014)

[17] Stewart, T., Bandte, O., Braun, H.,
Chakraborti, N., Ehrgott, M., Göbelt, M.,
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