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Abstract
Pan-genomics is a promising approach for studying the genetic diversity within plant populations. In
contrast to common resequencing studies that compare whole genome sequencing data to a single
reference genome, the construction of a pan-genome involves the direct comparison of multiple genomes to
one another, thereby enabling the detection of nonreference genomic sequences and genes, as well as the
analysis of gene content diversity. While multiple studies describing pan-genomes of various plant species
have been published in recent years, the effect of the construction methodology is still poorly understood.
Here we examine the effect of several key methodological factors on the obtained nonreference gene pool
and on gene presence-absence detections by constructing and comparing multiple pan-genomes of
Arabidopsis thaliana and cultivated soybean, as well as conducting a meta-analysis on published pan-
genomes. These factors include the construction method, the sequencing depth, and the extent of input data
used for gene annotation. We observe extreme differences between pan-genomes constructed using the two
common procedures (De novo assembly and Map-to-pan), and that results are dependent on the extent of
the input data. Speci�cally, we report low overlap between nonreference gene pools and low agreement in
gene content inferences obtained using different procedures and input data. Our results raise questions
regarding the reliability of recently published pan-genomes and indicate that current inferences should be
treated with great caution.

Introduction
The continuous improvement and cost reduction of whole genome sequencing (WGS) leads to an ever-
increasing number of available plant genomes. These data provide new opportunities to study genetic
diversity within and among plant species. It is now possible to examine the genetic variation present in
populations consisting of hundreds, or even thousands of accessions (i.e. varieties, individuals, ecotypes or
breeding lines) of the same plant species. Such comprehensive data sets may be utilized to assist crop
breeding and improvement efforts 1,2, and for studying evolutionary processes at a �ner scale than ever
before 3,4. Traditionally, diversity analyses were conducted by means of "genome resequencing" – a
procedure in which sequencing data from multiple plant accessions are compared to a single reference
genome, thus allowing the detection of genetic variation at genomic regions present in the reference genome.
In recent years, a new approach inspired by comparative studies of microorganisms, has emerged, which
applies the concept of a species’ pan-genome 5–7.

The pan-genome is de�ned as the nonredundant pool of genetic material present in the population of a given
species (or a broader taxonomic group) 8. In practice, pan-genome studies typically examine a sample
comprising dozens to hundreds of accessions, taken to represent the majority of the intraspeci�c diversity.
Rather than comparing short sequence segments to the reference genome, genomes of multiple accessions
are assembled and directly compared to one another. This has several advantages over the single-reference
approach, with the most prominent one being the ability to detect and analyze novel genomic sequences that
are not present in the reference genome. These nonreference sequences may potentially contain functional
elements, with protein-coding genes being of particular interest and thus the focus of most pan-genome
studies conducted to date 9. The overall pool of genes found within the examined accessions is therefore



Page 3/25

divided into the reference and the nonreference (or novel) gene sets. Additionally, the pan-genome provides
gene presence-absence variation (PAV) information across accessions, which help correlate the presence and
absence of speci�c genes or groups of genes with genetic, morphological, or physiological attributes 10.

The building blocks of the pan-genomes are the pan-genes, where each pan-gene represents an orthologous
set of genes present in one or more of the studied accessions. Pan-genes vary in terms of the number of
accessions in which they are present. Pan-genes that are found in all examined accessions are termed core
genes, while those only present in some accessions are referred to as shell genes. Genes that are only found
in one accession are called singletons. The relative ratios of core, shell, and singleton pan-genes, sometimes
referred to as the pan-genome composition, were previously hypothesized to be characteristic of particular
plant species, re�ecting their evolution, ecology, and life history 9.

The construction of a plant pan-genome is a laborious, time consuming, and often expensive task, requiring
considerable amounts of sequencing data as well as computational resources. Several pan-genome
construction methods have been devised, most of which can be classi�ed as variants of two general
methodologies: the De novo (DN) assembly approach and the Map-to-pan (MTP) approach. The general
work�ows of the two approaches are depicted in Fig. 1 (see ref. 11 for a comprehensive review). Brie�y, in the
DN approach the genome of each accession is �rst assembled, and then the entire genome sequence is
automatically annotated to predict gene models (i.e., predicting protein coding gene loci and exon-intron
structures). Gene sequences are then subjected to homology clustering, allowing the de�nition of pan-genes
as well as the identi�cation of nonreference genes and PAVs. The MTP approach also begins with genome
assembly but avoids the intense computations of whole genome annotation by applying an iterative
mapping procedure aimed at detecting nonreference genomic sequences. The annotation is performed only
on these unmapped sequences, allowing the identi�cation of gene models that do not exist in the reference
genome (i.e., nonreference genes). Finally, gene presence-absence is determined by mapping the sequencing
reads of each accession to the reference and nonreference genes. A gene is determined as present in a given
accession if it is su�ciently covered by these reads.

In recent years, both the DN and MTP approaches have been widely applied to produce plant pan-genomes
12–14. Notably, the consequences of choosing between the DN and MTP approaches have not been explored
or even discussed. In most cases, projects that involved the sequencing of many accessions favored the
faster MTP approach. For example, the DN approach was applied for the construction of the Brachypodium
distachyon and the soybean pan-genomes, comprising 54 and 27 accessions, respectively 5,15, whereas the
MTP approach was used to construct the tomato and the sun�ower pan-genomes, comprising 725 and 493
accessions, respectively 6,7. Since no standard procedures for pan-genome construction exist, different
studies applied different protocols and computational tools, and used different parameter values and
thresholds in their analyses. Pan-genome projects also differ considerably in the input data used for
construction, from the amount (depth) and type of sequencing data used for genome assembly to the quality
and richness of the data used in genome annotation. The effects of all these methodological factors on the
constructed pan-genomes are poorly understood. This hinders the comparison between pan-genomes
produced using different procedures and makes it di�cult to determine whether observed differences in the
structure and composition of pan-genomes of different species are the result of genuine biological



Page 4/25

phenomena or simply methodological artifacts. For example, two independent studies in which a soybean
pan-genome was constructed resulted in considerably different estimates of the proportion of core genes:
35.87% 15 and 90.6% 16. This may be explained by the inclusion of accessions from the wild progenitor
species Glycine max in one of the studies, but could also re�ect methodological differences: one study
applied the DN approach on 27 accessions, while the other used the MTP approach on 205 accessions.
Similarly, three studies involving the construction of the rice pan-genome using various procedures resulted
in different pan-genome compositions, with the proportion of core genes ranging from 30.6–62% 17–19. Such
inconsistent reports, together with the lack of standard pan-genome construction procedures and the limited
understanding of the effects of various methodological factors raise concerns regarding the robustness,
reliability, and accuracy of pan-genome results, which may affect downstream analyses.

Here, we show that the choice of the analytical procedure has dramatic effect on the resulting pan-genome.
Speci�cally, we examined the effects of the construction approach (DN or MTP), the depth of sequencing, the
quality of assembly, and the quality of annotation evidence on the two main aspects of the resulting pan-
genome: nonreference gene detection and gene presence-absence inference. This was achieved by
constructing multiple pan-genomes using different procedures and empirical data sets, and comparing them
to one another. Our analysis reveals low methodological robustness, i.e., the selected methodology has
substantial impact on the resulting pan-genomes. This, in turn calls for a re-evaluation of common
construction procedures.

Results
The effect of the pan-genome construction approach

We �rst examined the effect of the construction approach on the resulting pan-genome. To this end, we used
Panoramic 20 to construct two pan-genomes from the same input data using either the DN or the MTP
procedure. Both pan-genomes encompassed the same eight Arabidopsis thaliana ecotypes (Supplementary
Table S1), including the reference accession Col-0 and seven additional ecotypes, for which raw Illumina
sequencing data, as well as high quality assemblies and annotations are available. In this �rst comparison,
the sequencing reads were subsampled to a sequencing depth of 50×.

Considerable differences were observed between the two pan-genomes (Fig. 2A and Table 1). The total
number of pan-genes in the DN pan-genome was 14% larger than that obtained using the MTP approach.
Because the number of reference genes in the two pan-genomes is identical, this difference stems solely
from a seven-fold increase (663 compared to 4,565) in the number of nonreference pan-genes in the DN pan-
genome. Moreover, the composition of the two pan-genomes differed considerably, with the proportion of
shell genes nearly three times higher in the DN pan-genome compared to that of the MTP approach, and the
proportion of singletons six times higher. In contrast, the fraction of core genes was considerably higher in
the MTP pan-genome (91.8%) compared to the DN pan-genome (73.5%). Notably, while the number of genes
identi�ed as present in each ecotype was consistently lower in the MTP pan-genome (average difference of
606 ± 111 genes), the number of present reference genes was consistently higher (average difference of
1,253 ± 43 genes; Fig. 2B and Supplementary Table S2). Together, these results indicate that: (1) the DN
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approach detects more novel, nonreference genes, and (2) the MTP approach tends to identify more genes
as present in all genomes, i.e. belonging to the core genome.

Table 1
Statistics for A. thaliana pan-genome constructed using the DN and

MTP approaches

  De novo Map-to-pan

Total pan-genes 31,860 27,958

Reference pan-genes 27,295 (85.7%) 27,295 (97.6%)

Nonreference pan-genes 4,565 (14.3%) 663 (2.4%)

High similarity to reference 104 38

Truncated reference 341 23

Has plant homologs 639 218

Expressed 588 181

High quality candidates 856 261

Core pan-genes 23,426 (73.5%) 25,657 (91.8%)

Shell pan-genes 6,651 (20.9%) 2,041 (7.3%)

Singletons 1,783 (5.6%) 260 (0.9%)

Perhaps the central aim of constructing a pan-genome is the discovery of nonreference genes, since these
genes cannot be detected using a single reference genome. We thus focused the next comparison on the
sets of nonreference genes obtained by each of the pipelines. We assessed the reliability of nonreference
gene predictions by applying a series of analyses to each nonreference gene identi�ed (Table 1). First,
protein sequences were searched against the reference A. thaliana proteome. 2.3% of the DN nonreference
proteins and 5.7% of the MTP nonreference proteins were found to be highly similar to reference proteins
(sequence identity > 95% and 0.8 < length ratio < 1.2). An additional 7.5% and 3.5% of the DN and MTP
nonreference proteins, respectively, were found to be truncated versions of reference proteins (sequence
identity ≥ 95% and length ratio ≤ 0.8). In both cases, the identi�cation of these genes as nonreference is
likely due to the existence of a very close paralog or an artifact of the pan-genome construction and
annotation procedure. Next, we searched for additional functional support for the existence of nonreference
genes. Potential homologs of the nonreference proteins were identi�ed by searching through a database of
plant proteins (ENSEMBL Plants, excluding A. thaliana). Homologs were found (sequence identity > 50%) for
14% and 32.9% of the DN and MTP proteins, respectively. Additionally, using an extensive RNA-seq data set,
evidence of nonreference gene expression was found (Reads Per Kilobase of transcript, per Million mapped
reads [RPKM] > 1) for 12.9% of the DN nonreference genes and 27.3% of the MTP nonreference genes.
Together, 856 (18.7%) and 261 (39.4%) of the DN and MTP nonreference genes, respectively, appear as
reliable novel gene candidates, as they do not highly resemble reference proteins but show homology to
other known plant proteins, or evidence of being transcribed. These results suggest that while the DN
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approach detects a higher number of genuine novel genes, compared to the MTP approach, it probably also
produces more artifacts.

Out of the 4,565 and 663 nonreference pan-genes found in the DN and MTP pan-genomes, respectively, 89
could be reliably matched between approaches based on protein sequence similarity. Thus, the great
majority of nonreference genes were only detected by one of the pipelines. Hereafter, pan-genes that are only
present in the nonreference pool of the DN pipeline are termed DN+|MTP-, whereas pan-genes only detected
by the MTP pipeline are termed DN-|MTP+. We investigated the methodological causes for the occurrence of
DN+|MTP- pan-genes by applying a series of transcript mapping analyses (full details are given in
Supplementary Note 1 and Supplementary Figure S1). We found that 97% of the 4,476 DN+|MTP- genes
occur in genomic regions which are completely or partially homologous to reference genomic sequences
(either matching coding or non-coding regions). These regions were not detected as novel by the MTP
procedure and thus not processed in the annotation step. This suggests a lower capability of the MTP
approach to detect nonreference genes that occur in regions marked as non-coding in the reference
annotation, or in cases in which a coding region is only partially homologous to a reference gene (e.g.,
following a major mutation that considerably modi�ed the protein sequence).

The existence of 574 DN-|MTP + genes is perhaps less anticipated since all genomic sequences annotated
by the MTP approach are also annotated by the DN approach. To investigate these nonreference genes, we
mapped their protein sequences to the pool of proteins obtained by the DN approach. 10% of the DN-|MTP + 
proteins were successfully mapped to DN+|MTP- proteins, however these were usually truncated versions of
those DN+|MTP- genes. An additional 66% were successfully mapped to other DN proteins, which were
annotated in one of the ecotypes but not selected as the representative protein in the orthology clustering
step of the DN approach (for detailed description of this analysis see Supplementary Note 2 and
Supplementary Figure S1).

The analyses described above concentrated on the overall gene content of the compared pan-genomes. Next,
we examined discrepancies in gene presence-absence within each ecotype by comparing the gene PAV
matrices of the two pan-genomes. In this analysis we omitted unmatched nonreference genes (DN+|MTP-
and DN-|MTP+). Out of the 27,384 reference and matched nonreference pan-genes, 23,106 (84.4%) were
detected as core genes in both pan-genomes. However, since these, by de�nition, are present in all ecotypes
and display no variation among ecotypes, they are of lesser interest in the context of a pan-genome analysis.
We therefore proceeded only with the 4,278 pan-genes detected as non-core by either of the pan-genome
construction approaches. A total of 29,946 gene presence-absence calls were performed across these pan-
genes and seven ecotypes (no gene detection procedures were applied to the reference). Notably, we
observed complete agreement in gene presence-absence assignments in only 13% of these pan-genes.
Moreover, 39% of the presence-absence calls performed for these non-core genes were different in the two
pan-genomes. Most of these differences (88%) were classi�ed as present in the MTP pan-genome and
absent in the DN pan-genome. These results indicate that the MTP approach tends to more readily identify
annotated genes as present, and further emphasize the observation that different pan-genome construction
strategies result in substantially different pan-genomes with regard to shell and singleton genes.
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Due to the high number of genes that were classi�ed as present in certain accessions in the MTP pan-
genome but absent in the DN pan-genome, we further investigated the cause of these discrepancies. These
inconsistencies occur when the reads from a given ecotype reliably cover the genomic region containing an
annotated gene, and hence the gene is called present by the MTP pipeline. In contrast, that gene is not
detected by the DN pipeline when the genome assembly of the same ecotype is annotated. The absence of
this gene may stem from: (1) the absence of the gene sequence in the genome assembly of the relevant
ecotype, or (2) the absence of a gene model in the genome annotation of that ecotype. The latter may result
from a mutation in this region causing it not to be annotated as a coding gene, or from insu�cient evidence
for detecting the gene during the annotation process. To determine which of these scenarios is more likely,
for each discrepancy we searched for the relevant transcript (cDNA) sequence, obtained from the MTP pan-
genome, in the genome assembly of the respective ecotype. 51.7% of the transcripts could be reliably
mapped (query coverage > 90%), indicating the presence of the genomic sequence, but absence of an
annotated gene in the DN pan-genome. Transcripts were also searched against high-quality assemblies of
the same ecotypes (see Methods section). An additional 20.2% could be mapped to the high-quality
assemblies, but not to the 50× ones, indicating discrepancies resulting from incomplete genome assemblies.
The remaining 28.1% are likely the result of erroneous presence calls by the MTP approach, probably due to
lenient read mapping cutoffs (Supplementary note 4 and Supplementary Figure S5).

The effect of sequencing depth and assembly quality

Regardless of the construction approach applied, it is expected that the depth of the input sequencing data
will affect the quality of the obtained pan-genome. We assessed this effect by subsampling the raw reads of
each accession to produce data sets with sequencing depths 10×, 20×, 30×, and 50× as well as an additional
dataset that consists of the full sequence data, with average depth of 78×. Each data set was used as the
input for the DN and MTP construction pipelines. Two additional pan-genomes were constructed by applying
the two pipelines to a previously published data set of high-quality, chromosome-level genome assemblies of
the seven ecotypes. These are termed "HQ-assembly" pan-genomes and are used as a baseline for assessing
the quality of pan-genomes produced from the various data sets (see Supplementary Table S3 for the list of
constructed pan-genomes).

Both the DN and MTP pipelines begin the construction process by creating whole genome assemblies of all
input accessions. As expected, assembly contiguity (contig N50) and completeness (assembly size and %
complete BUSCOs 21) improved as sequencing depth increased (Fig. 3A, Supplementary Table S4, and
Supplementary Note 3). The high assembly completeness (% complete BUSCOs higher than 96% for all
ecotypes) obtained with sequencing depth as low as 20× suggests that assemblies of the gene space with
su�cient quality could be produced from WGS data commonly used for variant detection in genome
resequencing studies.

The total number of detected pan-genes was mainly affected by the construction approach, rather than the
sequencing depth, ranging from 31,811 to 32,494 for DN pan-genomes, and from 27,757 to 28,047 for MTP
pan-genomes (Fig. 3B and supplementary table S5). The exception to this was the DN 10× pan-genome,
which contained a considerably larger number of pan-genes (35,010), suggesting a high frequency of
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erroneously annotated genes. We further found that pan-genome composition was highly affected by
assembly quality, with the proportions of core pan-genes generally increasing with assembly quality. For
instance, only 36.2% of the genes were classi�ed as core genes in the DN 10× pan-genome, compared to
73.2% in the DN HQ-assembly data set (Fig. 3B). This effect is also observed, although to a lesser degree,
when comparing MTP results, with 81.9% and 91.7% core genes in the MTP 10× and HQ-assembly pan-
genomes, respectively. The number of genes detected as present in each ecotype increased with the
sequencing depth (Fig. 3C and Supplementary Table S6). Particularly low numbers of genes were observed
for the DN 10× pan-genome (median number of present genes across ecotypes 24,419). This is despite the
overall high number of pan-genes included in the gene pool of the 10× pan-genome, and in line with the lower
quality of results produced with such low sequencing depth.

We next focused on the effect of assembly quality on the ability to detect nonreference pan-genes (Fig. 3B
and Supplementary Table S7). Using the MTP approach, the number of predicted nonreference genes was
not considerably affected by assembly quality. In contrast, in the DN pan-genomes, the number of
nonreference pan-genes decreased as assembly quality improved. This could be explained by a high
frequency of erroneously detected genes resulting from fragmented or misassembled genomes in low quality
assemblies. Next, we compared the nonreference gene pool of each pan-genome to the pan-genome
constructed with the same approach using the HQ-assemblies. These HQ pan-genomes serve as a proxy for
the set of nonreference genes detected when assembly quality is not a limiting factor. Each pan-gene was
therefore classi�ed as "matched" (found in both the tested and the HQ-assembly pan-genomes), "PG-|HQ+"
(found only in the HQ-assembly pan-genome), or "PG+|HQ-" (found only in the tested pan-genome). As shown
in Fig. 3D, the proportion of matched nonreference pan-genes increased as assembly quality improved in
both the DN and MTP datasets, while the proportions of PG+|HQ- and PG-|HQ + generally decreased.
However, in all comparisons there were relatively small overlaps in the nonreference gene content produced
by pan-genomes of different qualities.

We proceeded by investigating the effect of sequencing depth on the accuracy of gene presence-absence
detection per ecotype. We compared the gene PAV matrix of each pan-genome to that of the HQ-assembly
pan-genome, while ignoring unmatched nonreference pan-genes, as well as pan-genes classi�ed as core in
both pan-genomes. In each comparison, we determined the percentage of agreement in gene presence-
absence calls as well as the proportions of the two types of discrepancies: PG-|HQ + and PG+|HQ-. While the
percentage of agreement in presence-absence calls increased in accordance with sequencing depth for both
construction methods, it was consistently higher in MTP pan-genomes compared to DN pan-genomes
constructed with the same data (Fig. 3E and Supplementary Table S8). For example, 20.2% of all gene
presence-absence calls were in disagreement between the DN 50× and the DN HQ-assemblies pan-genomes,
compared to only 2.4% between the corresponding MTP pan-genomes. For both DN and MTP datasets, the
increased agreement of presence-absence calls in data sets with higher sequencing depth is mainly
explained by a decrease in the number of PG-|HQ + discrepancies, whereas the number of PG+|HQ-
discrepancies remained similar across data sets. These results indicate that gene presence-absence calling
accuracy can be enhanced by deeper sequencing in both construction pipelines, although MTP appears to be
less affected by the amount of sequencing data.



Page 9/25

The effect of annotation evidence

Genome annotation is a crucial step in the process of pan-genome construction since it facilitates the
detection of novel genes and highly affects the composition of the constructed pan-genome. However,
automatic genome annotation is often a non-trivial task requiring various inputs and involving multiple
computational steps. The quality of the result is determined by many factors, including the speci�c tools
used and the parameters set for each of them. In the context of pan-genome construction, automatic
genome annotations usually comprise three procedures: (1) Reference genes lift-over, in which the
annotation of the reference genome is mapped to other genomes from the same species 22; (2) Ab initio gene
prediction, in which gene models are detected based solely on their genomic sequences using pre-trained
models 23; and (3) Evidence based predictions, in which homologies detected between input proteomic or
transcriptomic sequences and the target genome sequence are used for the establishment of high
con�dence gene models. Evidence-based predictions are highly dependent on the amount and quality of the
provided evidence. We thus explored the effect of the quality of the provided evidence on the genome
annotations of speci�c ecotypes and on the overall pan-genome content. To this end, we used three sets of
annotation evidence as inputs for pan-genome construction with either the DN or the MTP approach (see
Methods): No-evidence (i.e., based only on ab initio predictions and reference gene lift-over), General
evidence (based on the TAIR reference proteome and a general collection of transcriptome data from
eighteen A. thaliana accessions), and High quality (HQ) evidence (transcriptome and proteomes produced
from all eight ecotypes present in the pan-genome). In all cases, the same genome assemblies (based on
50× sequencing data) and annotation procedures were used.

We examined the number of reference and nonreference genes detected in each pan-genome. While the
number of reference genes was highly similar across data sets, the number of nonreference genes appeared
to be strongly affected by the annotation evidence (Supplementary Table S9). For both the MTP and DN
approaches, the number of nonreference genes was considerably higher in the No-evidence pan-genomes
compared to the General-evidence pan-genomes (MTP: 6,813 and 669 for No-evidence and General evidence,
respectively; DN: 11,457 and 4,565 for No-evidence and General evidence, respectively). This suggests that
the main bene�t of using annotation evidence is the reduction in erroneously detected nonreference genes,
whereas reference genes can be successfully detected using a lift-over procedure. A different trend was
observed when comparing the pan-genomes constructed using the General and HQ evidence. Using the MTP
approach, the number of nonreference genes was higher in the HQ-evidence pan-genome (1,777) than in the
General-evidence pan-genome (669), but an opposite trend was observed when comparing the DN pan-
genomes (3,546 and 4,565 nonreference genes in HQ-evidence and General-evidence, respectively). We
hypothesized that in both DN and MTP approaches, providing high quality evidence leads to an increase in
the number of detected genes in novel (nonreference) genomic sequences. However, with the DN approach,
this effect is masked by high rates of false gene detections in reference-like regions when providing low
quality evidence. This results in an overall higher number of nonreference genes when using low quality
evidence. Since the MTP approach only annotates novel genomic regions, it is more robust to these false
detections and hence the higher number of nonreference genes in the HQ-evidence pan-genome. This
hypothesis is supported by the observation that the ratio of nonreference transcripts which could be reliably
mapped to the reference genome (query coverage > 95%) was higher for the DN General-evidence pan-
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genome (39%) compared to the DN HQ-evidence pan-genome (27%), indicating that more of these genes
reside in reference-like sequences and may result from false predictions.

The effect of methodological factors on pan-genome construction in soybean

We tested the generality of the observations described above by comparing pan-genomes containing eight
cultivated soybean (Glycine max) accessions (Supplementary Table S1), using different construction
approaches and different genome assemblies (Supplementary Table S3). The soybean genome is
approximately ten times larger, and is considerably more repetitive and complex compared to the A. thaliana
genome. Our results in soybean are in line with those observed in A. thaliana, but here the differences
between the DN and MTP approaches were even more extreme (all results are detailed in Supplementary
Tables S10-13 and Supplementary Figure S2).

First, we compared pan-genomes constructed using the DN and MTP approaches from 50× sequencing data,
and observed considerable differences in size, composition and content. Speci�cally, the DN and MTP pan-
genomes contained a total of 70,898 and 52,058 pan-genes, respectively. Of these, the number of
nonreference pan-genes is 66 times higher in the DN pan-genome compared to the MTP pan-genome (19,129
versus 289). As observed in A. thaliana, the nonreference gene pools were highly dissimilar, with only 74
matched nonreference pan-genes, shared by both pan-genomes. The pan-genome compositions also
differed substantially: while the MTP pan-genome resulted in 98% core genes, only 54% core genes were
obtained in the DN pan-genome. We further compared the two soybean pan-genomes by considering the
degree of disagreement in gene presence-absence calls between them. 38,574 genes were found to be core
genes by both the DN and the MTP procedures. However, when examining only the 13,269 non-core genes
which are present in both pan-genomes, we found that 49% of all presence-absence calls differed between
the two pan-genomes, with 98% of genes display at least one discrepancy. Discrepancies were almost
exclusively (> 99%) of the DN-|MTP + type.

We examined the effect of assembly quality on soybean pan-genomes by constructing additional pan-
genomes from sequencing data subsampled to 20× depth as well as from previously published high-quality
(HQ) genome assemblies (see Supplementary Table S3). As expected, assemblies produced using 50×
sequencing depth were superior to 20× assemblies in terms of contiguity (average N50 9,133 and 5,858,
respectively) and completeness (average assembly size 811 Mb and 756 Mb, respectively). These
assemblies are of lower quality compared to those obtained for A. thaliana, which can be explained by the
higher complexity and repetitiveness of the soybean genome. Still, the high percentage of complete BUSCOs
(> 97% for all assemblies) suggests that gene prediction may be successfully performed on assemblies
produced from as low as 20× sequencing data. For DN pan-genomes, the total number of pan-genes
increased as assembly quality improved, which can be explained by the large difference in assembly sizes
between 20×, 50×, and HQ-assembly data sets. In addition, the percentage of core genes was affected by
assembly quality (51%, 54%, and 40% for 20×, 50× and HQ assemblies, respectively). In contrast, and in line
with the results observed for A. thaliana, the MTP pan-genomes were highly similar across different
assembly qualities (all with nearly the same number of pan genes with 97–98% of core genes).

Meta-analysis of previously published pan-genomes
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To further assess the generality of our results across additional plant pan-genomes, we conducted a meta-
analysis of previously published data sets. To this end, we performed a literature search and obtained a total
of �fteen plant pan-genome data sets for which a gene PAV matrix was available (Table 2). Out of these, nine
studies applied variations of the MTP approach and six used the DN approach. The number of accessions
included in a pan-genome varied considerably, ranging between nine (B. napus) to 586 (tomato). Notably, the
DN approach was never chosen for pan-genomes including more than 70 accessions (MTP mean: 199
accessions, DN mean: 31 accessions; Fig. 4A), while the MTP approach was chosen for pan-genomes of
varying size. This tendency of choosing different approaches for constructing pan-genomes with respect to
the number of sequenced accessions re�ects the technical and computational challenges of assembling and
annotating hundreds of plant genomes, as required by the DN approach.

Table 2
Statistics for previously published plant pan-genomes

Organism Citation Number of
accessions

Construction
Approach

Total
pan-
genes

Nonreference
pan-genes
(%)

Overall
occupancy
(%)

Core
pan-
genes
(%)

B. napus 52 9 DN 105,672 28.74 68.94 31.5

53 53 MTP 94,013 12.34 89.47 77.11

Rice 54 69 DN 42,580 23.71 72.82 57.84

55 453 MTP 48,099 25.92 81.92 64.56

B.
distachyon

5 56 DN 61,158 52.93 45.7 28.12

Cucumber 56 12 DN 26,822 14.66 85.34 69.43

M.
truncatula

57 16 DN 129,650 48.24 88.08 67.17

Maize 58 26 DN 103,032 53.65 48.44 29.9

Apple 59 83 MTP 69,411 10.49 89.77 78.96

B. oleracea 60 10 MTP 61,379 11.08 91.66 81.29

Eggplant 61 26 MTP 35,148 2.32 94.47 92.03

Pigeon
pea

62 89 MTP 55,512 3.42 76.39 55.38

Soybean 16 205 MTP 54,533 3.04 97.23 93.22

Sun�ower 6 287 MTP 45,302 37.66 83.06 73.02

Tomato 7 586 MTP 40,369 25.84 88.95 86.33
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We compared the pan-genome compositions across data sets by computing two metrics for each PAV
matrix: (1) the percentage of core pan-genes, de�ned as those present in 95% of the accessions; and (2)
overall occupancy, de�ned as the total percentage of gene presence across all pan-genes and accessions.
While the percentage of core pan-genes is a common and biologically meaningful metric for assessing pan-
genome composition, it requires the arbitrary choice of a presence cutoff (in this case 95%), whereas the
occupancy measure is a more global metric. Nevertheless, the two metrics show high linear correlation (R2 = 
0.88, Supplementary Figure S3A). We observed a substantial difference in pan-genome composition between
pan-genomes constructed using the MTP approach compared to those constructed using the DN approach,
with MTP pan-genomes showing signi�cantly higher percentages of core genes (MTP mean: 77.98%, DN
mean: 47.33%, two-sided t P = 0.002, Fig. 4B), as well as higher overall occupancy (MTP mean: 88.1%, DN
mean: 68.22%, two-sided t P = 0.009, Fig. 4C). We note that the association between the number of
accessions and the two pan-genome composition metrics was very low (R2 = 0.1 and R2 = 0.05 for the
percentage of core genes and overall occupancy, respectively; Supplementary Figure S3B-C). This indicates
that the observed differences are likely the result of the construction approach rather than the number of
accessions and is consistent with the observed differences in A. thaliana and soybean pan-genome
compositions reported above. We further found that MTP pan-genomes have signi�cantly lower percentage
of nonreference pan-genes (MTP mean: 14.68%, DN mean: 36.99%, two-sided t P = 0.01, Fig. 4D). This
�nding suggests that the higher numbers of nonreference genes detected by the DN approach is a general
phenomenon, not restricted to the pan-genomes of A. thaliana and soybean examined above.

In B. napus and rice, the existence of two previously-published pan-genomes for the same species, one
constructed using the DN approach and the other using the MTP approach, allows for more direct
comparisons. In both cases, the number of accessions in the MTP pan-genome was approximately seven
times larger than in the DN pan-genome. In line with our results reported above, we observed higher
percentages of core pan-genes and higher overall occupancy in the MTP pan-genomes (Table 2). The
fraction of nonreference genes was higher in the B. napus DN pan-genome (28.74%) than in the MTP pan-
genome (12.34%), but similar between the rice pan-genomes (DN: 23.71%, MTP: 25.92%). We expect that
pan-genomes containing higher numbers of accessions have higher fractions of nonreference genes and
lower fractions of core genes, as additional accessions contribute to the pool of rare genes. We therefore
controlled for the number of accessions by randomly subsampling the MTP pan-genomes to match the
number of accessions in the corresponding DN pan-genomes (9 for B. napus and 67 for rice), and then
computed the pan-genome composition metrics from the subsampled data sets. This procedure was
repeated 100 times to produce distributions of each metric. For the percentage of core genes and overall
occupancy metrics, the values of the DN metrics were considerably lower than any value observed in the
MTP distributions. The percentage of nonreference genes was consistently lower in simulated MTP
distributions than in the B. napus DN pan-genome, but slightly higher for the rice simulations (Supplementary
Figure S4 and Supplementary Table S14). This comparison indicates that published pan-genomes
compositions are strongly driven by the choice of methodological factors rather than by genuine biological
phenomena.

Discussion



Page 13/25

A central aim for constructing plant pan-genomes is to explore the genomic diversity underlying phenotypic
variation existing within a plant lineage. Establishing extensive pan-genome data sets is expected to enable
applications such as the detection of novel resistance genes and association of gene presence-absence
distribution with desired traits. As the usage of pan-genomics for the study of plant genomic diversity
becomes more feasible and common, better understanding of the involved procedures is crucial. Our results
here indicate that analyses based on plant pan-genomes constructed to date are greatly driven by
methodological procedures, not necessarily re�ecting genuine genomic composition. Thus, while the
technology for producing the necessary genomic data exists, the analytical tools are not yet mature enough
for robust inference.

Despite the increasing number of publications focused on the construction and exploration of plant pan-
genomes, no standard procedures have been established. This results in different pan-genome projects
applying considerably different methods and developing their own computational pipelines while rarely
controlling for the effects of various methodological decisions made along the way. This study directly and
thoroughly compares between different analytical methods. This required the development of novel
procedures allowing for pairwise comparisons of pan-genomes. We have suggested several global measures
for summarizing pan-genome compositions and structure, as well as methods for more direct comparison of
the gene content of two pan-genomes. Such measures can be applied in future studies for the evaluation of
pan-genome quality, as they provide means for examining the two main bene�ts of a pan-genome analysis:
detection of nonreference genes and insight on intraspeci�c gene content diversity.

We �rst examined the effect of the pan-genome construction approach, and speci�cally compared the two
most commonly used ones: De novo assembly and Map-to-pan. While the MTP approach is faster and more
feasible for projects involving many accessions or species with large genomes, our results indicate that it
might underestimate the degree of gene content diversity within species. On the other hand, the DN approach
requires the analysis of whole genome sequences, which might lead to more erroneous gene detections. Our
results indicate an alarming degree of dissimilarity between pan-genomes constructed using the two
approaches. Speci�cally, the set of nonreference genes show negligible overlap, with the great majority of
genes detected by one of the approaches only. Moreover, even for pan-genes included in both pan-genomes,
numerous discrepancies exist regarding their presence in speci�c accessions. We generally observed that the
DN approach detects more nonreference genes overall, while the MTP approach more readily determines
genes to be present in speci�c accessions. This leads to marked differences in the reported pan-genome
composition. For example, pan-genomes constructed using the DN approach typically display lower ratios of
core genes compared to MTP pan-genomes. In general, it appears that the choice of the construction
approach highly affects any conclusion drawn from a pan-genome analysis, and thus should be made in a
more informed manner.

We also assessed the effect of sequencing depth and the quality of the genome assembly on the
constructed pan-genome. As expected, lower sequencing depth resulted in less complete and contiguous
assemblies. However, the effect on the resulting pan-genome is modest, particularly in case the main focus is
on protein-coding genes (e.g., Fig. 3B). This could be explained by the relative ease by which coding regions
can be assembled compared to repetitive and otherwise low-complexity intergenic regions. Moreover, in case
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the MTP construction approach is used, for calling a coding gene as present it is su�cient that its genomic
region is adequately covered by sequencing reads and it does not need to be assembled into contigs. Thus,
while the exact sequencing depth required for pan-genome construction may be species speci�c and
depends on multiple genomic characteristics, our observations suggest that data sets with low sequencing
depth produce pan-genomes with very similar composition compared to those with higher depths. This
observation is especially important due to the abundance of sequencing data from past genome-
resequencing projects which might be "recycled" for the purpose of pan-genome construction. Notably, our
analysis indicates that the set of novel, nonreference, pan genes is highly affected by the assembly quality.
Thus, in case the main goal of the analysis in the identi�cation of novel genes associated with a phenotype
of interest, high quality assemblies are recommended. Another methodological factor that was shown to
impact pan-genome construction is the quality of sequences used as annotation evidence. Our results
indicate that obtaining a high-quality set of transcript and protein evidence could be highly bene�cial,
especially for reducing the amount of false gene detection. More generally, we �nd that the annotation step
presents one of the main challenges in pan-genome construction procedures, regardless of the applied
approach.

A major challenge encountered when evaluating the performance of different pan-genome construction
procedures is the lack of "ground-truth" data to which results can be compared. This limits our ability to
assess performance using measures such as speci�city, sensitivity, and accuracy. Various indirect measures
based on comparisons to known sequences in public databases could provide general performance
estimates. However, a more meticulous analysis will require the development of benchmarking data sets of
carefully-curated pan-genomes or devising dedicated pan-genome simulation software tools, which could
reliably emulate the underlying processes that generate intraspeci�c diversity 24,25. Likewise, high throughput
methods for biological validation of sequence presence-absence calls in multiple genomes can signi�cantly
increase our ability to assess the reliability of pan-genome construction procedures.

Pan-genomics is gradually becoming a standard approach for studying genomic diversity within species. For
plant genomes, such analyses are still in their infancy and new methods are actively being developed and
applied, such as those based on the concept of pan-genome graphs 26–28, and the impact of these methods
on inference reliability is still to be determined. Regardless of the speci�c methodology, obtaining solid
understanding of the various factors underlying inference results is of high importance. The consistency of
our observations across data sets, species, and studies indicates that methodological biases are not limited
to speci�c input data or implementations of the DN and MTP procedures. Rather, they represent a general
phenomenon that needs to be addressed. Until then, any conclusion drawn from a pan-genome study should
be taken with great caution.

Methods
Data for pan-genome construction

Short read Illumina data in FastQ format were downloaded from the European Nucleotide Archive (ENA) for
A. thaliana and from the Genome Sequence Archive (GSA) for soybean, based on accession numbers as
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detailed in Supplementary Table S1. We then randomly subsampled the FastQ �les to match the required
sequencing depth by keeping only the desired number of reads from the original �les.

The reference genome, gene annotation, transcript, CDS, and protein sequences for A. taliana Col-0 ecotype
version TAIR10.45 were downloaded from Ensembl plants. Additional high-quality genome assemblies and
transcriptomes for seven A. thaliana ecotypes were obtained from the "1001 genomes" website, from the
MPIPZ project 29. Additioal transcript sequences were obtained from the WTCHG project 30.

The soybean Williams82 reference sequences and annotation (assembly version 4, annotation version 1), as
well as transcriptomes of two G. max accessions (Lee and ZH13) and two G. soja accessions (W05 and
PI483463), were downloaded from SoyBase. Genome assemblies for an additional seven G. max accessions
were downloaded from GSA (see Supplementary Table S1).

Pan-genome construction

Pan-genomes were constructed using Panoramic v1.2.0 20. In both the DN and MTP approaches, the
procedure begins by constructing genome assemblies from raw sequencing data. Short reads were
preprocessed using Trimmomatic v0.39 31 with parameters "SLIDINGWINDOW:5:15 MINLEN:40". Paired end
reads were merged using Flash v1.2.11 32 with parameters -m 10 -x 0.2. A. thaliana and soybean genomes
were assembled using SPAdes v3.13.2 33 and MEGAHIT v1.2.9 34, respectively. Contigs shorter than 300 bp
were discarded, and the remaining contigs were scaffolded into pseudomolecules based on the reference
sequence, using RagTag v1.0.1 35. Assembly quality was assessed using QUAST v5.0.2 36 and BUSCO v5.0.0
21 with lineages brassicales_odb10 for A. thalian and fabales_odb10 for soybean.

For pan-genomes constructed using the DN approach, whole genome assemblies were annotated by
integrating gene lift-over, ab initio gene prediction and homology-based annotations to produce candidate
gene models. First, repetitive sequences were masked using EDTA 37. Reference genes were lifted-over
masked genomes using Liftoff v1.6.1 22. For ab initio predictions, we used Augustus v3.4.0 38, SNAP
v2013_11_29 39, and GlimmerHMM v3.0.4 40 (A. thaliana only). For A. thaliana, the relevant pre-trained
models provided with the software tools were used, whereas for soybean Augustus and SNAP were �rst
trained based on single copy BUSCOs detected in the reference assembly. We used PASA v2.4.1 41 to create
gene predictions based on transcript sequence homology. For "standard evidence" pan-genomes, the input
transcripts were those from the WTCHG set (A. thaliana) or the GSA set (soybean), whereas for "high quality
evidence" pan-genomes, we used transcripts from the MPIPZ (A. thaliana) and SoyBase (soybean) sets. To
reduce evidence redundancy and run times, transcripts were �rst clustered using MMseq2 v13.45111 42 with
the command "mmseqs easy-linclust", and a single representative transcript was taken from each cluster.
Gene models were generated from reference protein sequences using genomeThreader v1.7.1 43. Gene
predictions derived from lift-over, ab initio, and evidence-based analyses were combined into gene models
using EvidenceModeler v1.1.1 41, with weights set to 20 for lift-over, 10 for transcript alignments, 5 for protein
alignments and 1 for all ab initio outputs. Finally, gene models derived solely from ab initio predictions and
those with protein products shorter than 50 amino acids were discarded. Remaining protein products were
clustered into orthology groups using OrthoFinder2 v2.5.1 44. The resulting orthogroups frequently contain
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multiple genes from the same accession (i.e., paralogs). Thus, orthology groups were further split into sub-
clusters using the Maximum Orthogonal Weight Partitioning algorithm 45 to ensure they represent pan-genes
rather than gene families. Further details are provided in Glick & Mayrose (2021). A gene PAV matrix was
generated based on the resulting gene clusters.

For pan-genome construction using the MTP approach, an iterative mapping procedure was applied for
nonreference sequence detection. The procedure begins with the pan-genome equivalent to the reference
sequence. At each step, the genome assembly from a single accession is mapped to the pan-genome, using
Minimap2 v2.17 46 and unmapped sequences are extracted and added to the pan-genome. This step is
repeated until all genomes have been mapped. Unmapped sequences shorter than 300 bp for A. thaliana and
500 bp for soybean were discarded. For nonreference gene detection, nonreference genomic sequences were
annotated by applying the same procedure described for the DN approach, except no reference gene lift-over
was performed. To determine the presence or absence of reference and nonreference genes in each
accession, preprocessed reads were mapped to the pan-genome sequence using BWA v0.7.17 47, and the
coverage of exons for each gene model was computed. A gene was considered present in an accession if at
least 40% of its exonic sequence were covered with a depth of three or higher. Finally, a gene PAV matrix was
generated based on the presence-absence analysis.

Pairwise matching of nonreference protein sets

Sets of nonreference protein sequences were compared by performing reciprocal protein Blast searches 48,
with each protein set used both as the query and the database. Bitscores were normalized to account for
sequence length bias, according to Emms & Kelly (2015), after which the bidirectional bitscore for each
protein pair was calculated as the average normalized bitscore from the two reciprocal Blast runs. In cases
where no hits between proteins were found, a bitscore of zero was assumed. Next, a full bipartite graph of all
Blast hits was generated and the maximum weight matching was detected using the Python package
Networkx 50. Matches with a reciprocal bitscore lower than 100 were discarded and only the remaining
protein pairs were considered matched.

Analysis of nonreference gene sequences

Transcript sequences were mapped to genomic sequences using Minimap2 46 with parameters -x splice:hq -
uf. The query coverage of matches was calculated based on the output PAF format �le as Number of residue
matches / Query sequence length. Protein sequence mapping was performed using BlastP 48 with E-value
threshold set to 10− 5 and otherwise default parameters. The query coverage was calculated as alignment
length (excluding gaps) divided by the query length.

To pro�le the expression of nonreference genes, RNA-seq reads derived from multiple studies
(Supplementary Table S15) were downloaded from ENA. All paired-end reads were concatenated and then
10% of read pairs were randomly selected. RNA-seq reads were mapped to transcript sequences of
nonreference genes using BWA v0.7.17 47 using default parameters. Unmapped reads (SAM �ag 4) and
those with mapping quality lower than 20 were discarded using the command samtools view -F 4 -q 20 51.
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The number of reads mapped to each transcript was counted and divided by the transcript length to compute
RPKM.

Meta analysis of previously published pan-genomes

Gene PAV data for each study were downloaded or obtained through personal communication, as detailed in
Table S16. All �les were processed using dataset-speci�c functions and simpli�ed into a uniform format
where gene presence and absence are coded as 1 and 0, respectively.
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Figure 1

The general work�ows of the De novo (DN) and Map-to-pan (MTP) approaches for pan-genome
construction. Pan-genome construction begins with a whole genome assembly procedure applied to the
sequencing reads of each accession, resulting in longer genomic sequences (contigs). The DN approach
(left) then performs whole genome annotations of assembled genomes. Gene models are detected andthen
clustered based on sequence similarity, with each cluster representing a pan-gene. Gene presence-absence
per accession is determined based on the existence of representative genes within clusters. The MTP
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approach applies an iterative mapping procedure to detect novel (nonreference) genomic sequences. Gene
annotation is only performed on these regions and nonreference gene models are predicted. Next, gene
presence-absence is determined based on mapping of sequencing reads and analysis of gene sequence
coverage in each accession.

Figure 2

Comparison of A. thaliana pan-genomes constructed using the DN and MTP approaches. The same input
data were used for constructing two pan-genomes containing eight A. thaliana ecotypes (accessions), one
using the DN approach and the other using the MTP approach. (A) The overall DN and MTP pan-genome
sizes and compositions – number of reference (grey) and nonreference (purple) pan-genes, as well as core
(green), shell (light blue), and singletons (orange). (B) Number of reference and nonreference pan-genes
detected by the two approaches in each ecotype.
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Figure 3

The effect of assembly quality on A. thaliana pan-genome construction. Pan-genomes were constructed
using the DN and MTP approaches on data sets of increasing sequencing depth. Pan-genomes were
compared to a pan-genome constructed using high-quality (HQ) assemblies. (A) The effect of sequencing
depth on three assembly quality measures: contig N50 (top), assembly size (middle) and % complete
BUSCOs (bottom) across ecotypes. (B) The effect of assembly quality on DN (top) and MTP (bottom) pan-
genome sizes and compositions (reference: grey, nonreference: purple, core: green, shell: light blue,
singletons: orange). (C) The effect of assembly quality on the number of genes detected in each ecotype
when using the DN (squares) and MTP (crosses) approaches. Note that the Y-axis starts at 22,000 genes (D)
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Comparisons of nonreference gene pools of each pan-genome to the HQ pan-genome constructed using the
same approach (top: DN; bottom: MTP). Rectangular Venn diagrams show the proportions of PG+|HQ- (light
blue), PG-|HQ+ (light purple), and matched (overlapping area) pan-genes in each comparison. (E)
Comparisons of gene presence-absence calls of each pan-genome to the HQ pan-genome constructed using
the same approach (top: DN; bottom: MTP). The numbers and types (black: PG+|HQ-, grey: PG-|HQ+) of
presence-absence discrepancies were calculated, while only considering reference and matched
nonreference genes which are not core in both pan-genomes.

Figure 4

Meta-analysis of published plant pan-genomes. Gene PAV matrices from 15 pan-genome studies were
curated, and four statistics were compared between Map-to-pan (orange) and De novo (green) pan-genomes.
(A) Number of accessions; (B) Percentage of core pan-genes; (C) Overall percentage of gene occupancy; (D)
Percentage of nonreference pan-genes.
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