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Abstract

Convolutional neural network(CNN) with a complex architecture and a large number of lay-
ers has high accuracy. However, in some occasions that require high real-time detection, it is
not suitable for direct application of these complex neural networks. Thus, some researchers
propose pruning to get a sparse model. Current pruning methods mainly focus on static prun-
ing with fixed pruning rate. In this paper we propose an iterative pruning framework to
compress model dynamically. To maintain the performance of model, we incorporate knowl-
edge distillation into the whole process. Experimental results prove that our framework can
effectively compress the number of parameters of the model with the accuracy not greatly
reduced, and the framework has a certain degree of robustness to structural pruning method.
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1 Introduction

Convolutional neural network often requires a lot
of calculations and memory space, so it is hard to
use the complex model to handle the specific task
especially in mobile devices[11, 23]. Therefore,
some researchers have begun to explore efficient
model compression methods. In various fields,
recent researches can be mainly divided into these

categories: quantification[24, 28, 29], pruning[1, 4,
25] and knowledge distillation[10, 30].

Network pruning mainly retains some impor-
tant network parameters and removes the rest to
simplify the network structure. The researches on
pruning divide into the unstructured pruning of
connections, and the structural pruning of chan-
nels or filters. Unstructured pruning always make
the network produce some irregular sparse weight
matrices[6, 8, 16], which requires specialized hard-
ware in practical, so more researches focus on
structural pruning[15, 17, 18].

Traditional network pruning methods basically
follow a fixed pattern[15, 17, 18]. First, train a
large-scale network with redundant parameters,
and then prune and fine-tune network according to
different strategies. In traditional pruning mode,
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we cannot predict the pruning rate in which the
pruned network can maintain the performance. If
pruning rate is too high, the accuracy of pruned
network cannot be recovered by fine-tuning[15],
on the contrary, if pruning rate is too low, there
will still be some redundant filters or channels in
network.

In this paper, we propose an iterative prun-
ing algorithm with combination of knowledge
distillation[10]. With iterative pruning on the
student network, redundant parameters in the
network are removed, so as to compress the
neural network as much as possible. Our frame-
work has been carried out on the CIFAR-10[13]
dataset for comparative experiments, and veri-
fied on ImageNet[22]. The rest of the paper is
addressed as follows. In Section 2, researches on
pruning and knowledge distillation are presented.
In Section 3, the proposed iterative pruning frame-
work with knowledge distillation is demonstrated.
In Section 4, the verified experiment is illustrated
and the details of the implementation is also pre-
sented. At the end, the paper concludes the future
researches in Section 5.

2 Related works

Structural pruning is easy to deploy compared to
unstructured pruning[27] and don’t rely on spe-
cialized hardware or library such as BLAS, so
recent researches tend to structural pruning. The
structural pruning method is shown in Figure 1.
For a layer Fi,j , if the activation tensor of the layer
has low importance, it is considered that the cor-
responding channel is also not very important, so
we can remove these connection. Calculation save
in this process can be seen in (1).

Fi,j =Ci ×K2
s ×Wi+1 ×Hi+1

+ Ci+2 ×K2
s ×Wi+2 ×Hi+2

(1)

Li H et al.[15] proposed a method to compress
network model by removing the filter and its con-
nected feature maps in network. Luo et al.[18] pro-
posed ThiNet network framework, which prunes
current network layer by counting the filter infor-
mation of the next layer in network. Liu et al.[17]
proposed the scale factor of the batch normaliza-
tion layer to obtain unimportant channels. The
experimental results show that the compression

rate of this method can reach 20 times, while
reducing the amount of calculation by 5 times.
Different from the traditional method of train-
ing networks, the knowledge distillation makes the
output distribution of student model and teacher
model similar to achieve the purpose of model
compression[2, 10, 21], as shown in Figure 2. The
loss function in training is shown in equation
(3), where the first term represents KL diver-
gence between the logits output of teacher net-
work and student network, that is, soft label.
In practice, this traditional knowledge distillation
method needs to add temperature coefficient T to
slow down the influence of label distribution[10],
which can be viewed in equation (2). The latter
term represents cross entropy of the softmax out-
put of student network with the actual labels. H(·)
represents cross entropy function, Q(xi) means
the network output after adding the temperature
parameter T to the input data xi and α is the
weighting coefficient.

Q = softmax

(

f (xi)

T

)

(2)

Lkd =α× T 2 ×
∑

xi∈χ

KLDivLoss(QT
S , Q

T
T )

+ (1− α)×H (yS , y)

(3)

Iterative pruning can be called dynamic prun-
ing, that is, the network is trained and pruned
repeatedly until it reaches the requirements. How-
ever, previous studies[5] on iterative pruning are
mostly based on unstructured pruning, which
highly depend on special library and specialized
hardware.

In terms of the combination of model com-
pression method. Han S et al.[7] proposed a
three-stages model compression method, which
combine pruning and quantization. The exper-
imental results on ImageNet[3] show that this
method can compress AlexNet[14] by about 45
times and Vgg-16[26] by about 49 times with-
out loss of accuracy. Prakosa et al.[20] found that
knowledge distillation can enhance the accuracy of
pruned network without elongating the inference
time.

3 Method
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Fig. 1 The process of structural pruning

Fig. 2 The process of knowledge distillation. T is temper-
ature variable, α is balance factor. In this paper, we set T
to 1 and α to 0.95 uniformly.

3.1 Proposed framework

The framework begins with a pre-trained net-
work, the network subsequently serves as teacher
network. After each iteration of pruning, the
teacher network guides pruned network to restore
accuracy. The process of pruning in an iteration
is shown in Figure 3. When the pruned net-
work meets our requirements, a lightweight CNN
is obtained. The overall framework is shown in
Figure 4.

Different from previous work[5], we remove the
splicing step to obtain a smaller model and in each
iteration we use structural pruning. The pruned
network is trained for several epochs with the
guidance of the teacher network to restore the
accuracy and compare accuracy with the pruned
network of previous iteration. The loop will end in
two cases. First, if the accuracy of pruned network
drops too much, we exit the iterative process and
get the network of previous iteration as output.
Second, the pruning rate meets our requirements,
and the network of this iteration is used as output.
The whole algorithm can be seen in Algorithm 1.

Algorithm 1 An algorithm to get target network
Ns

Require: Initial network N , pruning method
P (N), test accuracy T (N), preset threshold
θ, accuracy drop threshold γ, pruning rate r

Ensure: Target network Ns

1: Ni ⇐ N
2: Ns ⇐ N
3: ri, Acci ⇐ T (Ni)
4: rs, Accs ⇐ ri, Acci
5: while r − rs > θ and Acci −Accs <= γ do

6: Ni, Acci ⇐ Ns, Accs
7: Ns ⇐ P (Ni)
8: Ns ⇐ finetune
9: rs, Accs ⇐ T (Ns)

10: end while

11: if Acci −Accs > γ then

12: Ns ⇐ Ni

13: else[r − rs <= θ]
14: Ns ⇐ Ns

15: end if

3.2 Pruning method

In our framework, the pruning method is not
limited to a specific one, but considering the
implementation level, we mainly used two pruning
strategies in our experiment.

Specifically, the first pruning method[15] eval-
uates the importance of the filter in a certain
layer according to the absolute value of all the
values

∑

|Fi,j | in the filter. The second pruning
method[17] adds the L1 regularization of the scal-
ing factor γ to the batch normalization layer. Each
scaling factor corresponds to a channel, so that
certain scaling factors tend to 0, the channels cor-
responding to these scale factors are the channels
that we consider to be unimportant and can be



Fig. 3 our pruning process in an iteration

Fig. 4 our prune framework incorporating knowledge dis-
tillation

cut off. In actual implementation, we also need to
skip some convolutional layers that are sensitive
to pruning. We refer to the operation of original
paper in our experiment.

3.3 Knowledge distillation

In our framework, knowledge distillation plays
a role in restoring accuracy of pruned network.
Before pruning, we train a benchmark network
on a specific dataset as an initial teacher net-
work. The teacher model is used to guide the
pruned model in the stage of fine-tuning as shown
in Figure 4, so that the softmax output distribu-
tion of the pruned model is similar to that of the
teacher network.

4 Experiment

In this paper we first verify the effectiveness
of iterative pruning on the CIFAR-10[13] and
ImageNet[22] datasets, then verify the effect of
knowledge distillation on iterative pruning. In our
experiment, we first obtain a network with ran-
domly initialized weights and train it as teacher
network, then the network is used to guide stu-
dents to restore the accuracy of network.

4.1 Environment settings

The experiments in this paper are deployed on the
Nvidia GTX 1080Ti-16G GPU graphics process-
ing unit, which are implemented on the PyTorch
and Ubuntu20.04LTS operating system. Stochas-
tic gradient descent(SGD)[19] optimizer is used
to train networks. The initial learning rate is 1e-
3 with momentum 0.9 and weight decay 1e-4.
We train each model for 160 epochs and decrease
learning rate by 10 when we train for half and
three quarters of epochs.

4.2 Experiment on CIFAR-10

On the CIFAR-10 dataset, we compare our
framework with traditional pruning framework
to explore the effect of iterative pruning and
knowledge distillation on the whole pruning pro-
cess. Table 1 shows the results of the traditional
pruning framework. Under the traditional prun-
ing framework, we train multiple models such as
VGG[26], ResNet[9], DenseNet[12] as reference,
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and record the size of models before and after
the pruning, the amount of parameters, FLOPs
and accuracy under the verification set composed
of 10,000 images. Under different pruning rates,
pruned networks may show significantly different
performance.

For ResNet, a network with residual struc-
ture, the pruning of certain layers is more spe-
cial. According to the number of channels, we
divide ResNet into three stages as previous work
mentioned[15, 17], for instance, ResNet-56 is
divided into three stages: 0-18, 19-36, and 37-56.
The pruning rate is set in the three stages. As
shown in Table 1, the pruning rate in PFEC-A
is set to 0.1, 0.1, 0.1. According to the previ-
ous research[15], some layers that are sensitive
to pruning even need to be skipped (the pruning
of these layers will greatly affect the final accu-
racy). The pruning rate and skipping sensitive
layer operations in our experiment refer to the
original paper[15, 17].

Table 2 shows the performance of pruned net-
work when we apply our framework. Iterative
pruning and fine-tuning enable the network to
explore a more sparse structure, sacrificing a small
amount of precision. Even in our experiment, the
accuracy is better than the initial network in some
cases. For ResNet-56, the accuracy has increased
from 93.21% to 93.72%, which may be due to
the fact that the initial network converges too
fast under given hyper-parameter such as learning
rate.

4.3 Experiment on ImageNet

On ImageNet dataset, we prune ResNet-34 based
on the L1 regularization pruning method to verify
the effect of our pruning framework. Table 3 shows
the pruning effect of the traditional framework
and iterative pruning framework on ImageNet
dataset. For simplicity, the initial network used
in our experiment is a pre-trained model, which
directly serves as baseline.

For implementation, the pruning method on
ImageNet dataset are all structural pruning meth-
ods based on L1 regularization, using different
pruning rates (PFEC-A and PFEC-B). And in
order to observe the role of knowledge distillation
in the whole framework of iterative pruning, we
separate knowledge distillation from the frame-
work for comparison. For PFEC-A, the pruning

rate reaches about 24% compared to the 7% prun-
ing rate of traditional methods. However, Top-5
accuracy drops by 2.23% without knowledge dis-
tillation, while Top-5 accuracy drops by only
0.99% with knowledge distillation. So experimen-
tal results show that knowledge distillation plays
a role in improving accuracy in our framework.

4.4 Inference time

We have shown that the combination of iterative
pruning and knowledge distillation can effectively
improve the performance of model. Inference time
is also an important measure to evaluate the effect
of model compression. In Table 4, we show the
inference time of the pruned ResNet on the test
set based on different data sets. All inferences are
implemented on the same hardware devices shown
in 4.1. For small data sets like CIFAR-10, the
model compression effect of this framework is not
very obvious. This is because CIFAR-10 test set
has only 10,000 images and a low resolution of
32× 32. And when the data that needs to be pro-
cessed becomes more complex, the model obtained
by our framework has better performance.

5 Conclusion

In this paper, we proposed an iterative pruning
framework that integrates knowledge distillation.
Compared with traditional model compression
algorithms, our framework can more effectively
find models with lower parameters and higher
accuracy.

In future work, we can continue to start
with the optimization and combination of prun-
ing methods and knowledge distillation or other
model compression methods. The framework used
in this article requires additional time and
resources to obtain a model, so speeding up the
execution of the entire iterative framework is also
worthy to be studied.
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