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ABSTRACT

We propose a novel method of constructing representations of multiple one-dimensional longitudinal measurements as

two-dimensional grey-scale images. This can be used to turn classification problems from longitudinal settings into simpler

image classification problems, allowing for the application of newer deep learning methods on longitudinal measurements. Our

approach is applicable to situations with balanced or imbalanced longitudinal data sets, and where there are missing data at

some time points. To evaluate our approach, we apply it to an important and challenging task: the prediction of dementia from

brain volume trajectories derived from longitudinal MRI. We construct an ensemble of convolutional neural network models to

classify two groups of subjects: those diagnosed with mild cognitive impairment at all examinations (stable MCI) versus those

starting out as MCI but later converting to Alzheimer’s disease (converted AD). Models were trained on image representations

derived from N = 736 subjects sourced from the ADNI database (471/265 sMCI/cAD). We obtained an accuracy of a resulting

ensemble model of 76%, measured on an independent test set. Our approach is simple and easy to apply but competitive (in

terms of accuracy) with results reported in other machine learning approaches with similar classification on comparable tasks.

This indicates that our approach can lead to useful representations of longitudinal data.

Introduction

Deep neural networks form the basis for a wide range of state-of-the-art medical image analysis tasks and have drawn a lot of

interest over the past years1, 2. While deep learning techniques are behind successful applications in various fields, in many

cases it is difficult to find an appropriate representation of the input data used to train deep learning models, that highlights the

useful predictive features in the data.

Longitudinal data is one such case. Here measurements are taken repeatedly through time with multiple outcomes at each

time point. Some of these difficulties are due to the inherent properties of longitudinal data, like inter-correlation between the

set of observations of one subject3 and the unbalanced observations for subjects4.

Motivated by studies where time-series or speech recognition data were represented as images5–7, we propose a pipeline for

producing two-dimensional (2D) images from longitudinal data. This enables the use of well-studied techniques from deep

learning for two-dimensional image classification.

First, we gathered all the data collected from each subject in a matrix so that one axis is associated with time points and the

other with the corresponding values of those time points. Then, we scaled the columns’ values separately to get a standard

range for each variable. Next, we mapped each scaled matrix to a gray-scale image, so that the pixel intensity represents the

matrix values. The 2D images can then be used to train a deep neural network classifier.

To evaluate our proposed pipeline in a concrete setting, we used a longitudinal data source with a large number of subjects,

which contains ascending, descending, and categorical data, where the number of time points and the length between them

varies significantly. We used data from subjects diagnosed with various levels of dementia: Alzheimer’s Disease (AD), which

is a common irreversible neurodegenerative disorder characterized by a cognitive impairment that gradually worsens over

time8, 9, and Mild Cognitive Impairment (MCI), which is a transitional state from normal cognition to dementia 10. We ran
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the experiment on two subgroups labeled as stable MCI (sMCI), who were diagnosed as MCI at all scans, and converged AD

(cAD), who were diagnosed as MCI at the beginning but later developed AD.

After preparing 2D images for sMCI and cAD subjects, we investigated the effect of data augmentation techniques, model

architectures, and hyper-parameter selection. We used the results from these investigations to construct an ensemble model that

can classify conversion to AD versus stable MCI with an average accuracy of 76%. This is a competitive result when compared

with other approaches, indicating the usefulness of the proposed pipeline also for other problems related to longitudinal

measurement.

Methods

Data

Data were obtained from the Alzheimer’s Disease Neuroimaging Initiative (ADNI) database (adni.loni.usc.edu). The

ADNI was launched in 2003 as a public-private partnership, led by Principal Investigator Michael W. Weiner, MD, with an

overall goal to validate biomarkers for use in clinical treatment trials for patients with AD. The study was approved by the

Institutional Review Boards at each ADNI site (see the full list here: http://adni.loni.usc.edu). Informed consent

was obtained from all subjects prior to enrollment. All methods were carried out in accordance with relevant guidelines and

regulations. The present study was approved by the ADNI Publication Committee (ADNI DPC).

We constructed a longitudinal data set by selecting all the subjects from all the three ADNI phases (ADNI1, ADNI Go and

ADNI3) that had at least three MRI scans. Our data set consists of 736 subjects (female/male: 299/437) with a total of 3956

MRI scans (see Table 1 for details). We considered two longitudinal labels based on the ADNI diagnoses, as defined in our

previous work11. If subjects were defined with MCI at all visits, we labeled them as stable MCI (sMCI) and when subjects

converting from MCI to AD we labeled them as converted AD (cAD). These groups can be used to uncover features associated

with progressing from MCI to AD.

Group Subjects MRI Gender (f/m)

sMCI 471 2424 195/276

cAD 265 1532 104/161

736 3956 299/437

Table 1. Longitudinal subjects and MR images: total number of subjects, MR images, and gender distribution within two

subgroups.

Availability of Data and Materials

The data that support the findings of this study are available from ADNI database (adni.loni.usc.edu) but restrictions

apply to the availability of these data, which were used under license for the current study, and so are not publicly available.

Data are however available from the authors upon reasonable request and with permission of ADNI.

Image preparation

We used the measured volumes of all the regions in the brain that are extracted by Freesurfer12 v.6.0 from the T1-weighted MR

images. For each individual, we obtained such measurements at all time points, and thereby a two-dimensional matrix for each

subject containing the volumes of brain regions at the time points. Further, to include their possible influence in our study, we

added three more rows to the matrix: gender (male = 0, female = 1), the level of education (varies between 4 years and 20

years), and age of subject at MRI examinations (between 54 to 96). Therefore, for subject i (i = 1, . . . ,736) we had a matrix xi,

so that xi ∈ Rm×ni , where m = 125 (number of ROIs + 3), and 3 ≤ ni ≤ 11 is the number of scans for subject i. The goal was

then to construct a two-dimensional image for each subject based on its matrix.

We first selected 20% of subjects for the final test set at random, controlling for class labels (to have 20% of each label in

the test set), gender (to have 20% of both male and female in the test set), and age (to have a similar range of age in both the

training and test set). Then for the rest of the data (including subjects with less than three MRI scans), we assigned the ROIs

and the three additional variables: age, gender, and education level as columns in a table, and inserted the extracted volumes

from images into its rows (see Fig. 1a).

Next, we scaled the volumes using a min and max for each region, to get them into a similar range. For scaling we

considered all the available data in ADNI (1460 subjects, female/male: 642/818, with a total of 7421 MRI scans.), not only

sMCI and cAD subjects, to obtain a more general range for the volumes of regions in the brain. More specifically, the volumes

of the considered regions of interest have positive values measured in cubic millimeters. For each region of interest, we
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Figure 1. Here we illustrate an example of preparing images from brain regions volumes extracted from MR images. The left

part of the figure is for all ROIs, whereas on the right side, we explain a specific ROI. Note that we should first detach the test

set. a) We assign the ROIs to the columns of a table where each row corresponds to the volumes of ROIs for one image. The

number of MR images varies from one ID to another. b) For each ROI, we find a robust max and replace the upper outliers with

this value. Then, we scale the volumes in the column by the min and robust max between 0 and 255. c) Next, we select the

longitudinal subjects which have at least three images. The graph in (d) shows the left-Amygdala scaled volumes versus age. e)

This graph maps to a gray-scale image so that pixel intensity represents the changes in the values. f) Finally, we attach the gray

images of all ROIs on top of each other to get an image for each subject.

considered the real minimum value as the lower limit of that region. In the regions of interest data, we observe a trend that

exhibits a lower mean to be skewed toward a few participants with very large volumes. In order to better utilize the limited

resolution of the intensity values (8-12bit), we opted to perform a single-sided winsorizing operation where the largest 2.5% of

all the volume values are replaced with less extreme values (Fig. 1b). We call these upper limits robust max. Then, we scaled

each column of the table based on its minimum value and its robust max, xi − min
robust max − min

.

Note that the scaling of one subject is affected by all the other subjects in the table. To avoid data leakage, it was, therefore,

important to separate a test set before scaling. The test set subjects, and potentially other new, previously unseen subjects, are

scaled using the minimum and (robust) maximum computed using the training data.

After scaling the values in all columns, we selected the longitudinal subjects for which at least three MRI scans were

available (Fig. 1c). Every subject has a volume-trajectory for each ROI (Fig. 1d) which we mapped to an image where the

pixels’ intensity in the image represents the ROI’s scaled values at time points (see Fig. 1e, for one ROI). Then, we add the

images of all ROIs on top of each other, plus the intensity images of age, education, and gender (Fig. 1f). This resulted in one

image per participant, based on the volume extracted from the longitudinal MRI scans.

The images have different dimensions caused by subjects having missing data and the different number of visits among

the subjects. Figure 2a shows images with different sizes for both sMCI and cAD subgroups. To determine if we can identify
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the differences between the prepared images in subgroups by their pixels’ intensity we constructed the images in Fig. 2b.

For all subjects, we linearly interpolated the values of ROIs to have the same image dimension for all subjects, and then we

calculated the average of the matrices associated with all images in each subgroup. These average images (Fig. 2b) highlight

the differences in the intensities of sMCI compared to cAD. Note that we only used interpolation in the construction of the

average images (Fig. 2a). The below classification experiment was done using images of different sizes, as in Fig. 2a.

Figure 2. a) The images have different sizes as we have longitudinal data with different lengths. Here there are two examples

of images for each subgroup with different sizes. b) The average image for all subjects in two longitudinal subgroups after

normalization and interpolation.

Regularization techniques

During the training of our models, we used multiple regularization techniques. Both general explicit techniques such as dropout,

batch normalization, and weight decay, and data augmentation that were tailored to our specific data set, as described here.

Aiming to balance the class sizes and to use a source of variance in our data set to boost our models’ generalization ability,

we augmented the data set by adding Gaussian noise to the existent images. We presume that the obtained volumes for ROIs

contain noise (confer the instability in trajectory graph in Fig. 1d), which likely is related to the physical and biological situation

during scanning, uncertainly concerning the quality of T1 weighted images, and our chosen segmentation tool (FreeSurfer). To

estimate how the variability in the volumes of the ROIs produced by repeated scans in a short time affects our constructed 2D

images, we identified 14 subjects in ADNI who had at least two MRI scans within a month or less. It’s natural to assume that

the volumes of one’s brain regions change very little over one month, but comparing the extracted volumes of ROIs for these

two repeated MRI scans showed differences in volume (from ±5.3 mm3 for Left-vessel to ±5563.2 mm3 for Cerebral White

Matter volume ). For each ROI, we averaged 14 standard deviations, measured separately for two collected volumes of each

subject, and called it σroi. Then, we added Gaussian noise with zero mean and the measured standard deviation for each ROI

(Proi(µ = 0,σroi)) to the training set until we collected 600 subjects for each class. Then we incorporated the noisy data into

one table. Afterward, we normalized the new table by using the min and robust max saved for each ROI (Fig. 1b) and then

prepared images based on the noisy versions of existing subjects by following the steps in Fig. 1c to 1f.

Model selection

Since model performance is typically very sensitive to hyper-parameter tuning, we performed an extensive search over a wide

set of hyper-parameters. To find the optimized values for learning rate, weight decay, dropout, and the CNN structures, we

selected 10 different training-validation sets (hereafter 10 folds). For each label, we randomly selected 18% of the training set

in order to keep the same percent of gender and the same range of age in both training and validation sets when possible. Note

that we put the test set aside before this step. A grid search over model architectures and these hyper-parameters was conducted

by varying the following:

• CNN model: we considered ResNet18 and ResNet34, 18-layer and 34-layer residual networks13, as implemented in

the Torchvision library14.
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• Probability of dropouts on the hidden layers (ps): we passed eight values for ps: 0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6 and 0.7.

• Weight decay (wd): for wd we passed four values: 10−1, 10−2, 10−3, 10−4.

• Maximum learning rate (max-lr): these five values were tested for max-lr: 3×10−2, 3×10−3, 3×10−4, 1.5×10−4

and 1×10−4.

To construct and train our binary CNN classifiers we used fastai15 version 1.0.61, a deep learning library based on

PyTorch. Instead of training all layers with a constant learning rate or decreasing the learning rate with a fixed or exponential

value, we applied the cyclical learning rates method16 as implemented in fastai, which varies the learning rate cyclically

between a reasonable set of minimum and maximum boundaries15. The batch size was set to eight for all models.

We also compared the performance of the ResNet models with and without pretraining, using the pretrained ResNet18 and

ResNet34 models available in PyTorch, fine-tuning them on our data using fastai. Further, we investigated whether batch

normalization had a significant effect on the performance of models.

During model selection, we monitored the training and validation loss, error rates, accuracy, precision, recall, and F1 score

on the validation set. For each combination of parameters, we estimated the optimal number of epochs by finding the epochs

associated with the smallest validation loss separately for all 10 folds and computing their average.

After the grid search, we selected the top-performing models in terms of accuracies over the 10 validation sets, and we got

our final results by ensembling these models using both soft and hard voting strategies. In hard voting, the ensemble predicts

the majority vote among the individual models, while soft voting is based on averaging the class probabilities of the models.

There are several sources of randomness in the PyTorch CNN models, leading to slightly different results every time a

model is used. To limit the effect of such randomness, we fixed the random seed in both Numpy and Pytorch. Further, to

also reduce the effect of other sources of randomness, such as dropout layers, we trained the ensemble models 20 times with

both hard and soft voting and reported the average and standard deviation for the final results.

Finally, to investigate whether spatial relationships reflected in the ordering of the various ROI measurements influence

the model, we randomly shuffled the order of ROIs in the images ten times. We then applied the same ensemble model to the

identical pair of training and test sets for these ten different image sets.

Results

Our results are based on the steps described in Section “Model selection” applied to two subgroups of subjects, sMCI and cAD

(see Fig. 2).

Model selection

Figure 3. Comparing the effect of batch-normalization and transfer learning during grid-search; A: Batch-normalization and

non-pretraining ResNet18/ResNet34) models, B: without batch-normalization and non-pretraining, C: batch-normalization and

pretraining. The average accuracies a) and epochs associated with the lower validation loss b) over validation sets show the

similarity between A and B, while in C are reduced significantly. P-value; ns: p > 0.05 and ****: p < 0.0001.

Fig. 3a shows the similarity in the performance (accuracy) of the models with and without batch normalization (A and B,

respectively), and also the significant decline in the performance when using the pretrained ResNet18/ResNet34 models with

batch normalization (C). As our images are quite different from the images used for pre-training, the low performance of this
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Figure 4. The comparison between grid-search over data with Gaussian noise and duplicating the existing images shows an

insignificant difference between the accuracy a) and the number of epochs associated with the lowest validation loss b).

P-value; ns: p > 0.05.

model is perhaps to be expected. During the grid search, we saved the number of epochs associated with the average of lower

validation loss for 10 validation sets. Fig. 3b shows the similarity in the number of epochs for models with and without batch

normalization (A and B) while the number of epochs for the case with transfer learning (C) is significantly smaller. Thus, while

transfer learning speeds up the training step, the accuracy is not as high as in cases A and B. We chose to use model A in the

following, i.e. without pretraining and with batch normalization.

To explore the value of our data augmentation approach, we repeated the experiment once again by duplicating the existing

images instead of adding Gaussian noise. Fig. 4 compares the performance of the models when augmentation is according to

the Gaussian noise (µ = 0, σroi) with the case of duplicating the available images. There is an insignificant difference between

the accuracies (Fig. 4a) and the number of epochs associated with the average of lowest validation loss (Fig. 4b).

Ensemble model

Models 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19

ResNet 18 18 18 18 18 18 18 18 18 18 18 18 18 18 18 18 34 34 34

epoch 13 15 21 14 15 14 13 16 17 16 16 19 16 17 17 20 16 13 17

ps 1e-1 2e-1 2e-1 2e-1 4e-1 4e-1 4e-1 5e-1 5e-1 5e-1 5e-1 6e-1 6e-1 6e-1 6e-1 7e-1 3e-1 3e-1 5e-1

wd 1e-4 1e-1 1e-2 1e-3 1e-1 1e-1 1e-4 1e-1 1e-2 1e-3 1e-1 1e-2 1e-1 1e-2 1e-3 1e-2 1e-1 1e-3 1e-4

max-lr 3e-4 3e-4 3e-3 3e-4 3e-4 1.5e-4 1.5e-4 3e-4 3e-4 3e-4 1e-4 3e-4 1e-4 1.5e-4 1e-4 3e-4 3e-4 1.5e-4 3e-4

Table 2. 19 selected models based on: network architectures (ResNet18 and ResNet34), hyper-parameters (ps: probability of

dropout layers, wd: weight decay, max-lr: maximum learning rate), and the number of epochs.

Based on the results of the previous section we selected the top 19 models (see Table 2) to investigate whether constructing

an ensemble model improves the results compared to the individual models in terms of accuracy and robustness. Fig. 5a shows

the average of receiver operating characteristic (ROC) curves of all models for a specific validation set. The mean and standard

deviation of areas under the ROC curves (ROC AUC) for each validation set was computed. These curves (Fig. 5a) highlight

the differences in model performance over the validation sets.

For each model, we averaged the ROC curves across ten validation sets (Fig. 5b). Based on the curves in Fig. 5b, the

differences between the ROC AUC mean and standard deviation of the 19 models are insignificant (between 0.79±0.04 and

0.81±0.04). Therefore, while the models differ in their performance on single validation sets (Fig. 5a), their averages over all

the validation sets are quite close (Fig. 5b).

Further, the mean ROC AUCs for the ensemble model, applied separately to each validation set, are plotted in black in

Fig. 5a and b. The ROC AUC mean value and standard deviation for the ensemble model are 0.83±0.04, which is higher than

the top individual ROC AUC on seven validation sets (Fig. 5a), and higher than all ROC AUC for individual models when

averaged over ten validation set (Fig. 5b).
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Figure 5. a) Averaged ROC curve and standard deviation of AUC based on a specific validation set (color) for top 19 selected

models. b) Averaged ROC curve and standard deviation of AUC based on a specific model (color) for all validation sets. While

the models have different performances on each specific validation set (a), the average performance on all the validation sets

have similarities (b). The average ROC for the ensemble model is in black.

Classification of sMCI versus cAD

The final evaluation of our models was conducted by training the 19 selected models on the combined training and validation

sets and forming two ensemble models, based on soft and hard voting. Their performance on the separate test set was then

computed. To reduce the effect of randomness, we repeated the computations 20 times and averaged the results. Fig. 6 shows

the final results for the soft and hard voting ensembles. The averages of accuracy, weighted precision, recall, and F1score for

hard voting are as follows: 75.9%, 77.1%, 75.9%, and 76.1% respectively (Fig. 6a). The averages for soft voting are as follows:

76.3%, 77.5%, 76.3%, and 76.6% respectively (Fig. 6b). Fig. 6c represents the accuracies of 20 runs for both hard and soft

voting.

Figure 6. a) The confusion matrix after hard voting over 19 models obtained the average accuracy, precision, recall, and

F1score of 76%,77%, 76%, and 76% respectively. b) Soft voting over 19 models obtained accuracy, precision, recall, and

F1score of 76.%, 78%, 76%, and 77% respectively. c) Boxplot for accuracy of 20 runs of ensemble models.

Finally, we randomly shuffled the order of ROIs in the images 10 times, and evaluated the same 19 models on these images.

The accuracies ranged from 72% to 80%, with an average of 75.5%.

Discussion

We proposed a method to represent the information of longitudinal metadata as two-dimensional images, enabling the

construction of image-based machine learning classifiers. This approach makes it possible to use complex sets of longitudinal

data together with standard image classification methods that are not designed specifically for longitudinal data. It can be used

in settings with balanced or imbalanced longitudinal data, with missing data at some time points.

We evaluated the method in an experiment based on the ADNI data set, aiming to classify stable MCI versus converged AD

subjects using convolutional neural network models. We achieved higher-than-chance results, with an average accuracy of
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76%. Our results show that our proposed method is competitive with other CNN-based approaches in the literature17, where the

reported accuracies range from 62% to 82% in similar classification problems, based on varying machine learning methods and

multi-modal data sources (see e.g.11, 17–21).

For example, Cue et al.18 classified sMCI vs. cAD subjects with an accuracy of 71.71%, sensitivity of 65.27% and a

specificity of 75.27% based on a CNN and recurrent neural network and data sourced from ADNI. Shmulev et al19 used a

ResNet-based CNN model directly on MRI data from ADNI, predicting cAD with an accuracy of 62%, sensitivity of 75% and

specificity of 54%. Li et al.22 applied support vector machine on 36 sMCI and 39 cAD subjects obtaining an 80% accuracy for

classification. They increased the accuracy to 82% by adding functional MRI data to their model. Lian et al.20 classified sMCI

vs. cAD with the accuracy of 81%, but with a sensitivity of 53%, and Wen et al.23 in their systematic review of CNN studies,

reported that their accuracy is on a severely imbalanced dataset (one class is less than half of the other).

Our approach can be seen as a relatively simple method to deal with longitudinal data that can lead to competitive

classification results.

Our study has some limitations related to the chosen source of data. As shown in Fig. 1, the trajectories of brain volume

exhibit some instability. This instability affects pixel intensity and therefore makes the classification more challenging. Another

limitation of this study is the difficulty in diagnosing MCI and AD. Some studies have shown the establishment of AD in the

brain years before cognitive impairments appear in the behavioral functionality of the brain24. In the data from ADNI, the time

span between visits for subjects is half a year on average, and we potentially have some sMCI that are almost AD. A possibility

to make the model more robust is to drop one or two last visits of the sMCI subjects since they may be showing AD symptoms

in less than six months.

Our results indicate that the proposed approach to longitudinal data analysis can be suitable as a supplementary analysis

method next to more established statistical and machine learning analysis streams. Further assessment requires applying the

method to multiple different data sources with more diversity in the form of data, such as ascending, descending, categorical,

cyclical, or heterogeneous trends over time. An interesting area to explore would be time-series of resting-state functional MRI

or longitudinal data of other progressive diseases such as schizophrenia or Parkinson’s disease, which have different patterns of

changes in brain volumes25–27.

We hope that this integration of newer machine learning methods will create additional avenues for researchers to work on

longitudinal data.
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