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Abstract

Continuous electrocardiogram (ECG) recordings, which measure the electrical activity
of the heart, are increasingly used to predict clinical outcomes via machine learning and
artificial intelligence. [1-3] Raw ECG data can have a variety of interference artifacts
which, if unattended to, can obscure or invalidate the results of machine learning
algorithms. Current ECG de-noising routines focus primarily on how to purify ECG
signals, but not on how to classify and excise regions of unusable voltage data. [4] Here
we demonstrate a new method to quantitatively assess the quality of an ECG. We found
that approximating a Fourier series to the QRS complex and cross-correlating this
kernel sequentially with two-second intervals of the lead II ECG yields a metric that can
be used to distinguish sections of data as low- or high-quality signal. The algorithm was
developed on independently annotated ECG data, subdivided into two-second intervals
(“epochs”), from ten patients admitted to the Mount Sinai Hospital. It was found to be
99% sensitive and 98.9% specific in classifying epochs into either noise or signal in 1,000
test epochs. This algorithm can be used to accelerate machine learning modeling that
uses ECG data and lower the burden of pre-processing in research. Given its memory
and run-time efficiency (demonstrably O(n)), this routine can be an effective starting
point for real-time and continuous evaluation of ECG data using machine learning.

Introduction 1

In this note, we present a method for computational validation of high-volume, 2

high-frequency ECG data. As a cheap, universally available diagnostic and monitoring 3

tool, electrocardiograms are increasingly the focus of predictive applications for clinical 4

outcomes and risk stratification vis-a-vis machine learning (ML) and artificial 5

intelligence (AI). [1-3] Since the power of ML and AI is predicated on the quality of 6
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input data, much work in electrical engineering and signal processing has been done to 7

try and distinguish or distill bonafide voltage data from noisy interference. [5-6] 8

The automated detection of QRS complexes and other morphological features of 9

ECGs is well documented and has been extensively investigated. [7-10] These 10

morphologies are important to extract as the timing, magnitude, and axis of voltage 11

propagation within the heart can all help predictive algorithms classify ECG data into 12

diagnostically useful categories. However, very long ECG recordings can contain regions 13

of irreparable interference from sources like power line noise, motion artifact, or ECG 14

lead adjustment. [11] Regions that have high interference from these sources can go 15

beyond the corrective capacity of Butterworth, Kalman, or Savitzky-Golay filters that 16

are canonically used in ECG analysis routines, including the Pan-Tompkins algorithm. 17

[6] Therefore, these regions have to be discarded in order to proceed with any sort of 18

analysis. 19

Many studies that algorithmically detect features of ECG morphology or signal 20

quality rely on the MIT BIH arrhythmia (or other public) database for validation. [4-7, 21

10] The database contains several 30-minute records that annotate different types of 22

arrhythmias for patients on a variety of cardiovascular medications or pacemakers. 23

However, given their length and scope, these records will not showcase the same 24

variance in signal quality or noise as compared to ECG data collected for many hours or 25

days from hospitalized patients. 26

In ECG data sets that collectively span several months, (for example, cohorts of 27

COVID-19 patients admitted to the intensive care unit), manually searching for and 28

excising regions of high interference can become onerous, if not outright impossible. As 29

such, there is an opportunity to quickly and progammatically identify regions of data 30

that are sufficiently noisy as to warrant exclusion. 31

The proposed algorithm is developed by first approximating a Fourier series to the 32

QRS complex. This function is the kernel that is then piecewise cross-correlated with 33

the patient’s entire ECG, divided into subsections of at least two seconds duration. 34

These correlations are then squared and numerically integrated. The resulting scores 35

can be interpreted as a metric for the quality of an ECG, marking values outside of a 36

threshold range eligible for exclusion. The routine runs in linear O(n) time and requires 37

constant heap space during its execution. The speed, memory efficiency, and accuracy 38

of the algorithm suggest two immediate applications. The first is for researchers to have 39

a quick-to-implement signal quality detection routine, which will lower the burden of 40

ECG data pre-processing. The second is for wearable devices, where the algorithm can 41

help discriminate voltage signal quality in portable ECG measurements. 42

Methods 43

The steps involved in the scoring and classification of ECG epochs are described below. 44

The data used in this paper were collected under Institutional Review Board approval 45

at the Icahn School of Medicine at Mount Sinai / Mount Sinai Health System: 46

STUDY-20-00338, MSCIC Predictive Modeling and Consultation Tool, approved 47

09-17-2020. 48

Fourier Approximation 49

We begin with the Fourier series approximation of representative lead II QRS complexes. 50

If vN (t) represents the N -th Fourier approximation (different orders shown in Fig. 1) of 51

the evolution of ECG voltage in time t, where L is the time interval of the QRS complex: 52
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Simpson’s rule for numerical approximation of definite integrals:
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Fig 1. Example of kernel Cross-correlation of ECG data with a pre-computed
sinusoid kernel specific to the QRS complex accentuates this aspect of the signal. On the
left, a clean ECG signal and the squared value of its cross-correlation with the Fourier
approximation. On the right, motion artifact and baseline wander add noise to the
signal. The cross-correlation is visibly irregular compared with that of the clean signal.

Cross-correlation 53

Let Fn be the n-th order Fourier approximation to the lead II ECG sample (the
“kernel”). The next step computes a 1-dimensional cross-correlation between the kernel
and the entire ECG to be analyzed, broken down into m intervals of length
Mi = [ti, ti + τ ]. The smaller the interval, the more specific the algorithm can be in
excising regions of noisy interference from the ECG. Given a physiologically feasible
lower limit on bradycardia, say 30 bpm, the ECG can be subdivided into intervals of 2
seconds (i.e., each Mi is [ti, ti + 2]). This ensures each interval should have at least one
QRS complex. The cross-correlation is visualized in Fig. 2. For
k = 0, 1, . . . , ||Fn||+ ||vN (t)|| − 2, cross-correlation for discrete 1-dimensional arrays is
defined as:

z[k] = (Fn ∗ vN (t))(k −N + 1) =

||vN (t)||−1
∑

l=0

FlvN (t)∗
l−k+N−1
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Fig 2. Cross-correlation plots with the pre-computed kernel. Cross-correlation
of ECG data with a pre-computed sinusoid kernel specific to the QRS complex
accentuates this aspect of the signal. On the left, a clean ECG signal and the squared
value of its cross-correlation with the Fourier approximation. On the right, motion
artifact and baseline wander add noise to the signal. The cross-correlation is visibly
irregular compared with that of the clean signal.

Score Calculation 54

The cross-correlation between the kernel and the ECG signal can be normalized into a 55

[−1, 1] range. The last step is to use this normalized signal to generate a metric whose 56

central tendency will help distinguish noisy interference from clean ECG data. This can 57

be accomplished by numerically integrating the square of the normalized signal. The 58

areas under the square of the cross-correlation are shown in green and red in Fig. 3. For 59

each Mi, the metric si is computed, where nQRS is the number of QRS complexes in Mi: 60

si =
1

nQRS

∫

Mi

(Fn ∗ vMi
(t))2dt

The scores si, calculated for each interval Mi of an ECG, are roughly mesokurtic. 61

As such, scores above or below two standard deviations (or other bespoke cutoff) 62

outside of the mean can be marked as noise. 63

Since the proposed algorithm evaluates ECGs with a pre-computed kernel, it 64

achieves an O(n) time complexity, making it much faster than methods requiring 65

autocorrelation (Fig. 4). In any given iteration, only the region Mi = [t, t+ τ ] is 66

evaluated, so the routine is also memory efficient. It uses O(1) memory in runtime and 67

in a 32 bit architecture yields only one float per Mi, requiring 4× dim(M) bytes of 68

extra storage to process an ECG with this algorithm. 69
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Fig 3. Score distributions The scores si are normally distributed so the central
tendency can be used to distinguish noise from signal.

Fig 4. Runtime analysis As expected, the algorithm performs in O(n) time under
evaluation with varying data size. The size of the file in megabytes is on the right axis,
and the corresponding amount of ECG recording time is on the left.

Results 70

The training data set was comprised of raw 240 Hz lead II ECG waveform data 71

collected from patients admitted to intensive care units at The Mount Sinai Hospital 72

(MSH) between January 2020 and July 2020. Ten adult patients with at least one hour 73
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of recorded ECG data were randomly selected from this ECG data repository. The 74

ECG data were subdivided into 244,903 epochs of 2-seconds each (a cumulative 136 75

hours of data). The algorithm described below was allowed to process each epoch and 76

generate a score for it. To test performance, 100 consecutive epochs from each patient 77

(1,000 total), not labeled or processed by the algorithm, were annotated as “usable” or 78

“unusable” by author SD, a third year internal medicine resident. Using the distribution 79

generated over the course of training, the algorithm then classified the test data, and 80

performance statistics were generated. 81

Table 1. Performance data on MSH patients

Patient No. No. of Noisy Segments Specificity Sensitivity Accuracy

1 0 100 N/A 100
2 2 100 100 100
3 0 100 N/A 100
4 3 100 100 100
5 9 98.9 100 98.9
6 25 90.2 94.1 90.9
7 10 98.9 100 98.9
8 0 100 N/A 100
9 2 100 100 100
10 25 100 100 100

Algorithm performance on each of the MSH patients sampled for raw ECG data.

Across ten patients, the algorithm was trained on n = 244, 903 epochs and tested on 82

n = 1, 000, and found to perform consistently well. In patients 1, 3, and 8, no regions of 83

noise were identified in the entire test samples, so no specificity is calculated. Per Table 84

1, the overall performance of the algorithm was strong, producing an average specificity 85

of 98.8%, sensitivity of 99.1%, and accuracy of 98.9%. 86

The proposed algorithm was also evaluated against select records from the MIT BIH 87

arrhythmia database, with results shown in Table 2. The database records were chosen 88

on the basis of the noise-to-signal ratio as calculated by the number of non-beat 89

annotations relative to the number of beat annotations. The algorithm produces a 90

metric si for each Mi subset of an ECG, and identifies noise based on the distribution 91

of si. Hence, its greatest discriminatory power is in records characterized primarily by 92

normal ECG morphology sparsely interspersed with non-normal beats. 93

Table 2. Performance data on MIT BIH data

Record No. Annotations Atypical Annotations Atypical Annotations Identified si Kurtosis

100 2,273 1 1 2.96
115 1,961 0 0 2.59
122 2,478 0 0 4.09
123 1,518 3 3 2.79

Algorithm performance on the MIT BIH database. Records 100 and 123 combined have 1,300,000 data points and almost
4,000 heart beats annotated. The algorithm was was sensitive enough to capture the only 4 instances of ventricular ectopy
across all these annotations, without any false identifications of aberrant signal.

Discussion 94

In this report, we present a Fourier series-based template matching algorithm that is a 95

highly accurate and scalable means of quickly identifying regions of untenable signal 96
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interference in ECG data. Across 136 hours of continuous ECG data from 10 ICU 97

patients, the average sensitivity for identifying unusable ECG segments was 99%, the 98

average specificity was 98.9%, and the average accuracy was 98.9%. 99

As ECGs are increasingly used in studies employing big data analytical techniques, 100

our approach provides an easy-to-implement routine to lower the burden of data 101

pre-processing. Given the low memory overhead in both disk space and run-time heap 102

space, this method can also help with signal processing for wearable devices. 103

Calculating a day’s worth of signal scoring data would cost less than 700 kilobytes, well 104

within the storage capacity of modern wearable devices. 105

The algorithm’s distribution-based filtering suggests flexibility in different use cases. 106

If a researcher wants only the very highest quality signal, a more stringent score cutoff 107

may be used. If the data in question exhibit high morphological variability (for example, 108

inverted T waves, multimorphic ventricular ectopy, atrial fibrillation, etc.) then the 109

threshold may be appropriately loosened. 110

As the convolutional kernel is based on the Fourier approximation of a single 111

heartbeat, this algorithm can be adapted to scan ECGs for specific morphological 112

subtypes. For example, a kernel may be calculated that is highly sensitive to premature 113

ventricular contractions or bundle branch blocks. This kernel will then register high 114

correlation, and therefore high integrated scores, with the desired morphology, as 115

opposed to a typical heartbeat. This may have particular utility in wearable devices 116

where continuous monitoring may alert a user’s cardiologist or emergency services if 117

dangerous electrical patterns are recognized. 118

In summary, we anticipate our algorithm will help accelerate the productivity of 119

research on raw ECG waveforms. Given its computational efficiency, the algorithm has 120

practical use as a starting point for signal filtration and pattern identification in 121

real-time continuous ECG monitoring, including in wearable devices. 122

Data Availability 123

The public data set is available at the MIT-BIH arrhythmia database. The 124

corresponding author is available for questions and clarification at 125

kartikeya.menon@icahn.mssm.edu. The MSH data is PHI-sensitive and available at 126

appropriate request to the corresponding author or senior author. 127
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