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Abstract
A scatterplot is often the graph of choice for displaying the relationship between two variables.
Scatterplots are useful for exploratory analysis, but can do much more than just identifying correlations.
As datasets get larger and more complex, relying solely on “eye power” alone may cause us to miss
interesting associations, or worse, make wrong interpretations. We show that by combining scatterplots
with statistical and logical reasoning (the sliding window and two-axis median bisection), we may
identify interesting associations in a case study of GRE admission vs graduation outcomes, and whether
low detectability of proteins in a biological sample are truly associated with low-abundance. Due to
subjective visual interpretability, we recommend graphing the data using a multitude of visual variables
and graph types before concluding the absence of an association. Finally, even if associations are
demonstrable, developing causal models that could explain the observed fuzziness and lack of apparent
correlations in the scatterplot are helpful for better decision making and interpretation.

Highlights/main Points
Scatterplots are useful beyond simple trends analyses

Absence of correlation does not mean absence of association

Causation models for explaining observed patterns is helpful

1. Introduction
Scatterplots are a commonly used visual instrument for data analytics (see Boxes 1 to 4 for an
introductory background). Scatterplots often face two main limitations in terms of scalability, namely
when dealing with too much data, or dealing with too high dimensionality [1]. For the former, this causes
overdraw, where points begin to occlude one another partially or fully, leading to inaccurate judgements
of the data. One strategy would be to directly reduce the number of points via random data sampling [2],
while other strategies such as binning [3], Splatterplots [4], and contour plots [5] effectively rely on data
aggregates or densities to provide more information than the individual points themselves (Figs. 1a &
1b). For the latter, dimensionality reduction is a common strategy that allows data visualisation via a
simple scatterplot, such as principal component analysis and multidimensional scaling, with further
visualisation extensions into the Dimension Projection Tree/Matrix by Yuan et al. [6] that uses tree nodes
and links to visualise associations between different subspaces of dimensions. Another strategy involves
the use of Scatterplot matrices (SPLOMs) to visualise pairwise correlations between dimensions [7], but
could easily lead to clutter and redundancy with increasing dimensionality (Fig. 1c). To reduce
redundancy, SPLOMs have alternatively been integrated with parallel-coordinate plots and better visualise
patterns between dimensions [8].

The Linkable Scatterplots technique by Nguyen et al. strikes a balance between single scatterplots and
SPLOMs, where the use of multiple plot panels could convey more information than a single plot, but
does not suffer the same visual costs as using SPLOMs. In brief, Nguyen et al. provides a visually
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intuitive platform that enables �exible and interactive mapping of dimensions to axes or other visual
attributes on user-speci�ed scatterplot panels, with additional linking and brushing [9] functionalities.
Further empirical study showed strong preference and positive user-experience with this technique [10],
and potentially even greater e�ciency with more training given.

While scatterplots can be augmented and rendered more sophisticatedly to deal with increasingly
complex data, we suspect there is a gap between the visual tool (the graph itself) and the mechanism of
interpretation (the strategy and thinking on how to draw insight and information from the graph) [11].
Indeed, dealing with too much data or too high dimensionality is relatively straight forward as visual aids
can be designed and introduced. Once these issues are resolved, users can seek patterns visually.
However, what if patterns are not easily decipherable due to the presence of noise and more complex
relationships? In this paper, covering two different case studies and scenarios (the �rst on GRE scores
and the second on analytical chemistry/bioinformatics), we examine this issue, and propose some
simple yet logical approaches to facilitate analysis.

2. Association Without Correlation --- Why The Graduate Record
Exam (Gre) Is Useful After All
The Graduate Record Exam (GRE) is often lambasted as having little predictive value in future graduate
study success [12–14]. Indeed, scatterplots such as in Fig. 2a, may serve to convince you the GRE exams
are useless for predicting graduate outcome success (no obvious correlation). However, no correlation
does not mean no association [15]. Figure 2a (the Time to Graduation chart) manifests as a big �at band
with a regression line with almost zero gradient. So, it is interesting to ask how it is even conceivable that
associations exist after all between GRE scores and Time to Graduation.

To investigate typical mindsets, we �rst polled an undergraduate data science class (BS0004, class of
2021) in Nanyang Technological University (NTU), Singapore (n = 60) regarding what they could infer
from Fig. 2a. 72% (43/60) stated “There is no relationship between Time to Graduation and GRE scores”
against 25% (15/60) who stated, “There is a relationship between Time to Graduation and GRE scores”. 2
students did not respond. Amongst these students, 92% (55/60) would opt to analyse the graph by
looking at the correlations and/or regression trendline. Of the remaining 5 who said they would not opt to
analyse the graph by looking at the correlations and/or regression trendline, they could not suggest other
alternative methods. This implies that their responses were frivolous, as none could provide meaningful
alternatives. Thus, given the collected data, it appears that when presented with a scatterplot like Fig. 2a,
most people are dependent on simple pattern identi�cations (see Availability of data and material). We
present two approaches that may help in identi�cation of less obvious relationships: the sliding windows
and modi�cations to the standard scatterplot.

The sliding windows



Page 4/24

Scatterplots are great for getting a sense of general data distributions. Should a correlation be observed,
then we can infer association. When data distributions are fuzzy, we should be careful not to mistake no
correlation for no association. How to avoid this mistake? A more careful observation would reveal an
uneven split, especially, at the horizontal tail-ends (Fig. 2a). But this observation does not constitute
conclusive evidence. That is, even if we were to state that visually or via observation, we see an
association, others may not regard this as strong evidence because of the lack of obvious pattern or
correlations.

Associations can be inferred from Fig. 2a using the following simple ‘sliding window’ procedure,
illustrated in Fig. 3. For this reconstruction of the Time to Graduation vs. GRE score chart, we counted the
dots above the 6-year line (black horizontal line) and the dots below or on the 6-year line (6 years is the
approximate average Time to Graduation for the students studied) for each GRE score. Then, we
proceeded to test the top 20% scores (R1 window) vs. the bottom 20%, 20–40%, 40–60%, 60–80% (L1 to
L4 windows, respectively), to see whether the splits into > 6 year vs. ≤6 year are enriched or no different.
This method is motivated by the fact that binning the data directly remedies the problem of overplotting,
and allows for rapid visual assessment of trends especially in low dimensional displays [3]. Yet unlike
binned scatterplots [16], which generate a mean of y for every bin along the x-axis, we instead partition
and bin the y-axis based on the overall mean of y (similar to a stacked bar chart with a binary categorical
variable), further simplifying the visual clutter. A refactoring of the x-axis bins to use evenly spaced
percentiles (20% bins) instead of raw scores also provides more intuition in this case for the GRE data,
and enhances interpretation of the plot [16].

In each comparison, there is a difference – the relative risk ratio falls between 1.19 to 1.24 and is
statistically signi�cant based on the chi-square p-value (Table 1). This means that a signi�cant
proportion of the top 20% GRE scorers did graduate earlier than the global average, when compared to a
sliding window comprising the bottom 20%, 20–40%, 40–60%, 60–80% scorers.

 
Table 1

Chi-square p-values obtained from use of the sliding window on
the reconstructed data of Moneta-Koehler et al. [12]

Comparison Risk Ratio Chi-square p-value

top 20% vs bottom 20% 1.19 0.0500

top 20% vs bottom 20–40% 1.26 0.0160

top 20% vs bottom 40–60% 1.24 0.0205

top 20% vs bottom 60–80% 1.20 0.0484

The top 20% vs. bottom 20% comparison is particularly interesting. The bottom 20% GRE scorers would
have such poor GRE scores that their admission to the PhD programme [12] must be due entirely to other
evidences (such as strong undergraduate grades, strong referee letters, etc.) Since there is association
(relative risk ratio = 1.19, CI: 0.99 to 1.44, p < 0.05 computed by a χ2 test where the expected split of the
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top 20% into > 6 year and ≤ 6 year is set using the bottom 20% as the reference distribution), this
suggests such alternative evidences as strong undergraduate grades, strong referee letters etc. are
actually less informative than GRE scores (or at least the knowledge that these students have bad GRE
scores). Taken in this context, GRE scores are in fact, more useful and informative, than alternative
“holistic” indicators.

Observing consistent enrichment (i.e., regardless of the windows being compared, there is always a
consistent enrichment suggesting the presence of an association), is a key requirement for the sliding
window approach. By testing the top performers against a sliding window of bottom performers, we can
observe reproducible results supported by statistical evidence. This approach requires integration of both
scatterplots (�rst to identify potential patterns and to establish the bounds of the sliding window) and
statistical/logical reasoning (to prove that the patterns are consistent and robust).

Since several other GRE-related studies have been conducted, we reproduced the same results in a
second graduate cohort study involving STEM [13] (Table 2). In this dataset (the engineering part), the
observation that GRE is informative and can differentiate bottom and top performers still holds.
Comparing the top performers (GRE Quantitative score > 760) against a sliding window of bottom
performers (GRE Quantitative score < n) shows that enrichment ratios are still ~ 1.2 for most values of n,
particularly when we set n = 620 which is the same threshold used for the bottom 20% in the
reconstructed Moneta-Koehler data.
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Table 2
Top (> 760) scorers vs bottom (< n) scorers of Petersen data [13] are compared

for relative risk. It is noteworthy that the relative risk ratio is ~ 1.2 for most n, and
in particular when n = 620 (i.e., the same threshold used for the bottom 20% in
the reconstructed Moneta-Koehler dataset) [12]. Chi-square p-values computed

based on the < n bottom distribution as the reference
n (compared against top scorers at > 760) Risk Ratio Chi-square p-value

620 1.27 0.003

630 1.13 0.090

640 1.06 0.414

650 1.29 0.002

660 1.24 0.007

670 1.2 0.017

680 1.2 0.017

690 1.24 0.006

700 1.18 0.030

710 1.21 0.013

720 1.15 0.056

730 1.18 0.030

740 1.1 0.165

750 1.1 0.162

Scatterplot modi�cations

The sliding window provides statistical evidence for association. But is it still possible to use
visualizations to detect association in fuzzy data? Unfortunately, scatterplots visualize every observation
and may not work well for dense or fuzzy data. One recommendation even states that scatterplots are
most suited to assess studies with up to 150 samples (but we think it really depends on the data
distribution than the actual numbers) [17]. To accommodate larger sample sizes, scatterplot
modi�cations such as the contour plots [18] or hexagonal bin plots [19] are generally useful, as
mentioned previously (see Figs. 1a & 1b). However, there are no known scatterplot modi�cations for fuzzy
data, and an aggregation of samples into contour lines or bins could result in loss of information that
might be crucial in such data’s fuzziness.

The human brain is often not as �exible or as objective as we like. When it comes to data visualization
and drawing insight/interpretations, how the data is presented matters greatly. Visual variables such as
orientation, colour, size and shape are interpretable to various degrees by the human eye/brain [20]. A
single dataset may thus be recast in various ways by manipulating various visual variables or using
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different graphs, resulting in different interpretations. Perhaps for the GRE problem (based on the
reconstructed datasets), if we were to visualize the data in various ways, we may also draw different
conclusions.

Hence, we propose a simple idea, involving simply �ipping the axes, and condensing closely positioned
points into summary visualizations such as boxplots or violin plots. We may think of the GRE data as
“dual” since we are basically interested in the relationship between two variables. Perhaps if we were to
swap the �gure axes, it may be easier to observe an association. Sadly, doing so using the Moneta-
Koehler data did not reveal an obvious association, nor any obvious trends in the data.

To get around this, we may take advantage of various binning approaches. A simple way is to bin the x-
axis, and generate boxplots or violin plots along the y-axis. After an axis �ip and splitting the Time to
Graduation into bins, we obtain our �nal iteration of the plot (Fig. 2b), which provides good reason to
believe that GRE scores are indeed associated with Time to Graduation. To demonstrate reproducibility,
we showed this approach also works given the Petersen data (Figs. 2c & 2d).

Although scatterplots themselves are already helpful, we think how they are oriented also matters. When
data is very fuzzy and trends di�cult to pick out, it is helpful to integrate the plot with other graphical
tools. Here, binning the data using boxplots is helpful for picking up less obvious relationships. If graph
visualization techniques are to be relied upon more heavily, we recommend comparing various plot
versions and combinations before concluding the absence of an association.

3. Association Without Correlation --- Is It True That Low Abundance
Is Associated With Higher Non-detection Rates?
Scatterplots are common in biomedical research. For example, we may use scatterplots to determine
association between a treatment and outcome [21]. Another useful application is to use correlations for
identifying novel functional links between genes [22]. And �nally, an important biomedical application is
biomarker identi�cation based on molecules such as RNA, metabolites and proteins.

It is hypothesized (and generally assumed to be true) that low-abundance proteins “go missing” (i.e.
present but not detected) more often than high-abundance ones [23] (see Box 5 for background).
However, an investigation by Webb-Robertson et al. suggested a fuzzier picture, where correlations are
weakly negative between detection and abundance (~ -0.4 to -0.5) [24]. In their work, it appears that there
are many exceptions: Many low-abundance proteins are detectable while many high-abundance proteins
go missing. Since we lack access to their data, we performed similar analysis on the dataset of Guo et al.
[25]. Interestingly, while we produced a similar-looking scatterplot, the distributional breakdown differed
(Fig. 4). While Webb-Robertson et al. [24] claimed no enrichment at the low-abundance level (left half of
the median line on the x-axis), ours showed a 1.34x enrichment. It is interesting that such similar looking
scatterplots have different underlying numerical summaries. This reminds us that it is important to
connect the scatterplots with quantitative analyses. Relying on eye power solely is misleading as well.
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The two-axis median bisection

While we may use a sliding window technique like in the GRE example (Fig. 3), a simpler technique may
su�ce. As seen in Fig. 4, we may split the scatterplot into 4 quadrants: High abundance, High
detectability; High abundance, Low detectability; Low abundance, High detectability; and Low abundance,
Low detectability. The partition lines demarcating the boundaries of the 4 quadrants can be drawn based
on the median of each axis. This ensures equal division of samples (or observations) on both sides.

Using this technique, we can see that high abundance is associated with high detectability 
(415/2701.54) while low abundance is associated with high missingness (398/2981.34). Altogether,
the odds ratio associating abundance with missingness is pretty high at 1.34/0.652.1. But this
relationship is not visually apparent, and we suspect there may be other factors driving missingness, of
which abundance is only one contributing factor.

It is widely known in biomedical literature that due to their low numbers, low-abundance proteins exhibit
extremely high coe�cient of variation (COV). In other words, low-abundance proteins are very unstable,
and their expression levels �uctuate widely between samples [26]. However, this is unlikely a contributor
towards the low-abundance high-missingness theory.

The high COV (and missingness) is a consequence of the mass spectrometer (MS) being a sampling-
based sequential measurement instrument. I.e., how many peptides it can process through the mass
spectrometer within a given amount of time.

Say it is able to sample 1,000 peptides and there are 1,000,000 peptides in the test tube. Suppose 100
peptides come from a low-abundance protein X. Then, if the screen requires just 1 matched peptide

before reporting the protein, the probability of reporting X is approximately 1–
999,900

1,000,000
1,000

= 9.5%

(i.e., not all 1,000 peptides sampled are from other proteins).

Suppose 2,000 peptides come from a high-abundance protein Y. Then Y will be reported in a screen of the

test tube with a probability of 1–
998,000

1,000,000
1,000

= 8̃6.5%.

The observed abundance follows a binomial distribution:

n
m pmqn−m

( )

( )

( )
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where 
n
m  refers to n choose m, n is the number of sampled peptides, m is the observed count of the

target protein, p is the proportion of the target protein in the test tube (e.g., 
100

1,000,000  for our low-

abundance protein X), and q = 1 – p.

By �xing n, and varying m, you can produce the variance and COV corresponding to repeating many
screens on many independent and identically distributed samples.

The variance of binomial distribution is equal to npq. So, for protein X, the variance is 

1000 ×
100

1,000,000 ×
999,900

1,000,000 = 0.09999. The COV is
√0.09999

100
1,000,000 × 1,000

= 3.1621.

For high-abundance protein Y, the variance is 1,000 ×
2,000

1,000,000 ×
998,000
1000,000 = 1.996. The COV is 

√1.996

2,000
1,000,000 × 1,000

= 0.7064.

Doing the above by varying p from 0.0001 to 0.1, you will observe that COV correlates with p. The high
COV of a low-abundance protein is mostly a consequence of its low abundance and the nature of the MS
technology.

4. Correlation Without Association
So far, we have discussed cases of association without clear trends. But is the reverse possible?

False correlations can arise either by chance, by comparing two independent variables with different
distributions, or by imposing misleading data �ltering/processing techniques. To simulate chance effects,
we may repeatedly generate random variables A and B until a desired pattern is observed. Random
effects may produce chance correlations even though A and B are independent. To produce more
pronounced misleading relationships, sampling A and B from different background distributions can play
more tricks on our eyes.

Imposing misleading or dubious �ltering techniques on data can produce false correlations (Fig. 6). When
only a subset of data is used, the observed correlations are “real”, but the underlying variables are non-
associated. Such scenarios can indeed play out during real world analyses: For example, a biologist may
be interested in Genes A and B, both of which were published in previous literature to be associated with
Disease X. Genes A and B act on different pathways and are independent of each other. However, an
inexperienced analyst, in a bid to prioritize samples for biological validation, may �lter for samples that
are high in Gene A, and also samples that are high in Gene B. Doing so, will automatically produce a false

( )

( )

( )
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correlation between Genes A and B. When performing data analysis, it is therefore important to try to use
all available information, and not apply needless (or dubious) statistical techniques.

In our simulations, we perform 100 draws of variables A and B from a normal distribution with mean of 0
and standard deviation of 1, and plot them against each other. This produces 100 observations where
each has a respective A and B value on the x- and y-axes respectively; as expected, there is no obvious
relationship if we looked at all the red and black points as a whole (Fig. 6a, left column). However,
imposing �ltering rules such as taking the top 20 observations (in red) based on A and B, Max(A + B),
creates a false negative relationship between the two independent variables (Fig. 6a, top-right). Similarly,
taking the top 20 observations (in red) given A without B, Max(A-B), creates a false positive relationship
(Fig. 6a, bottom-right). Applying these �ltering rules on data creates consistent false correlations. Across
1000 simulations, the peaks produced by Max(A + B) and Max(A-B) are well de�ned, and minimally
overlapping with the un�ltered distribution (Fig. 6b).

This example is slightly different from picking out trends from fuzzy data, as in the earlier examples.
Here, even if a well-de�ned correlation or relationship is observed, it may be worthwhile to question how
the result was obtained. Even if a strong correlation is observed, due to questionable or misleading data
processing, the underlying variables are not associated.

5. Bringing Causation Into The Picture --- How “real” Life Generates
Fuzzy Scatterplots
GRE model

Although scatterplots are typically used for super�cial exploratory analyses, we can expand their utility by
creating generative causal models that produce similar distributions. These models in turn, may be
queried and reasoned upon for interventions or policy formulations. Here, we �rst propose a myriad of
explanatory models and then suggest how generated insights may be useful for test designers.

There is good reason to believe an association exists between Time to Graduation (years) and GRE
Scores (Fig. 2; Tables 1 to 2). But how could the observed fuzziness and uncertainty in the distributions
occur? Models, despite their rather simplifying assumptions, may help us better understand and explain
observed phenomena. Here, by specifying various parameters that are potentially important, we can
generate a causal explanation for observed data.

For this purpose, we use standard exam performances as a proxy for evaluating the true quality of a
cohort of students, comprised of high-performing As, average Bs and Cs, and below-average Ds. This
would be directly analogous to the GREs studies, where in an ideal scenario, we would also want GRE
scores to be a proxy for eventual Time-To-Graduation in graduate students. To simplify the model, let us
also assume that only factors affecting exam performance matters in this model (setting aside other
issues like changes in life priorities, the qualities of the mentor, lab culture, etc.) Then, our model scenario
would be as follows:
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To mimic the lack of correlation found in GRE studies, we specify a model that can explain how no
“apparent” correlations can occur in a group of students with varying levels of quality (A to D grade
students). Suppose a student has to learn 10 topics for a course. Suppose really good students (the real
As) master 9 topics, the above-average students (the real Bs) master 7 topics, the average students (the
real Cs) master 5 topics, the below-average (the real Ds) master 3 topics, and the worst ones (the real Fs)
master 1 topic. Suppose an exam cover 5 out of the 10 topics randomly, each topic is worth 20 marks out
of 100. Then, depending on how many topics a student has not mastered get included in the exam:

A students will get 80–100 marks,

B students will get 40–100 marks,

C students will get 0-100 marks,

D students will get 0–60 marks,

F students will get 0–20 marks.

From this very simple model, we can see that the variance increases toward students in the middle range
of understanding, and tightening at the two extreme ends of understanding.

Based on these assumptions, when a student gets ≥ 80 marks in the exam, she could be an A, B, or C
student, but not a D or F student. There are different probability of A, B, C students getting ≥ 80 marks
that we can derive using hypergeometric probability:

P( ≥ 80 | A)  is read as the probability of obtaining a grade of 80 and above given this is a real A
student. Since P( ≥ 80 | A) = 100%, this can be taken to mean that all real A students will score of 80
and above. While real A students easily obtain grades above 80, real B students also do quite well, with
92%.

Plotting this model should still show a clear negative correlation between examination scores and true
student quality. To introduce more variability, we can specify ranges for correct preparations. We now say
that really good students (the real As) master 7–10 topics, the above average students (the real Bs)
master 6 to 9 topics, the average students (the real Cs) master 5 to 8 topics, the below average (the real
Ds) master 4 to 7 topics. We set aside real Fs for now. Once again, suppose an exam covers 5 out of the
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10 topics randomly, with each topic worth 20 marks out of 100. We also assume there are equal numbers
of A, B, C and D grade students (100 each). Now, we have the following probabilities:

These assumptions allow both very good students and average students for a shot at obtaining grades
of 80 and above. Since there are equal numbers of A, B, C and D grade students, we have an equal 25%
chance for obtaining any of the student categories. Suppose we also know empirically that the
probability of getting a grade of ≥ 80, P( ≥ 80) = 0.525. Given all these information, we can express
the probability of obtaining a particular student category given a grade of ≥ 80 is obtained as:

P(Category | ≥ 80) =
P( ≥ 80 | Category) ∗ P(Category)

P( ≥ 80)

where Category includes A to D. We can now work out the following probabilities:

From these results, students who get ≥ 80 are still mostly A category (Fig. 7a). We also obtain a moderate
negative correlation (corr = -0.44). Visually, we may still pick out the association.

We further modify and expand the model by incorporating more real world beliefs or observations. We
increase the dominance of the centre part of the distribution by assuming that student categories are not
equally distributed. Since students are often graded on a bell curve due to the belief that most people are
average, it may be useful to incorporate normal assumptions on student categories.

We now let extreme A and D category students be relatively rarer (50 each) and moderate B and C
category student be more common (150 each). This change alone is very effective, reducing the
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correlation from − 0.44 to -0.23 (Fig. 7b). But a correlation still exists nonetheless, although it is now
harder to pick this out visually.

Thus far, we assume students study randomly but in truth, students often “spot” questions based on
previous years’ papers or based on personal beliefs. We call these students who are able to spot
questions correctly “muggers”. We could add in a condition to our model to account for these muggers,
by allowing 25% of random “muggers” to correctly spot questions. The model may not be variable
enough due to the limited number of questions being considered (10 of which 5 are examined). We may
increase variability by increasing the number of questions and preparations by increasing it from 10 to
100. Although introducing these assumptions increase “realism”, there is not much signi�cant impact: the
“mugger” assumption does not produce a great enough upward pull for D category students, resulting
still in a negative trend line (corr = -0.23). However, removing the D students will create a weakly
correlated distribution, somewhat similar to the observed GRE plots (Fig. 7c). Interestingly, our GRE plot
(Fig. 2) is also a truncated one as students rejected from the PhD programs in the two studies are not
recorded. It is reasonable to presume that many of them have below-cutoff GRE scores for admission to
those programs.

It is unlikely this model accounts all fuzziness seen in real world GRE scatterplots. However, we show that
even incorporation of a limited set of variables can generate high fuzziness. We certainly should not
expect that the GRE alone is going to be an exact predictor.

There are a few more useful intuitions that we may draw from the model above. As educators, we know
that when two students have “similar” scores (e.g., 90 vs. 85 marks), their understanding of a course is
probably at the same level (i.e., you give them another test, their score might well be 85 vs. 90); and when
two students have a big gap in their test score, their understanding of the course is almost surely at
completely different levels. So, the level of correlation of marks to understanding depends on the “error
bar” of the marks. If error bar is big, there will not be clear correlation. Yet, when we look at the two ends
(e.g., comparing As with Cs, omitting Bs), we will see a clearer association (Fig. 7c). Furthermore, there is
also the question of how many exams is enough to distinguish A and B students. Given the conditional
probability of obtaining ≥ 80 marks for each grade of students, as calculated before, For example, given:

Prob(80+ | A) = 100% ,

Prob(80+ | B) = 92% ,

Prob(80+ | C) = 12% ,

Prob(80+ | D) = 0% ,

Prob(80+ | F) = 0% .

8 exams are needed to reduce the chance of a B student scoring 80 + in all exams to about 50%. This is
because it is too easy for B students to get 80+. If the exam covers more topics (e.g., 60% instead of 50%
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of possible topics), then you will need fewer exams as this makes it harder for B to get 80+. In other
words, ensure that the exam has su�cient coverage. Such considerations may help test designers
develop more robust assessments and more reliably gauge a candidate’s aptitude.

6. Discussions And Recommendations
Scatterplots are useful but be careful how you use them

Scatterplots are invaluable as �rst-pass EDA for identifying correlations. But when no clear patterns are
observable, one should look or check more carefully. In particular:

Be careful of declaring no associations when a correlation is not observed

Be careful of claiming associations when a correlation is observed

Relook at the data from multiple angles and visualizations before concluding no association

For demonstrating enrichments, use the sliding window with the scatterplot or the two-axis median
bisection

As data becomes larger and more complex, we should not rely solely on eye-power or instincts. These
may cause us to miss useful information, or worse, make wrong conclusions.

Summary statistics such as the grand mean or standard deviation may be too general. However, this
does not mean that statistics is useless. On the contrary, statistical analysis coupled with logical
reasoning, is very powerful. The sliding window and the two-axis median bisection can help check our
intuition and overcome our visual limitations.

Focusing purely on correlations and associations is limiting, develop causal models alongside if possible

In the GRE example, we proposed models with underlying mechanisms that generate the apparent
fuzziness. These explanatory models are very powerful, and expands our viewpoint beyond acquired
data. Even with simplifying assumptions, fuzzy distributions similar to the observed data are generate-
able. These factors weaken correlations although an association nevertheless must exist.

There are many other factors in�uencing success. The GRE score is only one data variable, and should be
considered together with other information, in order to build better-quality models. Given our analyses, we
infer that many other contributing variables are even weaker. When outcomes are multi-factorial and
complex, it is senseless to assume a perfect predictive metric exists. Instead, the question should no
longer be about GRE scores being useless, it should rather be about how exam scores can be combined
with other important measures, indicators, and integrated correctly into advanced learning models,
preferably longitudinal types.

As we enter the realm of big data, expecting and deciphering complex relationships (and working
optimally within the constraints of our senses), should become the norm. We may leverage on applying
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domain expertise and hypothesize possible (reasonable) factors that may explain the observation.
Developing causal models prevents us from falling too quickly into the trappings of collected data. It
would also allow us to develop independent models each capable of explaining the observed
phenomena. This exoneration from primary data is critical and allows us to make the leap from
exploratory (merely describing trends) towards prescriptive data science (able to predict and
control/change outcomes). Indeed, as seen in the causation model example, combining the humble
scatterplots with causal reasoning, and connecting these insights with real world practice allows us to
perform some degree of advanced predictive/prescriptive level analytics without large amounts of data or
sophisticated arti�cial intelligence.

7. Conclusions
A scatterplot is often the graph of choice when we need to display the relationship between two
quantitative variables. It is useful for performing exploratory analysis, but can do more than just
identifying correlations. Combining scatterplots with better statistical and logical reasoning, we may
identify interesting but easily missed associations. We may further develop potential causal models that
could give rise to observed scatterplot. Whilst such causal models are not fully representative of reality,
they are useful for generating insights, which may in turn, help guide better decision making and better
insight generation.

8. Materials And Methods
Simulations

All simulations were conducted using R and Microsoft Excel. Codes are available at
https://tinyurl.com/yc3763ar.

Moneta-Koehler Dataset Reconstruction

To reconstruct the quantitative data from Vanderbilt University Medical School between GRE Quantitative
Scores and Time to Graduation, the Digitizer tool in OriginLab was used against the corresponding
scatterplot from Moneta-Koehler et al. In total, 249 discrete data points were distinguishable from said
scatterplot image. Subsequently, we added 69 extra data points with the assumption that their values
match exactly with any of the other 249 data points, to achieve a total of 318 data points as with the
original dataset.

Programmatically, we resampled the data points with the following constraints: (1) all 69 data points fall
within the bottom cut, with a GRE score ≤ 620, and (2) a two-third proportion of data points with a Time
to Graduation of ≤ 6 years, approximately following the global distribution. Without loss of generality,
this resampling process was repeated 1000 times, and the set of data points producing the lowest
correlation coe�cient was retained – to best simulate the no-correlation result obtained by Moneta-
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Koehler et al. [12]. The Petersen et al. dataset was obtained from
https://doi.org/10.1371/journal.pone.0206570.s001 [13].
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Figure 1

Scatterplot variations. (a) Contour plot using the R ‘volcano’ dataset. (b) Hexagonal bin plot using the R
‘diamonds’ dataset. (c) Scatterplot Matrix (SPLOM) using the R ‘iris’ dataset
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Figure 2

The GRE scatterplots and boxplots. (a) Original scatterplot plotting Time to Graduation (years) against
GRE Quantitative Score from Moneta-Koehler et al. [12]. (b) Boxplot series showing distribution of GRE
Quantitative Score against Time to Graduation (years). (c & d) Corresponding scatterplot and boxplot
series using data from Petersen et al., for Engineering GRE (Verbal + Quantitative) Score and Time to
Graduation (years) [13]
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Figure 3

Sliding window procedure overlayed on scatterplot of Time to Graduation against GRE Quantitative
Score. In this case, each window constitutes 20% of the total, with the left blue windows (L1 to L4) each
compared to the red window representing the top 20% (R1). The black horizontal line represents the
global average of approximately 6 years for Time to Graduation
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Figure 4

The two-axis median bisection of a scatterplot showing the number of missing values (y-axis) against
average expression value (x-axis). Although the data points are very widely scattered, there is an
association between expression level and missingness. Splitting the data along the medians on both
axes shows the enrichment relationship more clearly. The odds ratio for missingness of low abundance
proteins is (398/298)/(270/415) = 1.34/0.65 » 2.1

Figure 5

This image is not available with this version.

Figure 6

Manufacturing spurious correlations. (a) A and B are independent variables sampled 100 times from a
normal distribution with mean 0 and s.d. 1. Plotting them against each other (comprising both black and
red dots) shows weak correlations (approx. 0). To produce a spurious correlation, we make A and B non-
independent of each other. Two examples are shown here. In Max(A+B), we �lter for the top 20% of
samples after adding the values of A to B. In Max(A-B), we �lter for the top 20% of samples after
subtracting the values of B from A. The �ltered sample are highlighted in red. Note that plotting the
�ltered samples have produced strong negative and positive correlations for Max(A+B) and Max(A-B)
respectively. (b) To show that results are strongly reproducible, we repeated the �ltering experiment 1000
times. The histograms show the correlation distributions for 3 scenarios: the simulated data without
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�ltering (All), Max(A-B) and Max(A+B). These are highlighted in purple, yellow and green respectively. The
three distributions are almost exclusive of each other, suggesting very high reproducibility. Simple �ltering
rules that force dependencies between variables can easily change non-correlation to strong correlation

Figure 7

Simulations showing how chance factors can “fuzzify” exam performances. (a) Assuming equal
distributions of good to poor quality students (b) Assuming an uneven distribution where half students
are mediocre (B and C), while excellent and poor students (A and D) make up a quarter of total student
cohort each (c) Assuming uneven distribution combined with “mugger” effects without the D grade
students. (d) Binning approach provides a powerful and clearer visualization of (c). (Grade is the obtained
grade for each student. Only the range between 0.8 to 1.0 is shown. The regression line is shown in blue,
with con�dence interval in grey shades)
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