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stabiliser: Variable Selection using a

Permutation-based Objective Stability

Threshold (POST)
by Robert Hyde, Luke O’Grady, and Martin Green

Abstract Identification of variables truly associated with an outcome, whilst minimising false positives,
is critical to any data analysis. This is particularly challenging in wider datasets, where the proportion
of false positives tends to increase as the number of variables increases. Whilst stability selection has
been demonstrated to improve model performance, arbitrary stability thresholds mean performance
improvements are model and dataset dependent. We propose a novel permutation-based objective
stability threshold (POST) to enhance the stability selection procedure. The performance of POST
is evaluated through simulation analysis, and performance benefits of POST are demonstrated in
comparison with conventional approaches. Furthermore, the advantages of statistical triangulation,
the use of multiple models simultaneously, alongside POST are highlighted. To facilitate the implemen-
tation of these methods, we present the R package stabiliser, which is designed to improve inferential
model performance regardless of model type or dataset structure.

Introduction

Inferential conclusions from statistical models are reliant upon the accurate identification of variables
associated with an outcome of interest. Conventional approaches to variable selection often utilise
an initial univariable screening process, followed by stepwise multivariable regression modelling.
Whilst this approach may work acceptably in relatively low-dimensional settings, it performs poorly in
situations where the number of variables (p) approaches or exceeds the number of events in the study
population (n) (James et al., 2017). Conventional stepwise approaches to variable selection have been
demonstrated to perform poorly when the number of events (n) per variable (p) is < 5-10 (Vittinghoff
and McCulloch, 2007). A range of alternate variable selection methods have been developed to
facilitate modeling when p approaches, or exceeds n, and whilst there are many approaches available
such as the modified Bayesian information criterion (mBIC) (Bog, 2008), least absolute shrinkage and
selection operator (Lasso) (Tibshirani, 1996) and minimax convex penalty regression (MCP) (Zhang,
2010), it remains challenging for researchers to ensure final models are not over-fit and the number of
false positive variables selected is minimised.

Stability selection is based on subsampling in combination with selection algorithms, and was
initially developed for variable selection in a high dimensional setting (Meinshausen and Bühlmann,
2010). It has recently been demonstrated to reduce the likelihood of over-fitting in an epidemiological
setting (Lima et al., 2020). Variable selection through stability selection however relies upon an
arbitrary stability threshold (πthr) above which a variable is deemed to have a true association with
the outcome. This arbitrary threshold has been proposed to be set between πthr=0.6 and πthr=0.9
(Meinshausen and Bühlmann, 2010). In the authors experience, however, the performance of stability
selection using thresholds in this range can result in very poor model selection; the optimal stability
threshold appears to be model and dataset dependent. Whilst there have been some attempts to define
less subjective methods to determine an appropriate stability threshold in highly correlated genomic
datasets (Kim et al., 2020), an issue of missing variables truly associated with the outcome remained.
This paper describes an approach to conduct stability selection that incorporates a method to calculate
an appropriate stability threshold for a given dataset or model.

In addition to robust variable selection within individual models, there is a strong argument for the
use of multiple models within analytical pipelines; triangulation (Lawlor et al., 2016; Lima et al., 2021).
The rationale for triangulation is that selection of the same variables by multiple different modelling
approaches increases confidence in the robustness of the associations identified (Lawlor et al., 2016).
The incorporation of results from multiple models within a single framework can be challenging both
to implement and interpret, and we propose a straightforward method, linked to selection stability, to
achieve this.

This manuscript describes and illustrates implementation of a new pipeline for covariate selection
in high dimensional data. We describe implementation of stability selection in conjunction with both a
permutation-based objective stability threshold (POST) and multiple model triangulation using the
stabiliser package.
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Methodology

Stability selection

To implement stability selection in combination with POST, we firstly implement stability selection
using conventional bootstrapping (Efron and Tibshirani, 1994) and follow principles described pre-
viously (Meinshausen and Bühlmann, 2010). The concept of stability selection is straightforward;
covariate stability is measured as the proportion of times a given covariate is selected by a given model
across a relativley large number of bootstrap resamples with the most “stable” variables being selected
as being truly associated with the outcome. The distributions of coefficients for each variable can be
derived from values across bootstrap samples in which a variable is selected. A ‘bootstrap p-value’ has
been defined as the smallest proportion of non-zero coefficient values on one side of zero. A summary
of steps in the stability selection process is shown in Figure 1.

Figure 1: The stability selection process

Permutation-based objective stability threshold (POST)

Whilst it has been shown that as covariate stability increases there is a reduced probability that the
covariate is a false positive (Meinshausen and Bühlmann, 2010), the question remains of how to
identify an appropriate stability threshold above which variables are selected in a final model. For
this we introduce estimation of a permutation-based objective stability threshold (POST). The steps to
calculate POST are as follows. First we permute the outcome variable; by permuting the outcome we
sever ties between the outcome and explanatory variables whilst maintaining the overall structure
of the explanatory variables. We repeat this procedure 5 times, although this can be increased for a
more accurate determination of the POST at the expense of increased computational cost. We then
conduct stability selection on each permuted dataset, using a reduced number of bootstraps (20 per
set by default), and the stability of each variable within each permuted dataset is calculated.

The maximum covariate stability in each permutated dataset is determined, and the mean of these
maximum values used as an estimate of the highest variable stability that would be expected when
no true relationship is present between outcome and predictor variables. The mean of the maximum
stability values across permuted datasets is used as the threshold, POST, against which the stability of
variables in the true dataset are compared (Figure 2). Variables in the non-permuted data that have a
stability value in excess of the POST are inferred to be truly associated with the outcome; variables
past the POST are deemed “stable” and selected in a final model.
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Figure 2: Permutation-based objective stability threshold (POST)

Triangulation

To triangulate stability selection across different model types, both stability selection and permutation-
based stability selection are conducted. The stability of each variable is calculated as described above,
however this is conducted simultaneously across all model types being triangulated. For example, a
variable being selected in 90/100 resamples for Lasso and 10/100 resamples for mBIC would have
a triangulated stability of 100/200 = 50%. A similar approach is taken to calculate the POST for a
triangulated model; each permuted dataset is used to calculate a maximum covariate stability but this
is averaged across all model types. Therefore, triangulation represents a stability selection equally
weighted across all model types included.

stabiliser package usage

simulate_data()

To facilitate user comparison of various model types and approaches, the stabiliser package includes
a function to simulate datasets, adapted from code presented in the knockoff package (Barber and
Candès, 2015). Datasets of a given size can be simulated, with the ability to include a specified number
of variables that are known to be truly associated with the outcome variable, at a specified signal
strength. A dataset of of 250 observations and 250 variables can be simulated as follows, with 4
variables being truly associated with the outcome variable at an amplitude of 6.

simulated_df <- simulate_data(

nrows = 250,

ncols = 250,

n_true = 4,

amplitude = 6

)

stabilise()

The stabilise() function of the stabiliser package performs stability selection on a specified range of
models. This function runs stability selection on both the original data through bootstrap resampling
as shown in Figure 1, and also on the permuted dataset, as described in Figure 2, to determine the
POST.

Outputs from this function include a “stability” table, where variables are ranked by stability.
Variables with a non-permuted stability past the POST are deemed “stable” and are selected in the
final stability selection model.

stabilise() can be used as follows:
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stabiliser_output <- stabilise(

outcome = "outcome",

data = simulated_df,

models = c("lasso")

)
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Model results are subsequently available as follows:

stabiliser_output$lasso$stability

#> # A tibble: 251 x 7

#> variable mean_coefficient ci_lower ci_upper bootstrap_p stability stable

#> <chr> <dbl> <dbl> <dbl> <dbl> <dbl> <chr>

#> 1 true_V101 0.307 0.143 0.487 0 100 *

#> 2 true_V154 0.302 0.167 0.442 0 100 *

#> 3 true_V68 0.255 0.137 0.387 0 100 *

#> 4 true_V7 0.251 0.153 0.356 0 100 *

#> 5 junk_V31 0.113 0.0143 0.230 0 94 <NA>

#> 6 junk_V60 -0.113 -0.258 -0.0114 0 88 <NA>

#> 7 junk_V145 -0.108 -0.248 -0.0220 0 86 <NA>

#> 8 junk_V148 -0.104 -0.253 -0.00922 0 82 <NA>

#> # ... with 243 more rows

The POST is available as follows:

stabiliser_output$lasso$perm_thresh

#> [1] 97

triangulate()

Our confidence that a given variable is truly associated with a given outcome might be increased if it
is identified in multiple model types. triangulate() identifies which variables are most likely to be
truly associated with an outcome across all models.

The stabiliser package allows multiple models (currently Lasso, mBIC, MCP and elastic net are
available) to be run simultaneously; the desired models are selected using the “models” argument.

stabiliser_triangulated_output <- stabilise(

outcome = "outcome",

data = simulated_df,

models = c("lasso", "mbic", "mcp")

)

The triangulate() function can then be applied to the resulting model object.

triangulated_stability <- triangulate(stabiliser_triangulated_output)

stab_plot() allows visualisation of both stabilise() and triangulate() outputs, with the POST
shown as a vertical line in the following plot as shown in Figure 3. Since this example uses a simulated
dataset, we have additionally coloured data points by whether variables are truly associated with the
outcome; True or Junk.

stab_plot(triangulated_stability)

Simulation study

In this section, we present a simulation study to illustrate the performance of a variety of model types
with both conventional stability approaches, the POST method, and triangulation.

There are many regularisation methods available. Here, we will use the Lasso algorithm from the
glmnet package, MCP using the ncvreg package and mBIC from the bigstep package.

Performance was evaluated for each dataset using conventional regularised approaches, stability
selection with a preset threshold where πthr=0.8, and the use of POST using the stabiliser package.
Datasets with a variety of variable numbers were simulated. Variable numbers of 50, 250, 500 and
5,000 were used, with the observation number of variables fixed at 250. This was intended to show
model performance at p<n (specifically p=n/5 (Vittinghoff and McCulloch, 2007)), p=n, p>n and p»n
respectively. Predictor variables were simulated with standard normal distributions, and the outcome
was an approximately normally distributed continuous variable calculated from the “true” predictor
variables with a defined signal strength. The simulate_data() function was used to simulate datasets
and 100 simulated sets were generated for each dataset size.
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For clarity, the authors have intentionally fixed the number of “true” variables in the df_signal
datasets at 0, 8 or 16, with a constant signal amplitude for all true variables of 6. No correlations
between variables were introduced, and correlations within the dataset are present by chance only. In
the authors’ experience the trends demonstrated in the current manuscript are similar across datasets
of varying size, correlations and numbers of true variables. Presenting an exhaustive comparison of
all potential combinations of rows, columns, correlations and model types is not the aim of this article,
and the code provided will facilitate this exploration for the interested reader.

The modelling methods implemented, Lasso, mBIC and MCP were either applied using their
original methodology (“conventional”), or using stability selection with a pre-defined stability thresh-
old where πthr=0.8 (“stability (0.8)”). The latter threshold was used to provide an example of a
subjective stability threshold as previously recommended (Meinshausen and Bühlmann, 2010). A
further approach was conducted using the stabiliser package to conduct stablity selection using POST
(“stabiliser (POST)”) rather than the arbitrary threshold πthr=0.8. The stabiliser package was also
used to perform triangulation across all three model types (“stabiliser (POST) triangulated”).

The performance of each modelling approach was assessed by evaluating the balance between
true positive and false positive covariate discoveries (Storey and Tibshirani, 2003), using the false
discovery rate (FDR) and the true positive rate (TPR). For datasets with no true variables present,
the false positive rate (FPR) was used for comparison between models. The FDR, FPR and TPR were
defined as follows, where true/false positives and true/false negatives are represented by TP, FP, TN
and FN respectively:

FDR = FP / (TP + FP)

FPR = FP / (FP + TN)

TPR = TP / (TP + FN)

Datasets with 8 true variables

Results of the simulation with 8 true variables are presented in Table 1 and Figure 4. Although
Lasso selected nearly 100% of true positives in all datasets, there was an extremely high rate of false
discoveries, with an FDR ranging between 0.58-0.87, i.e., 58-87% of variables selected were false
positives. The use of stability selection with a threshold πthr=0.8 substantially improved model
performance with Lasso, decreasing the FDR to 0.07-0.42 whilst maintaining a high TPR (Table 1).
The use of stability selection in combination with POST, implemented through the stabiliser package,
further improved model performance by further reducing the FDR. The FDR using POST was 10-20x
lower than the FDR of the conventionally implemented Lasso (i.e., without stability selection) for all
datasets with p>=250, with only a small reduction in TPR.

mBIC models generally had relatively low FDR, but often at the expense of TPR, particularly in
datasets with higher numbers of variables. Stability selection (0.8) generally performed poorly, with
lower TPR values across all datasets. mBIC applied through stabiliser using POST improved TPR
but with a small increase in FDR. This trade-off was more noticeable in datasets with lower numbers
of variables, where stabiliser (POST) mBIC resulted in an FDR of 0.05 compared with 0.002 using
a conventional approach, albeit with an increase in TPR from 0.94 with the conventional approach
to 1.00 with stabiliser (POST). This difference between FDRs was less pronounced in the dataset
with 5,000 variables, with the FDR of stabiliser (POST) mBIC only increasing to 0.02 from 0.01 in the
conventional approach, with an increase in TPR of 0.62 to 0.71.

MCP models had relatively high FDR across all dataset sizes. This was generally improved by
both stability (0.8) and stabiliser (POST) approaches, however stability MCP performed relatively
poorly in datasets with high numbers of variables, with a TPR of only 0.36 in 5,000 variable datasets.

Triangulated stability selection with POST through the stabiliser package generally performed
very well, especially in datasets in which p>=250. Overall, it provided a consistently good balance
between FDR and TPR whilst achieving relatively good values for both.

To illustrate the variation in error rates across repeated data simulations, error rate distributions
from the different modelling approaches for all simulated datsets are illustrated in Figure 4.
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50 Variables 250 Variables 500 Variables 5,000 Variables
Model Method (threshold) FDR TPR FDR TPR FDR TPR FDR TPR
Lasso Conventional 0.58 1.00 0.76 1.00 0.80 1.00 0.87 0.99

Stability (0.8) 0.34 1.00 0.42 1.00 0.33 1.00 0.07 0.81
Stabiliser (POST) 0.21 1.00 0.06 0.95 0.05 0.94 0.05 0.78

mBIC Conventional 0.00 0.94 0.00 0.91 0.00 0.88 0.01 0.62
Stability (0.8) 0.00 0.67 0.00 0.53 0.00 0.42 0.00 0.10
Stabiliser (POST) 0.05 1.00 0.02 0.96 0.02 0.94 0.02 0.71

MCP Conventional 0.27 1.00 0.44 1.00 0.54 1.00 0.70 0.99
Stability (0.8) 0.06 1.00 0.00 0.98 0.00 0.91 0.00 0.36
Stabiliser (POST) 0.13 1.00 0.04 0.98 0.03 0.97 0.01 0.78

Triangulated Stabiliser (POST) 0.11 1.00 0.03 0.98 0.02 0.96 0.02 0.78

Table 1: Mean false discovery and true positive rates by model, method and variable numbers where
8 variables are truly associated with the outcome, over 100 repeats.
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Figure 3: False discovery and true positive rates by model, method and dataset size for datasets with 8
true variables truly associated with the outcome across 100 repeats.

Datasets with 16 true variables

Results of the simualtion with 16 true variables are presented in Table 2 and Figure 5 and were
similar to those in which 8 true variables were simulated. Again, stability (0.8), stabiliser (POST)
and stabiliser (POST) triangulated vastly improve the performance of a conventionally implemented
Lasso, providing significant reductions in FDR. stabiliser (POST) resulted in 15-40x lower FDR of
a conventionally implemented Lasso model for all variables >=250. The improvements in TPR of
stabiliser (POST) for mBIC were more substantial than for 8 true variable datasets, with stabiliser
(POST) increasing TPR from 0.59 for a conventionally implemented mBIC model to 0.76 for mBIC
stabiliser (POST) for 250 variable datasets, at the cost of an increased FDR remained constant at 0.01.
Conventionally implemented MCP models were again relatively similar in performance to Lasso;
generally resulting in an excellent TPR, at the expense of a mean FDR ranging from 0.17-0.61 depending
on dataset size. stabiliser (POST) triangulated performed well across all datasets, maintaining a low
FDR and high TPR agnostic to dataset size.

Trends across methods were again relatively similar, although none of the models were able to
achieve high TPR in the 5,000 variable datasets without extremely high FDR (Figure 5).
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50 Variables 250 Variables 500 Variables 5,000 Variables
Model Method (threshold) FDR TPR FDR TPR FDR TPR FDR TPR
Lasso Conventional 0.48 1.00 0.71 1.00 0.77 1.00 0.86 0.96

Stability (0.8) 0.27 1.00 0.28 0.99 0.17 0.98 0.07 0.46
Stabiliser (POST) 0.19 1.00 0.03 0.92 0.02 0.86 0.06 0.41

mBIC Conventional 0.00 0.76 0.01 0.59 0.00 0.46 0.02 0.15
Stability (0.8) 0.00 0.35 0.00 0.15 0.00 0.09 0.00 0.01
Stabiliser (POST) 0.03 0.94 0.01 0.76 0.01 0.65 0.03 0.28

MCP Conventional 0.17 1.00 0.41 1.00 0.49 1.00 0.61 0.96
Stability (0.8) 0.04 1.00 0.01 0.91 0.00 0.71 0.00 0.05
Stabiliser (POST) 0.10 1.00 0.02 0.95 0.00 0.88 0.03 0.35

Triangulated Stabiliser (POST) 0.09 1.00 0.01 0.92 0.00 0.84 0.04 0.37

Table 2: Mean false discovery and true positive rates by model, method and variable numbers where
16 variables are truly associated with the outcome, over 100 repeats.
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Figure 4: False discovery and true positive rates by model, method and dataset size for datasets with
16 true variables truly associated with the outcome across 100 repeats.

Datasets without signal

In datasets without signal (i.e., no “true” variables), a conventionally implemented Lasso resulted
in a relatively high FPR across datasets (Table 3), resulting in 2-10 variables being selected in final
models, despite no true variables being present. Stability (0.8), stabiliser (POST) and stabiliser (POST)
triangulated were effective at reducing FPR. Whilst differences were relatively small in 50 variable
datasets, the differences in 5,000 variable datasets were stark, with stabiliser (POST) and stabiliser
(POST) triangulated approaches resulting in 0 false positives, compared with 10 false positives being
selected with a conventionally implemented Lasso model. Conventional MCP also had a tendency to
identify false positive variables, although to a lesser degree than Lasso but again perofrmance was
improved through use of stability selction. Conventional mBIC did not identify any false positive
variables in any of the simulated analyses.
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50 Variables 250 Variables 500 Variables 5,000 Variables
Model Method (threshold) FPR (N) FPR (N) FPR (N) FPR (N)
Lasso Conventional 0.03 (2) 0.01 (4) 0.01 (7) 0.00 (10)

Stability (0.8) 0.04 (2) 0.02 (6) 0.01 (5) 0.00 (1)
Stabiliser (POST) 0.03 (1) 0.00 (0) 0.00 (1) 0.00 (0)

mBIC Conventional 0.00 (0) 0.00 (0) 0.00 (0) 0.00 (0)
Stability (0.8) 0.00 (0) 0.00 (0) 0.00 (0) 0.00 (0)
Stabiliser (POST) 0.01 (1) 0.00 (0) 0.00 (1) 0.00 (0)

MCP Conventional 0.01 (1) 0.01 (2) 0.01 (3) 0.00 (3)
Stability (0.8) 0.00 (0) 0.00 (0) 0.00 (0) 0.00 (0)
Stabiliser (POST) 0.02 (1) 0.00 (0) 0.00 (1) 0.00 (0)

Triangulated Stabiliser (POST) 0.02 (1) 0.00 (0) 0.00 (1) 0.00 (0)

Table 3: Mean false positive rates by model, method and variable numbers where no variables are
truly associated with the outcome, over 100 repeats.

Discussion

The purpose of this paper was to illustrate that stability selection in conjunction with POST can
provide a method of variable selection with low false discovery rates, whilst maintaining a high rate
of detection of true variables. When compared to conventional approaches, improvements in error
rates were identified across a range of dataset sizes and model types. The implementation of POST
alongside stability selection provides a threshold that appears both model, and dataset agnostic. The
use of triangulation within stabiliser can result in further improvements in performance, and whilst
both stabiliser (POST) and stabiliser (POST) triangulated will not be the absolute optimum approach
for every dataset, for these simulated data they outperformed conventional methods in the majority of
cases. There are of course situations where stabiliser (POST) and stabiliser (POST) triangulated are
not likely to outperform conventional approaches, for example in datasets in which n is large relative
to p. As shown in Table 1, for datasets with 50 variables and 8 true variables, a conventional mBIC
approach resulted in an FDR of 0.00 and a TPR of 0.94, compared with a poorer FPR of 0.11 with
stabiliser (POST) triangulated albeit with an improved TPR of 1.00. It is likely that stabiliser (POST)
and stabiliser (POST) triangulated approaches are not required for such narrow datasets.

The stabiliser package was developed to provide a means to limit FDR in data when p is rela-
tively large with respect to n. It is noteworthy from the simulation study that whilst stabiliser often
outperformed conventional approaches, the effect was even more marked as the number of available
variables increased. Therefore, the specific dataset simulated appeared to have an important effect on
conventional model performance but less when the stabiliser (POST) method was used. It is worth
noting that TPR were generally lower for datasets with 16 true variables than datasets with 8 true
variables, for example the TPR of models in datasets with 16 true variables was generally around
half that of models in datasets with 8 true variables. This is perhaps unsurprising given the “bet on
sparsity” principle (Hastie et al., 2015), that suggests for causal variables to be identifiable (by any
model), a relatively small number of predictor variables have to be responsible for most of the effect
on the outcome of interest.

In this manuscript we have illustrated that the arbitrary threshold of 0.6-0.9 previously suggested
for stability selection (Meinshausen and Bühlmann, 2010) is not always appropriate, and depends
on the dataset size and model type. In fact this is intuitive from the general sparseness/greediness
exhibited by different model types, where a threshold for the relatively “greedy” Lasso (which
generally results in variables with relatively high stability values) might be completely inappropriate
for the relatively “sparse” mBIC, which generally results in variables with relatively low stabilities.
The POST implemented within stabiliser provides a threshold that is dataset and model type agnostic.
Whilst the implementation of stability selection in conjunction with a POST appears to perform well
in linear regression models, the authors recognise there are many other areas of statistical analysis that
might benefit from this approach.

Whilst triangulation appeared a generally safe approach in this study, it is of course entirely
dependent on the models being triangulated. The principle of triangulation is that if the results
of different approaches point to the same conclusion, greater confidence can be attributed to the
findings (Lawlor et al., 2016), in this case the variables selected. However, the usefulness of statistical
triangulation will be dependent on the types and complexity of the data and the inherent biases and
assumptions of the methods used. We believe that statistical triangulation has the potential to be of
value in many analytic situations, by comparing and merging the results of multiple methods and
is likely to enlighten rather than conceal truth within the data. Future developmental work for the
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stabiliser package include the incorporation of these methods into logistic and random effects models,
and to further compare performance with alternative methods such as knockoffs (Barber and Candès,
2015).

Conclusions

The identification of variables truly associated with an outcome, and minimising the false identification
of variables not associated with an outcome is critical to any data analysis. Whilst stability selection
often improves the true positive and false discovery rates of conventional models, the use of an
arbitrary threshold means this does not translate across different model types and datasets. The
stabiliser package provides a simple structure to apply the benefits of stability selection to different
model types, and uses a novel method to identify a permutation-based objective stability threshold
(POST) which is agnostic to both model type and dataset structure, as well as providing the ability to
incorporate the results of multiple model types through triangulation.

Availability

The latest stable release of stabiliser is available on CRAN, and a development version is available at
github.com/roberthyde/stabiliser
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