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Abstract: The functional testing technique has been widely

applied to reveal unknown faults in the software caused by

programmer mistakes. Nevertheless, in autonomous data pro-

cessing systems with highly variable inputs and outputs, such

as embedded applications, data streams, andmachine learning

algorithms, the non-functional testing helps to reveal unknown-

nontrivial faults in the deployment of software products. This

paper addresses the detection of unknown code-faults by em-

ploying performance analysis as a non-functional requirement

without predefined test cases, test oracles, or source-code anal-

yses. The premise is that code-faults change demands for hard-

ware resources during software execution, and a novel testing

methodology can automatically detect them. This paper pro-

poses the Tricorder testing methodology for automating work-

load characterization anddetecting potential performance ano-

malies, caused by code-faults in autonomous data processing

systems. Tricorder evaluates the performance profiles of hard-

ware regarding the detection of the source code-faults. DAM-

ICORE is a non-parametric multipurpose clustering methodol-

ogy that offer support for Tricorder to group performance pro-

files of the software under testing and identify performance

anomalies using non-parametric data in unsupervised learning
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based on Normalized Compression Distance (NCD). Tricorder

reveals unknown source code faults, with no specialist to deter-

mine standards for input and output data, previous models in-

herent to architecture, test case creation, or workload charac-

terization. We evaluate the capability of Tricorder in revealing

faults through experiments based on three benchmarks: cryp-

tography system, machine learning algorithm, and data stream

processing server. Tricorder detects faults even under various

workloads for different applications in our experiments. Tri-

corder helps the maintenance phase of the software develop-

ment life cycle, providing additional information regarding the

proper functioning of the application release before and after

the updating process. This study contributes to the cost re-

duction of regression testing during the maintenance phase of

autonomous data processing applications and can be used as

a complementary testing technique.

Keywords: Functional Software Testing, Performance Analysis, Test Automation, UnsupervisedMachine Learning,

DAMICORE

1 | INTRODUCTION

Functional testing is a technique used to design test cases in which the program or system is regarded as a black box.

In this approach, implementation details are not considered, and the software is evaluated from the user’s point of

view concerning its functionalities.

Test inputs are selected for functional testing to be applicable in terms of cost and time. Testing the program with

all possible inputs (exhaustive testing), in theory, would be able to reveal all the defects in the program. However, the

input domain can be infinite or too large tomake the test activity time feasible, whichmakes this alternative unfeasible

from a practical perspective. This limitation of the testing activity, which does not allow us to say, in general, that the

program is correct, led to the definition of distinct testing techniques and the various criteria for each of them [1].

The three most known testing techniques are Structural (or white-box testing), Functional (or black-box testing) and

Error-based [2]. Testing techniques have different features; however, a common point between them is the high

cost associated with the generation of test cases (input data and expected outputs) and the analysis of the outputs

obtained in the test (test oracle) [2] [1]. Considering costs, an advantage of the functional technique criteria is that they

only require the product specification to derive the test requirements to be applied interchangeably to any program.

However, as the functional criteria are based on the specification, they cannot ensure that critical and essential parts

of the code have been covered. [3]

Functional testing can also take into account non-functional requirements. Non-functional tests are the field

of functional testing focused on evaluating non-functional aspects of the application, such as performance, security,

stability, and usability. As with functional tests, these also depend on the existence and adequacy of previously

established requirements [2].
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Performance testing is a test that evaluates one of the non-functional aspects of software systems, usually in the

form of measuring resource usage throughout the execution of the application. It can be applied at any stage of the

development cycle, as long as the necessary conditions are met, although it is usually applied in the user acceptance

and maintenance phases in a production environment. The measurement must be made by an application that has

already met the functional requirements. [2]

It is challenging to establish the non-functional performance requirements of an application correctly. Although

easy to measure, specifying benchmark performance measures for an application is far from trivial [4]. For perfor-

mance tests, an understanding of the system and an adequate load characterization are necessary to establish reli-

able metric values to represent the expected operation of the application, and potential problems [2]. Performance

measures are often left out of the testing activity for these and other reasons.

However, even in the absence of performance requirements, performance measures, particularly the use of re-

sources, can give us valuable information about the proper functioning of the application, especially in the mainte-

nance phase, and the possible existence of software faults, inserted into the production environment [1].

Many software faults result in failures that directly impact resource utilization. Trivial failure like deadlocks or

starvation can be easily identified visually by a resource monitor. Other more complex failures, such as a memory

leak, may require comparison data. These faults can theoretically be identified by their impact on the measurement

of resource usage against the expected performance profile of the application.

The oracle problem [1] lies on the cases where the expected output is non-trivial, for example unsupervised

machine learning algorithms or real-time stream data processing. In those cases may be challenging (or too costly) to

testing using traditional test cases. Besides, not every fault causes wrong outputs [5].

This paper proposes using data related to the demand on computational resources to reveal, in an automated way,

unknown code faults inserted at production software updates. Our proposal focuses mainly on applications whose

invalid outputs are not trivially detached from valid ones when analyzed by a test oracle. We investigate these three

research questions:

• Do executions of a faulty update of a software library affects the demand for computing resources compared to

the original version?

• Can software applications with unavailable source code and not trivial outputs be classified into correct and

incorrect, according to their respective demand on resources, despite their high variability?

• Can non-functional testing based on performance requirements be automated to reduce regression testing costs?

The use of machine learning, especially data mining, enables the clustering of large data volumes to determine

patterns. Unsupervised learning is considered an attractive approach since it requires no additional information, apart

from the actual data, to be classified [6]. Clustering with unsupervised learning identifies similarities by isolating data

set sample groups. DAMICORE is a generic tool that produces such clusters for different types of non-parametric data

using a Normalized Compression Distance (NCD) [7]. It finds similarities in data according to their compressed and

uncompressed sizes.

With a focus on autonomous data processing applications, this work analyses such questions and proposes Tri-

corder, a software testing methodology based on performance anomalies. Tricorder uses DAMICORE clustering tool

to automate both workload characterization and detection of potential faults.

Tricorder neither uses prerequisites for the testing software nor analyzes functional results of the expected out-

puts of the computation performed; it only considers the performance quantified from monitors on the platform

demand. No test cases or distinctions between development and production environments are necessary. Moreover,



4 Vitor Silva Montes et al.

Tricorder does not require the help of experts in tests to select test cases and analyze outputs (oracles).

We apply the Tricorder to identify faults inserted in three different benchmark applications: cryptography, ma-

chine learning, and a server processing data streams. In a systematic way, and without using the source code, we

were able to identify faults in the application despite the variety of workloads. The results showed efficacy in identify-

ing performance anomalies caused by faults of different categories. In addition, the entire workload characterization

process could be automated, and anomalies are identified without specifying triggers and limit values.

The remainder of the paper is organized as follows. Section 2 characterizes the problem this paper solves re-

lated to testing autonomous systems that accept inputs with different data types. Section 3 provides an overview of

the related work. Section 4 presents the Tricorder Testing Methodology, describing its components and usage. Sec-

tion 5 describes the three experiments performed to validate the proposed methodology, considering Cryptography,

Machine Learning, and Data Stream Processing Applications. Section 6 addresses our main results obtained from ex-

periments. Section 7 analyzes the results with the Tricorder methodology in general and for each experiment. Finally,

Section 8 provides the paper concluding remarks and suggests future work.

2 | PROBLEM CONTEXT

Autonomous data processing systems, such as unsupervisedmachine learning algorithms, telemetry, and video stream-

ing, usually accept distinct input data types. Such data are continuously processed by protocols and interfaces that

consume computing resources. Autonomous systems generally run around the clock and with variable use of re-

sources. They also commonly use external libraries for processing, which have frequent updates and patches in open

or closed source code. These updates can (and often do) insert new errors into the code that are difficult to identify,

as they are third-party code whose functional and performance requirements are not always available. Identifying

functional or performance failures in these situations requires careful analysis and high operating costs.

This study focuses on automating the workload characterization process for autonomous software systems that

continually process distinct data types. The initial objective of automation is to define performance profiles for the

software in the final execution environment, where the expected workloads will be processed.

The performance profiles are applied to characterize how a supposedly correct software uses the computing

resources, such as CPU, memory, and I/O. Given this "standard" usage, it is expected to be able to reveal, in the

future, anomalous behaviors of the same software that has recently received updates, and traditional software testing

techniques did not reveal eventual new faults.

The performance profile generation is made without previous knowledge about performance requirements, pre-

defined resource usage limits, or other performance metrics. Also, no information about the source code is used.

The Tricorder methodology proposed in this paper is applies to programs that:

• have one or more data processing modules with unavailable source code, and deal with frequent updates;

• have a well-tested production version of all applications, including their external modules;

• work autonomously and responsively (e.g., as embedded stream-on-demand processors);

• do not impose performance requirements;

• do not know the resource’s usage for different entries;

• are deployed in a production environment, subject to current workload conditions; and

• have a limited number of possible entries or, at least, entries that can be separated into categories.
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The workload characterization can be automated in a production environment with the use of real inputs. The

results are the reference for the creation of a resource-usage profile, whose data are automatically used for the iden-

tification of significant performance changes, caused by a code fault inserted after the software monitoring.

Tricorder uses unsupervised machine learning to define performance profiles that allow it to detect failures au-

tomatically, without the need to design more test cases tied to traditional software testing techniques. The focus is

on failures caused by code defects in external libraries that cause detectable performance anomalies, which may go

unnoticed in outputs with valid ranges of values.

3 | RELATED WORK

Performance issues often arise in production environments. For example, Mozilla developers have fixed 5 to 60

performance issues monthly over the past ten years [5]. Such cases are difficult to avoid since few studies and tools

help find these issues. We present in this section the main papers found in the literature related to this topic.

Becker et al. (2004) approach the performance prediction, including third-party deployment software. Their

study shows the applicability of some performance prediction methods for developing component-based systems

and contrasts their inherent strengths and weaknesses in different engineering problem scenarios. The authors also

mention the main difficulties of applying those to real-world industrial software [4] .

Marijan, Gotlieb, and Liaaen (2019) bring the problem of the Continuous Integration of highly configurable soft-

ware [8]. They use traditional testing approaches to reduce the costs of regression tests of complex systems with

frequent updates. Their study lies on the same challenges, although the solution is different when compared to our

study, from both the test and machine learning points of view. For instance, our target scenario comes after the

deployment, as a plus testing approach with an automatic monitoring tool, while theirs aims to help the deploying

activity. Our work also helps the scenario where it is not simple to execute an entire testing process for each update,

for example, in some embedded systems without continuous integration.

Patel and Hierons (2018) bring testing approaches to the problem of non-testable systems. Even being a good

survey of techniques, the paper only focuses on test cases comparing the expected output of applications. The

absence of an oracle is mitigated by correct output estimation. Our study differs by not using the expected output

but monitoring performance measurements for testing criteria..

Ningfang et al. (2008) and Cherkasova (2009) introduced ametric called Application Signature for the comparison

of performance from old and new releases of applications in a production environment [9, 10]. They focused onWeb

server testing, using transaction measures as a critical analysis metric. Their learning techniques are based on both a

statistical treatment of measures and an ad-hoc objective approach and use metrics from a workload characterization

study. On the other hand, our study also includes the workload characterization step but does not depend on numer-

ical normalization processes for statistical analyses. Therefore, it can test autonomous data processing systems with

distinct measurements and formats representing significant system behaviors.

Dean et al. (2012) used a technique called Unsupervised Behavior Learning (UBL) to detect and predict perfor-

mance anomalies in cloud infrastructures [11]. They analyzed performance issues on large distributed servers using

unsupervised learning techniques for black-box testing of applications and automated part of the process, including

workload characterization. Our proposal is different since it is cross-platform, runs in any environment, including small

embedded systems, and detects anomalies in vendor libraries external to the local part of the system.

Ghaith (2015) proposed a solution for performance anomaly detection, dealing with workload variation based on

a concept called Transaction Profile [12]. They used systemmodeling to estimate the expected values of performance
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metrics, regardless of workload variation. Our study differs from theirs since it neither relies on a conceptual model of

the test application nor uses transactions as performancemetrics. We apply unsupervised clustering in the automation

of the workload characterization process.

Focusing on deployed software in a production environment, Baah (2006) and Attariyan (2012) also worked with

performance analyses of real applications; however, their tests are not black-box testing and use code instrumenta-

tion [13] [14]. Due to the inherent complexity of code instrumentation, the performance testing activity is often as-

signed to programmers. Our proposal requires no application or software testing expert to detect an anomaly caused

by a fault. We used fault injection for validation purposes in our study. Other studies have employed it to choose

faults that result in detectable performance failures without changing the expected application output. Nanavati et al.

(2015) use memory-based fault-injection to automate the detection of memory-related failures. We have extended

their study by using real-world performance issues, based on industry experience, toward defining common-problem

categories to be detected.

Tricorder methodology differs from all the studies mentioned above in proposing the detection of code faults

based on performance anomalies in black-box data processing applications with no specialist or knowledge of the

internal architecture of the tested program.

4 | TRICORDER TESTING METHODOLOGY

The Tricorder methodology is a technique made to automate the workload characterization activity and enable appli-

cation performance metrics without performance requirements. It also automates the clustering process of acquired

performance data and checks for differences, regardless of the data format used. The defined criteria can be used to

alarm possible performance anomalies in the updated software in the production environment.

The Tricorder consists of monitoring one or more performance metrics periodically over a defined interval of

execution of the program under test. Each set of measurements is called the execution sample related to a particu-

lar workload. Since performance measurements generally have no deterministic values, we repeat the measurement

several times for the same workload. By repeating this process for all available workloads, we create a set of mea-

surements representing the application performance profile. These measurements are based on the same program

version, which acts as a referral program that we consider correct (without known faults). DAMICORE groups profiles

with different workloads to generate clusters of similar supposedly correct executions [7].

The next step considers new program versions developed for looking for bugs, applying improvements, or adding

features. We continue to monitor the changed program; however, these measurements are called test measurements

and have a different nomenclature than the reference ones. Such test measurements are then grouped with the

previous reference measurement groups using the DAMICORE tool.

Finally, we apply the Tricorder criteria to identify the presence of anomalous clusters. If there are no new groups

with anomalous executions, we assume that the altered version of the application has a performance profile similar to

the original. However, if there are one or more anomalous clusters, it can mean the presence of change that caused

application performance change or the existence of a new unclassified workload.

4.1 | Monitoring

Tricorder has focused on the most common metrics for resource monitoring (CPU, RAM, and disk I/O usage) to define

the data-set representing the software performance behavior. Such metrics are usual for many running applications
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on different platforms (hardware and system software) and were collected through sampling at a fixed rate [2].

Different monitoring tools and libraries for performance evaluation show different features and limitations [15]

[16]. Windows Performance Monitor, for example, has a 1 Hz maximum sampling rate [15], and other more powerful

tools also show some complex configuration overhead. To make the solution cross-platform and ready to use, we

have developed Thermometer, our monitoring tool developed with the psutil python library [16] for monitoring and

collecting the testing application. This library provides up to 10 Hz data sampling with low impact and offers the most

available resource information for the system and a specific running process.

Thermometer automatically identifies the presence of the running target process, whether it is correct or not, and

registers the instant use of CPU, RAM, and the hard-disk writing, count in a CSV file, at a 10 Hz frequency. It also

generates normalized graphics of measures to help us analyze the results.

The metrics used by the Thermometer’s are:

• CPU usage: sum of percentages from each CPU core. Our experiment can vary from 0 to 800 (100% of each of

8 CPU cores).

• RAM usage: total in MB of usage. In our experiment, it can vary from 0 to 8000 MB.

• I/O reads/writes: total reads and writes on HD at each interval. There are no limits to these values.

The non-normalization of the data is a vital characteristic of the method. Data are not normalized and need not

be, as the method is not based on quantitative analysis of numerical values but rather on comparing data of any kind.

The data are in the usual human visualization formats, such as percentages and operation counters.

The monitoring period can also be tuned for the testing process. Our proposal does not restrict the appropriate

monitoring interval for an application and can range from a small sample to an entire run. Once defined, the interval

is fixed for all collected samples to prevent the lack of uniformity in the samples and avoid wrong conclusions. Due

to features of the benchmark architecture described below, we have empirically defined it as the initial 30 seconds of

the application execution.

4.2 | Performance Profiles

The performance profile of an application is the collection of monitoring data samples for all available workload types.

The performance profile data-set is based on more than one execution of the same workload. The representa-

tiveness of the collected data sets rises when there are bigger diversities of input types, with no need to sort such

entries by workload type. Our methodology does not use testing data separated into classes like other performance

testing approaches; the available inputs can be applied as data sets, i.e., real-use data inputs.

The data collection must have the same metrics, data format, total period, and sampling rate in all files. The same

organization of file structures must be maintained to avoid clustering by wrong attributes. Besides, if the files are

created the same way, no rule is applied for the organization of the collected data.

4.3 | Unsupervised Performance Anomaly Detection

The collection of performance profile files contains the data required for our testing proposal, based on unsupervised

clustering implemented by DAMICORE. New data from new executions are inserted in the same folder of the profile

files, and all files are clustered together.

DAMICORE is a multipurpose non-parametric methodology that groups data of any type [6]. It uses NCD (Nor-
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F IGURE 1 Internal dataflow of DAMICORE clustering method.

malized Compression Distance) as a metric by compressing binary data and comparing the compressed element sizes.

Figure 1 shows internal modules and the DAMICORE processing sequence. After applying NCD, it creates a Phylo-

genetic Tree and clusters the data by community detection, using the Fast Newman Algorithm. It can be used as a

tool, with no expert’s knowledge required, to group data of any type, including performance measurements [7]. With

this use, we extend the DAMICORE scope, applying it to detect performance anomalies, not only for general data

clustering.

DAMICORE to cluster each new performance data file acquired into profile data. The result is a list of clustered

file names organized by cluster. Each cluster may contain only old profile data, or only new data, or be a miscellany of

them.

Tricorder considers that an anomalous cluster must contain only new data samples. By applying the methodology

to the resulting clusters, we can identify the presence of new anomalous clusters, which, in the context of this paper,

indicate a possibly faulty code.

Tricorder is applied for each new performance monitoring profile created, and such new data files are added in a

sliding window way, in which a fixed amount of the latest profiles are taken into account for the clustering. A larger

sliding window can lead to false positives, but small ones lead to less detection effectiveness. Empirical studies were

developed to decide the sliding window size. They showed that, for this study, a sliding window of 30 samples for

each workload type is enough for the profile generation step. The analysis of a general best size for the sliding window

does not belong to the scope of this paper and must be the target of other investigations.

4.4 | Tricorder usage

Tricorder was developed for usage during the maintenance phase of production software. There should be a well-

tested version of a software system and defined inputs for the system. These entries do not have to be test cases,

but they can be usual entries made by system users.

The method depends on the definition of 3 parameters:

• size of the sliding window;

• amount of reference samples from the original system; and

• observation time for each sample.

The sliding window size defines howmany test samples are used at the clustering phase. For every new execution,
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the method compares the reference with the test group, composed of the last N executions of the testing application,

including each new sample. The older ones are discarded. More oversized windows can lead to possible false positives

since clusters can be created that coincide with only window elements. The bigger it is, the more likely it is to happen.

Small windows, however, have a weak representation, with less information from the tested system, and certain

malfunctions can be somewhat hard to be detected. This paper uses the default value of 30 samples as window-size,

based on previous empirical evaluations.

The number of reference samples directly depends on the system’s variety of workloads. It is important to have

samples of each workload type in quantities representing the possible variations in measurements for the same work-

load. This parameter is directly dependent on the system being tested. As there is no limit value, a practical approach

is to use all available measurement data from the system since its launch without requiring manual organization or

grouping. It is possible just put all the measurements in the same folder.

The observation time would be howmany seconds of measurement are taken for each run. The monitoring could

consider all executions, such as transaction processing if there are finite executions. On the other hand, a sample

window can be more efficient if there is more extended time processing or infinite executions. The default for this

time in our experiments is 30 seconds of execution.

Once the parameters are defined, we start to monitor the original application in its production environment. This

monitoring should be done up to having reference data considered good enough.

When a new software version arrives, Tricorder automatically changes the monitoring mode for testing. The

collected data are saved in another folder and systematically groupedwith referencemeasurements at each execution.

The measurements are saved in a sliding window format in the testing mode, where only the last N measurements

are stored. The last N are grouped with the reference group at each new run.

With an unchanged testing application, what is expected in this mode is no positive result for Tricorder criteria

(i.e., there are no different new clusters). The window will be filled with new samples once a time and will start to

circulate without any positives. It means the system enters a steady state. If there is a positive, consider increasing

the reference group with more measurements, for example, including the window measurements that led to the false

positive in the reference group, or consider changing the window size.

After the window is filled, the Tricorder starts to circulate without any false positives, and the monitoring system

is ready to use. The application under test can be updated at any time. The Tricorder does not need (and should not)

be informed of any system updates. Every execution will be evaluated in the same way as before. If it identifies any

significant changes in resource usage, the Tricorder will report a positive. This positive can be a new workload, a false

positive, or some performance anomaly in the application caused by some problematic update.

The development and testing team then analyzes these positive cases to verify if such anomaly is or is not a faulty

code.

5 | EXPERIMENTS

The experimental evaluation described in this section aims to verify if the Tricorder methodology can detect code

faults in three different contexts, a cryptography software, a machine learning script, and, finally, a more extensive

application designed to process data streams.

The cryptography application can encrypt and decrypt any file provided as an input. The machine learning script

uses a medical image database to train and detect cancer. The data stream processing application uses a client-server

architecture, where the client sends data periodically to the server, which processes the received data using a special-
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ized library.

For each of the applications, the experimental evaluation considered the following steps: preparation of the

application to be used, design of one or more workloads to be used for benchmark, design faults to be injected in

each code, and definition of the experimental setup to instantiate essential details of the executions. This section

describes the main aspects of each step above cited.

5.1 | Cryptography experiment

For the first experiment, an open-source C++ cryptography project was selected. This application category does

not have a continuous sequence of executions, as with the processing of data streams (it allows the encryption and

decryption of files passed as an input). However, it has a sufficiently complex output, making it difficult for the tester

to generate test cases and verify whether the execution under test produced a correct output.

This application is public, available through GitHub 1, and developed by Shane Tully. An external group developed

the encryption application without connecting to the authors proposing Tricorder. This feature allows the experiment

to verify whether Tricorder is efficient in detecting faults in source codes that were not developed by the testing team.

Cryptography is an important technology used in applications that require a safeway to exchange information. The

encryption and decryption of large files are resource-intensive processes, so this project was deemed an interesting

subject for the Tricorder.

Concerning this experiment, the project suffered minor modifications, allowing the input of several files instead

of only one and the injection of faults in selected places to be detected by the Tricorder methodology.

A different text file filled with a specific quantity of random numbers was generated for each experiment, allowing

repeatable and controlled experiments. The experiments were divided according to the data in each file, varying from

15 to 35 million, as shown in Table 1.

Input Numbers Size

Lowest 15 Million 55 MB

Low 20 Million 74 MB

Medium 25 Million 93 MB

High 30 Million 111 MB

Highest 35 Million 129 MB

TABLE 1 Description of each input file

The number of files used in each experiment was projected to be sufficient to ensure that the running time of the

application would be longer than the monitoring time, preventing time variation between executions.

With the definition of the workloads, four different faults were inserted in the application, creating four new

versions, one for each fault. These faults are:

• BCLEAN: Prevents used memory from being freed, causing incremental memory use over time. A missing "free"

call causes this fault after completing both encryption and decryption processes for each file;

1<https://github.com/shanet/Crypto-Example>
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• INFINITE: Causes unnecessary processing, increasing CPU usage. This fault is caused by entering a loop block

without a possible stop condition, causing the loop to be executed more times than needed or indefinitely;

• SLEEP: Causes an unwanted pause in the software execution, dropping CPU usage but extending the running

time. This fault is caused by an unnecessary sleep call in the code;

• ALLOC: Causes a bigger than usual memory allocation, using more memory than usual. This fault is caused by

the use of a larger than needed variable type.

The experiments were executed using the Tricorder methodology with each of the application versions, the four

versions with faults injected, and the version without faults. In each one, new files were generated as described in

Table 1, those being defined as the workloads for each experiment.

The Thermomethermonitoring software tool collected monitoring data from 50 executions of the original version,

without faults, for reference. For each fault inserted in the application, Thermomether collected monitoring data from

more than 30 executions, trying to identify new patterns of resource use in these versions known to be faulty. Each

of the 30 executions was monitored for 30 seconds, thus collecting 300 samples with resource usage data at 10ms

intervals between each sample. Metrics used in data collection were the percentage of CPU utilization, bytes used in

RAM, and the number of input and output accesses.

5.2 | Machine learning experiment

The second experiment utilizes the Tricorder methodology to reveal faults in a Machine Learning application. The

objective is to verify whether the methodology can be effective in a context with algorithms having distinct features

from data streams and cryptography. This software was developed by Santos and Silveira [17], using Python and the

scikit-learn library to access databases, such as the popular Iris database [18]. Again, an external group developed this

software without connection to the authors proposing Tricorder.

Machine Learning applications can develop their learning model, being able to calculate results through automat-

ically generated algorithms based only on the inputs received by the application. These algorithms are not visible to

the developers and are usually created using third-party libraries or tools, such as scikit-learn. These characteristics of

Machine Learning applications make this Python script an interesting subject for these experiments, being harder to

be tested by standard test methods.

Using a Medical Database with data extracted from medical images, this application follows two main goals: use

Machine Learning to detect cancer characteristics in the analyzed data and use cross-validation to estimate the effi-

ciency of the first goal. This application was previously developed for academic purposes and was adapted to allow

the fault injection necessary for our experiments.

The Medical Database contains several rows containing data extracted from a specific medical image, such as

radius, texture, perimeter, area, and smoothness, There are 569 image records, each with 30 values distributed in

columns, detailing different parameters.

The same database was used in this application’s experiments; therefore, all the Machine Learning experiments

used the same unmodified workload, unlike the Cryptography experiment, where new data was generated for each

experiment. Also, by using a small database as input, in many cases, the running time was shorter than the defined

monitoring time, causing the monitoring data to vary in size according to the number of samples collected before the

Machine Learning script finished its execution. These choices were intentional to verify the Tricorder methodology

performance in a context as different as possible from the previous experiment.

As in the previous experiment, the data collected during monitoring were CPU percentage, RAM usage in bytes,
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and the number of I/O accesses. A smaller number of samples were collected in each execution to fit more appropri-

ately with the shorter running time of this script, collecting 60 samples in intervals of 100ms; this way, each execution

lasted for 6 seconds.

For this experiment, eight new versions of the application were created, seven with faults injected and one with-

out faults, to be used as CONTROL. For consistency, three faults were the same as defined before, only adapted to

be used in new software, but still following the same principles and causing the same impact. Those are BCLEAN,

INFINITE, and SLEEP.

The Python script was also adapted to be multi-thread to allow more testing. This adaptation was based on the

threading library. Four new faults were created in this version, two of which use multi-threading:

• MONO: Prevents the use of more than one thread, causing a decrease in CPU usage and extending the running

time. This fault is caused by a hard-coded thread quantity in the code;

• UNLOCK: Prevents the release of a resource shared between all threads, causing other threads to be unable to

finish and extending running time. This fault is caused by a missing release call in the resource mutex.

• SWAP: Causes the application to read fewer columns from the medical database workload, causing a shorter

running time and a possiblyweaker learningmodel. This fault is caused bymistake in the definition of the database

structure to be read;

• NOBREAK: Causes several code blocks to be executed in a multi-conditional block, causing unnecessary code

execution. This fault is caused by loose conditions, allowing more conditions to be executed simultaneously.

The original version of the software, supposedly without faults injected, was monitored over 50 executions to

apply the Tricorder methodology, providing data to be used as reference. Afterward, 30 executions were performed

for each of the eight new versions with faults injected to be used for testing. For each execution, 60 data samples

with CPU, RAM, and I/O accesses were collected at 100ms intervals between each sample, lasting for 6 seconds.

Due to using only one workload for all experiments, this experiment was repeated eleven times under the same

conditions. New performance data was monitored for each version of the Machine Learning application for each run.

The number eleven was achieved by setting the tests to be executed automatically in a defined time interval,

in which the number of experiments completed was the same, i.e., eleven. The decision to repeat the experiment

several times with the same conditions came was based on the analysis that, after each experiment, there was a

slight difference in resource usage caused by using a multi-threaded approach in a personal computer with varying

background processes. This way, verifying that the methodology is efficient with an application with a more dynamic

resource usage profile would be possible.

5.3 | Data streaming experiment

The experiments conducted with the data stream application were designed to explore such applications’ continuous

flow of executions. For this reason, the description of this experiment will be more detailed.

The application proposed for this experimental evaluation is a client-server system in the form of a producer-

consumer of data transmitted over a TCP/IP communication. Written in C++, it was designed to be an example of

network data telemetry application, following a single-connection client-server model and working in a unidirectional

producer-consumer pattern. The application architecture is based on a generic telemetry data acquisition and pro-

cessing software, which is usual in many specific industrial applications.

YATClient (Yet Another Telemetry Client) is a data producer. It simulates the data acquisition system using a



Vitor Silva Montes et al. 13

workload generator module. It sends data streams based on a configuration input file to a server (YATServer), with

the specified rate, by a TCP connection. Figure 2 shows an overview of the benchmark architecture.

F IGURE 2 Overview of the YATServer/YATClient architecture.

As usual in industrial data telemetry applications, the data processing application uses an external library devel-

oped for this project to interpret and process data received over the network. The processing library is the target of

the fault injection approach.

The external processing library reflects a scenario with a third-party library to interpret the collected data. This

library, perchance produced by vendors, is delivered as a compiled binary, exposing only its public API. From the

tester’s point of view, the processing library is a black-box module since there is no access to the source code. An

example of such an application is telemetry systems that use third-party hardware. They may display proprietary

formats for data generation; therefore, intermediary software libraries are necessary to interpret and convert the

information read.

The workloads in this application are composed of two possible types of data acquisition, BIN and CSV, which are

sent from client to server. We call BIN the structured data in a table format, where each row begins with a channel ID,

followed by N samples from that channel. The number of channels, ID values, samples per channel, and transmission

rate is set on the client by the configuration file.

On the other hand, CSV is the text-mode reporting, where the first row provides the column names, and the next

row represents the column’s data. It can support a configurable number of rows and columns, separated by commas,

which are also sent periodically over the same data connection at configurable intervals.

The configuration file input is a json file that sets up the attributes for the data streams, such as the definition

of one or two data stream types and properties for each data stream. The attributes for BIN data stream are channel

count, data samples per id, packet interval, andwindow size in milliseconds. The attributes forCSV report are: columns,

lines and packet interval.

BIN packages are internally organized as a channel list identified by a code (id). Each channel represents a possible

data source as a sensor and contains a defined and configurable number of samples per id. Configuration information

also sets the interval at which packets are sent and the data window size in milliseconds. This window represents the

number of samples that should be kept in memory, in sliding window format, for history purposes, without having to

keep all received data in memory. It would be helpful, for example, to show the last "S" milliseconds of the information

received in real-time, with such "S" configurable on the fly.

CSV packages are internal tables with a variable number of rows and columns and can be configurable with each
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submission. The length of each field is not limited, and a semicolon defines the end. The sending interval can also be

set on the fly. This data type can represent reports submitted periodically and logs, notifications, and summaries of

the sent information.

By empirically changing such values and evaluating the resource used for each one, we defined 15workload types,

based on the target hardware capacity. Six are workload configurations with single input type (BIN or CSV), and nine

are workload configurations with both types combined (see Tables 2, 3 and 4).

For BIN-type inputs, the higher the number of sensors and measurements per sensor, the heavier the workload.

However, due to the processing algorithm, variations in the number of sensors or the measurements per sensor affect

resource usage differently (this case was explored in load BCL3). The availability window also affects memory usage

and has been changed from 2000 ms to 4000 ms on BCM3 load and fixed on the others. The interval also influences

resource usage, and its variation is part of a simulation that considers possible actual conditions.

For CSV entries, the same logic applies regarding the number of rows and columns; however, their processing

implications are more straightforward. In addition, the sending interval has been kept fixed to facilitate the analysis

of the results.

Workload Channels Samples Interval Window (ms)

BL 500 500 200 2000

BM 1000 500 200 2000

BH 2000 500 200 2000

TABLE 2 Single input workloads for BIN type. Workloads BL, BM and BH represent Low, Medium and High

levels for BIN type, respectively.

Workload Lines Columns Interval

CL 50 1000 4000

CM 1000 1000 4000

CH 1000 2000 4000

TABLE 3 Single input workloads for CSV type. Workloads CL, CM and CH represent Low, Medium and High

levels for CSV type, respectively.

F IGURE 3 Example of measure samples of YATServer, of low (left) and high (right) workload configurations.
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Work Chan Samp Bin Win Lin Col CSV

load Intrv size Intrv

BCL1 500 500 200 2000 1000 1000 4000

BCL2 500 500 200 2000 1000 500 4000

BCL3 10000 10 200 2000 50 1000 4000

BCM1 1000 500 200 2000 1000 1000 4000

BCM2 1000 200 100 2000 1000 1000 4000

BCM3 1000 500 200 4000 1000 1000 4000

BCH1 1000 500 200 2000 1000 2000 4000

BCH2 500 100 50 2000 1000 1000 4000

BCH3 2000 1000 500 2000 1000 2000 4000

TABLE 4 Mixed input workloads for BIN and CSV types.

One of themost challenging aspects of using performancemeasures as testing metrics is the range of valid results.

This aspect occurs because the workloads directly affect the valid values, and more possible workloads lead to more

valid measures. What to expect from a performance measure is a challenge [2]. The workload characterization

is based on the possible inputs and the available hardware resources. For validation purposes, we did an inverse

characterization, defining valid inputs that result in a wide range of resource usage. Figure 3 shows two samples of

a low (left) and high (right) resources usage of the same YATServer application version, where both are considered

correct.

The target here is defining a scenario where the possible resource usage measures can be lower or higher, and can

vary, and it is all part of expected behavior. These variations hinder the detection of performance anomalies caused

by inserted faults.

Tables 5, 6 and 7 shows the variance of the tree metrics measures for the misc workload types.

Work Count Mean Std Min 25% 50% 75% Max

BCL1 9000 114.82 60.62 0 83.10 99.70 149.60 319.20

BCL2 9000 105.50 50.84 0 83.10 99.70 129.00 319.20

BCL3 9000 81.31 65.30 0 28.40 83.10 129.00 301.00

BCM1 9000 197.19 48.84 0 184.70 199.50 201.60 352.80

BCM2 9000 188.71 45.99 0 170.50 199.50 200.70 332.40

BCM3 9000 198.35 50.91 0 184.80 199.50 201.60 349.10

BCH1 9000 215.59 58.59 0 198.90 200.70 266.00 365.70

BCH2 9000 143.97 58.07 0 99.70 142.00 184.70 319.20

BCH3 9000 224.07 58.94 0 199.50 200.70 282.60 415.60

TABLE 5 CPU usage: measures statistics.
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Work Count Mean Std Min 25% 50% 75% Max

BCL1 9000 197.21 85.62 10.46 201.74 205.15 211.42 394.71

BCL2 9000 103.28 38.27 10.46 109.14 111.58 114.71 207.15

BCL3 9000 34.06 6.41 10.46 33.54 36.05 37.68 46.77

BCM1 9000 191.41 90.98 10.46 214.50 220.35 222.79 409.10

BCM2 9000 170.01 90.88 10.46 119.80 209.01 212.43 397.47

BCM3 9000 190.83 91.47 10.46 215.08 221.13 223.76 410.15

BCH1 9000 369.75 209.10 10.46 352.94 404.78 420.08 782.02

BCH2 9000 180.58 87.12 10.46 201.34 206.12 207.91 392.11

BCH3 9000 422.06 212.43 10.46 424.18 462.92 477.22 843.37

TABLE 6 RAM usage (in MB): measures statistics.

Work Count Mean Std Min 25% 50% 75% Max

BCL1 9000 5.34 53.19 0 0 0 0 767.00

BCL2 9000 3.03 38.89 0 0 0 0 740.00

BCL3 9000 8.33 74.46 0 0 0 0 863.00

BCM1 9000 5.69 53.54 0 0 0 0 761.00

BCM2 9000 6.44 57.82 0 0 0 0 757.00

BCM3 9000 6.47 58.57 0 0 0 0 837.00

BCH1 9000 10.30 78.37 0 0 0 0 822.00

BCH2 9000 6.44 60.28 0 0 0 0 806.00

BCH3 9000 10.15 77.51 0 0 0 0 940.00

TABLE 7 I/O read and write operations at the hard-disk: measures statistics
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Code faults were inserted in the data processing library used by the server, allowing the evaluation of the method-

ology capabilities in revealing such faults, simulating a real scenario. We aim to simulate environments with faults

whose execution may impact performance.

Figure 4 shows an overview of the benchmark architecture with the fault injection approach.

F IGURE 4 YATServer/YATClient architecture overview with fault injection approach.

Seven fault types were selected, based on experiences from industrial development, in order to simulate real

cases for code faults. Such categories significantly impact performance and do not change the expected output for

most cases. Besides, the faults categories reflect errors that are not the target of usual testing techniques (structural,

functional, and error-based). This scenario is the focus of Tricorder, and it is a costly task for the software testing

activity. We desire categories that noticeably affect the application performance, particularly resource usage. There-

fore, each category is represented by an implementation that works as a fault injection, enabled by pre-processing

directives, thus creating a mutant code of the original application.

Each fault affects only one of the two data type processing modules: CSV processing or BIN processing, which

implies the fault causes failure only if it receives its specific data type; otherwise, the fault is not executed. The only

exception is the deactivation of the parallel processing, called MONO fault, which may affect both inputs. However,

due to the proposedworkloadwith a low rate of CSV reports, the deactivation of the parallel processing affects almost

only the BIN input processing. Therefore, we have classified such a fault as a BIN processing one.

The fault types selected were the same as those used previously, in the Machine Learning application, with adap-

tations to match the software context. The selected faults are separated into two groups according to the type of

input:

• BIN processing faults:

BCLEAN: does not release the memory of received packets after being processed.

MONO: deactivates the parallel processing of received packets.

SLEEP: waits unnecessarily for a finite time at the end of the BIN processing threads.

SWAP: changes the send/received packets structure, resulting in swapping the acquisition number value with the

window size value.

• CSV processing faults:



18 Vitor Silva Montes et al.

INFINITE: inserts an infinite busy-waiting at the end of the CSV processing threads.

NOBREAK: wrongly also processed the CSV packet as a BIN.

UNLOCK: does not unlock the report data access mutex of the CSV processing threads.

The experiment was organized by creating a reference profile for the original (well tested, considered without

faults) YATServer application. In theory, the more reference data for each type of workload, the better the method’s

performance. We used a minimum of 30 samples/executions per workload for a correct system operation to simulate

a more realistic scenario where there is no detailed information about the code under testing. This value is also a

threshold for the maximum number of test samples used to detect code faults (sliding window size).

Using scripts, we executed the YATServer and YATClient applications 30 times for each client workload type file

and measured the server’s performance. The measuring period was also fixed as the first 30 seconds of execution.

We followed the steps below:

• YATClient configuration input files define a total of 15 workload types;

• Definitions of execution pairs of YATServer and YATClient, with automatic transmission start;

• Measurement of the first 30 seconds of execution of YATServer, by Tricorder Thermometer tool; and

• Repetition of the measurement 30 times for each workload.

Using this sequence of steps, we gathered 450 reference application sample files (performance measurements

files) in CSV format. This same set of files was used for the clustering stage in all test scenarios.

We used the same standard desktop computer for all tests, i.e., an AMD Ryzen 3 processor and 8 GB bytes of

RAM. The hardware specification does not affect the results if it does not change along the monitoring process. [2]

We obtained a performance profile for the testing application and considered the reference database for the

DAMICORE clustering step, which enabled the evaluation of the method with testing data.

For the validation, the original YATServer application was replaced by the respective codes with faults (mutants),

one by one, thus separating 450 measuring files for BCLEAN, INFINITE, MONO, NOBREAK, SLEEP, SWAP, and UN-

LOCK fault YATServer. Tests were performed with the original YATServer as a mutant without changes, called the

CONTROL test case.

Once the reference and test data have been created, a testing scenario is simulated to identify an unknown

performance anomaly caused by an injected software fault. The testing scenario involves a fault inserted that causes

an abnormal performance response in the newly deployed version of the software. The testing steps are the same

for all scenarios. Tricorder does not know what fault has been inserted, even if there is one. The testing steps are

reported as described in the sequence:

• Select a target fault version of YATServer to be used.

• Select a workload type for YATClient.

• Simulate a new execution of the faulty code by adding its measure file to the profile folder.

• One by one, cluster the collected data composed of:

– All reference data.

– All last added testing data.

• Apply the Tricorder methodology to each new profile addition.

If Tricorder detects an anomaly by clustering new performance profiles in a new group, we save the number of fault

measuring profiles used (present in the folder) to represent a score for themethod in this experimental evaluation. If all
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30measuring profiles, one by one, are clustered without creating a new group, a "NoAnomalyWas Found" is registered

(represented as an "X" in our Tables). These situations are false-negative testing cases.

Regarding the single input type workloads, by definition, a fault can impact the performance only for one of the

types and never for both. Therefore we can predict the occurrence of failures for a given input, which is also useful

for the evaluation of false-positive testing cases.

6 | RESULTS

This section presents the main results of applying the Tricorder methodology according to the planning already de-

scribed.

6.1 | Cryptography application results

The results obtained using the Tricordermethodologywith theCryptographyApplication are presented in Table 8. Each

column presents the results obtained when applying the Tricorder methodology in each version of the cryptography

application. Each row presents the data respective to the workload used in the experiment, according to Table 1.

The number in each cell represents how many execution data of the version under test had to be added to

Tricorder before the methodology could detect an anomaly. For instance, in the BCLEAN - Lowest cell, after adding

the monitored data from only four executions, Tricorder was able to detect an issue.

Cells marked with an "X" denote cases where Tricorder could not indicate an anomaly. Furthermore, cells marked

with an "-" are cases where the methodology did not find an issue correctly.

Workload CONTROL BCLEAN INFINITE SLEEP ALLOC

Lowest 28 4 5 X 4

Low - 3 7 30 3

Medium - 3 4 14 4

High - 4 4 X 3

Highest - 3 3 25 4

TABLE 8 Results for the Cryptography application

TheCONTROL column represents the results when applying themethodology in a versionwithout defects. In this

experiment, a false positive was presented with the Lowest workload, where the methodology detected an anomaly

after adding the monitored data of execution twenty-eight. In all other four workloads, Tricorder correctly found no

issues in the CONTROL version.

6.2 | Machine Learning application results

The results of the eleven experiments with the Medical Database are displayed in Table 9 and Table 10. The table

is presented in the same format as the previous experiment. Here, each row presents the data for each experiment,

instead of the workloads, as in the Cryptography results.

Statistics were calculated for all eleven experiments to ease the results’ analysis. This information is presented in
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Experiment BCLEAN MONO SLEEP SWAP

Experiment 1 5 9 3 9

Experiment 2 10 11 6 4

Experiment 3 4 5 4 12

Experiment 4 4 4 4 5

Experiment 5 5 4 3 10

Experiment 6 4 12 3 7

Experiment 7 3 8 4 8

Experiment 8 4 15 4 6

Experiment 9 5 7 4 7

Experiment 10 4 8 4 12

Experiment 11 6 5 3 8

TABLE 9 Results for the Machine Learning application. First faults group.

Experiment INFINITE NOBREAK UNLOCK CONTROL

Experiment 1 4 4 3 -

Experiment 2 9 5 3 -

Experiment 3 4 4 4 22

Experiment 4 4 3 3 -

Experiment 5 3 3 3 -

Experiment 6 3 4 3 -

Experiment 7 4 3 3 -

Experiment 8 8 3 3 -

Experiment 9 4 3 4 -

Experiment 10 4 3 3 16

Experiment 11 3 3 3 -

TABLE 10 Results for the Machine Learning application. Second faults group.
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Table 11 and Table 12. The columns of both tables correspond to a different fault. Rows represent a statistic generated

from the data of the eleven experiments. The statistics presented in the rows are, in order: average, standard deviation,

median, maximum and minimum.

Workload BCLEAN MONO SLEEP SWAP

AVG 4.92 7.67 3.75 9.08

SD 1.88 3.63 0.87 3.55

MED 4 7.5 4 8.5

MAX 10 15 6 15

MIN 3 3 3 4

TABLE 11 Statistics for the Machine Learning application. First faults group.

Workload INFINITE NOBREAK UNLOCK

AVG 4.75 3.58 3.17

SD 1.91 0.79 0.39

MED 4 3 3

MAX 9 5 4

MIN 3 3 3

TABLE 12 Statistics for the Machine Learning application. Second faults group.

6.3 | Data Streaming application results

The test steps were repeated systematically for each fault inserted and defined workload. First, we ran the tests for

a unique input type. Then, we ran three workload levels for BIN and three for CSV for each fault. Tables 13 and 14

show the results of single input type workload tests.

Workload BCLEAN MONO SLEEP SWAP

BL 5 17 27 14

BM 12 12 8 21

BH 9 4 17 X

CL - - - [30]

CM - - - -

CH - - - [29]

TABLE 13 Single input workload, with BIN type fault injection.

As in previous experiments, cells with a dash ("-") indicate cases where there was no report of an anomaly; the
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Workload INFINITE NOBRAK UNLOCK

BL - - -

BM - [17] -

BH - - -

CL 10 21 10

CM 10 7 6

CH 14 6 3

TABLE 14 Single input workload with CSV type fault injection.

numbers between square brackets denote a false positive. If the anomaly is not detected for the defined fault and

workload, we represent it by an "X" character in the tables.

Tables 15 and 16 show the results for mixed input types. The test cases admit no false positives since, for all

cases, the fault should cause a different behavior. However, few cases of anomaly non-detection were found. We

also ran a test with a workload type called MISC, composed of all the workload types, with two samples of each.

The average data analysis time was three minutes for each new test case entry, with positive or negative feedback

on performance anomalies. This time was measured on the same standard computer with an AMD Ryzen 3 processor

and 8 GB bytes of RAM.

Workload BCLEAN MONO SLEEP SWAP

BCL1 3 5 15 X

BCL2 4 4 X 30

BCL3 4 7 10 3

BCM1 25 6 12 23

BCM2 6 6 4 25

BCM3 13 4 7 X

BCH1 15 10 9 15

BCH2 5 8 4 7

BCH3 10 6 12 20

MISC 21 X 24 14

TABLE 15 Mixed input workload with BIN type fault injection.

In some cases, false-positives should be avoided even if the solution affects the performance of themethod. Since

three cases of false-positives (Tables 13 and 14 ) were detected, we created an alternative version of the Tricorder

criteria, called restrictive heuristic, to reduce such a number. The Tricorder restrictive criteria definition is The fulfillment

of Tricorder criteria two times in a row, for two new sequential executions.

Those criteria were based on the premise that if the anomalous cluster is strong enough, the clusters of only

anomalous measures will remain in more than one clustering case. The results of the restrictive heuristic approach,

with single input, are shown in Tables 17 and 18. The two values in each cell are separated by a dash between them.
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Workload INFINITE NOBRAK UNLOCK

BCL1 5 19 2

BCL2 5 X 15

BCL3 8 X 23

BCM1 5 X 6

BCM2 9 X 12

BCM3 8 X 6

BCH1 8 X X

BCH2 4 X 5

BCH3 6 X 9

MISC 12 X X

TABLE 16 Mixed input workload, with CSV type fault injection.

The value to the left of the dash indicates in which run an anomaly was first detected. The value to the right of the

dash indicates in which run the anomaly was confirmed.

Although under-performing, restrictive heuristics could also detect errors for almost all workloads. For example,

BCLEAN mutant with BCM3 workload results ranged from thirteen to tweenty-three - tweenty-four executions to

be detected. On the other hand, the Tricorder restrictive heuristic eliminated all false-positive cases from the first

approach.

Workload BCLEAN MONO SLEEP SWAP

BL 7-8 21-22 27-28 24-25

BM 15-16 12-13 8-9 9-10

BH 9-10 4-5 28-29 X

CL - - - -

CM - - - -

CH - - - -

TABLE 17 Single input workload, with BIN type fault injection, from a restrictive heuristic perspective.

Tables 19 and 20 show the results of the restrictive heuristic applied for the mixed inputs. A decrease in the

method’s performance is clear due to the smaller number of workloads where some errors could be detected, in

comparison to the values in Tables 15 and 16. However, almost all error types, except NOBREAK, could be detected

in at least one workload.

Table 21 shows the results of the application of Tricorder with the original YATServer application, for validation

purposes. In this scenario, the correct answer should not detect performance anomalies for any workload type. Ac-

cording to our methodology, the method generated two cases of false-positive with the standard criteria and one with

the restrictive criteria, which show BCM1 and BCM2 loads exhibit a more complex behavior to classify; therefore Tri-

corder mistakenly grouped their samples as an anomaly. BCM1 was classified as an anomaly in the two last samples,
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Workload INFINITE NOBRAK UNLOCK

BL - - -

BM - - -

BH - - -

CL 10-11 X 10-11

CM 10-11 13-14 10-11

CH 15-16 6-7 3-4

TABLE 18 Single input workload, with CSV type fault injection, from a restrictive heuristic perspective.

Workload BCLEAN MONO SLEEP SWAP

BCL1 3-4 10-11 18-19 X

BCL2 4-5 5-6 X X

BCL3 4-5 7-8 10-11 5-6

BCM1 X 6-7 15-16 X

BCM2 14-15 7-8 4-5 X

BCM3 23-24 4-5 7-8 X

BCH1 17-18 10-11 9-10 X

BCH2 10-11 8-9 7-8 7-8

BCH3 22-23 6-7 X X

MISC 25-26 X 24-25 X

TABLE 19 Mixed input workload, with BIN type fault injection, from a restrictive heuristic perspective.

Workload INFINITE NOBRAK UNLOCK

BCL1 6-7 X 2-3

BCL2 5-6 X 17-18

BCL3 10-11 X 23-24

BCM1 5-6 X 6-7

BCM2 9-10 X 17-18

BCM3 8-9 X 6-7

BCH1 8-9 X X

BCH2 4-5 X 7-8

BCH3 6-7 X 9-10

MISC 12-13 X X

TABLE 20 Mixed input workload, with CSV type fault injection, from a restrictive heuristic perspective.
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even using restrictive heuristics.

Workload CONTROL: NORM CONTROL: REST

BCL1 - -

BCL2 - -

BCL3 - -

BCM1 [29] [29-30]

BCM2 [28] -

BCM3 - -

BCH1 - -

BCH2 - -

BCH3 - -

MISC - -

TABLE 21 The table shows the Tricorder results for the original application (without faults). Dashes denote

successful cases with the regular operation, and the number between square brackets refers to false positives. Two

numbers in the brackets represent standard criteria (on the left) and restrictive ones (on the right).

7 | DISCUSSION

This section presents our analysis of the results with the Tricorder methodology.

7.1 | Cryptography application discussion

The results demonstrate that the methodology could identify issues even in applications where the testing team did

not develop the code. In an average software test context, the lack of knowledge of the source code can negatively

impact the performance of the testing team. The Tricorder methodology allowed the detection of issues without

needing access to the source code, acting as if the cryptography application was a black box.

The experiments for this application demonstrated that the file size directly impacted the use of performance

resources. Larger files required a more considerable amount of resources and required a longer running time to finish

encryption and decryption.

Although the methodology did not provide 100% accuracy, the results can be seen as positive since there was no

previous tuning specific to this type of software. Using different performance parameters, for instance, could improve

the results obtained.

7.2 | Machine Learning application discussion

Tricorder detected anomalies in all versions with known faults in all eleven experiments. Whereas in two of the twelve

experiments, Tricorder indicated an anomaly in the Control Group, i.e., two false positives.

As presented in Table 11 and Table 12, with results for the Machine Learning application, the methodology was
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capable of detecting a fault when analyzing, at most, the performance data up to fifteenth execution of each fault,

whereas the average values in all cases were under the tenth execution.

The CONTROL column (Table 10) is a significant result since even though the methodology was able to quickly

detect faults in all versions, in most cases of the CONTROL tests, Tricorder was able to identify that this version did

not contain any anomalies. As in the other experiments, there was no specific tuning for this application, so we have

space for more profound studies to look for better results in this context.

7.3 | Data Streaming application discussion

The results presented for the Data Streaming application demonstrate the Tricorder methodology promise in this do-

main. Although the experiments did not accurately detect anomalies in all cases, the results were overall positive,

especially considering that the methodology was applied as-is without being calibrated precisely for this application.

In these experiments, some false positives were accused by the Tricorder methodology, but most of the results

correctly detected no anomaly. This result can be improved by changing the number of reference samples, for example,

and is strongly affected by the variation in the reference input values.

The experiments showed that several types of faults affect the use of resources, which are detectable through the

methodology, such as the executions of faulty streamdata processing programs, compared to executions of the correct

versions, affect the demand for computing resources distinctly way, enabling their clustering in different groups of

processes (faulty processes).

7.4 | Tricorder results discussion

Tricorder identified performance anomalies in different applications and processes with different workloads, allowing

us to evaluate the effectiveness of performance profiling in detecting code faults. The range of different fault cate-

gories showed that the methodology is not limited to one fault type and can detect code errors from different origins.

The results for the three different software used also demonstrated that the methodology can be applied in signifi-

cantly different contexts and achieve positive results. Our results showed that these applications could be classified

as correct or incorrect, according to their respective demand for resources, even at high variability.

We showed the test methodology behavior with different resource uses. The methodology could identify a fault

pattern in these distinct resources automatically and thus detect performance anomalies.

Our results showed that the testing methodology based on non-functional performance requirements could re-

duce testing activity costs. It does not require previous testing cases nor a specialist to analyze outputs (oracle activity).

We evaluated the methodology in non-trivial scenarios. The results show that Tricorder has the potential to be

applied in an up-and-coming field of real programs. It automates both the resource demand characterization and the

search for unknown faults with the testing activity, which otherwise would not be applied without a tester with skills

in both performance evaluation and the internal details of the program under test. However, Tricorder still requires

studies about its effectiveness in another niche of applications, mainly considering a real production environment. The

metrics and data format should also be modified to improve the methodology or investigate its application in other

software domains.

In the case of the applications used in the experiments (using proprietary black-box libraries, dynamic data flow

configuration, and no performance requirements), the Tricorder methodology proved to be easy to use and effective

in revealing unknown faults.
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8 | CONCLUSIONS

The Tricorder methodology proposed in this paper allows the automatic detection of software faults that affect the

demand for computing resources but do not necessarily cause the failure of functional requirements. Tricorder may

detect faults that may not change the software outputs without the necessity of extra testing planning or (test) oracles.

Tricorder identifies variations between the expected and actual use of resources by monitoring such resources while

the software under test is executing. The data collected in monitoring are stored in performance profile files, and

then they are analyzed and grouped on-the-fly, using unsupervised machine learning provided by the DAMICORE

methodology. The use of machine learning in this context of software testing is a promising and innovative approach

due to its versatility for analyzing and extracting behavior patterns from different performance metrics, which allows

for characterizing the use of resources of different software systems during their execution. Tricorder is helpful to

detect those faults whose effect only appears for some entries or causes a relatively small performance anomaly in

the eyes of an expert. In this sense, it may be applied as a complementary testing activity without additional costs to

plan new test sections and analyze the correctness of expected outputs. While Tricorder cannot beat a human expert

or ad-hoc statistical methods in many testing or performance analyses, it beats in flexibility and simplicity. Tricorder

does not require testing experts, previous models inherent to the architecture, test case creation, or even workload

characterization.

The experiments executed in this paper showed that software faults, even not changing the expected outputs,

may cause changes in the expected resource usage. The Tricorder methodology was capable of characterizing the

resource usage in these experiments and automatically detected significant differences between two versions of the

application, which were considered anomalous (i.e., with faults).

Results demonstrate that the methodology could detect unknown faults under different workloads, which are di-

rectly linked to faults in the source code of each application. These results were achievedwithout requiring a specialist

or definition of a standard testing scenario and without access to the traditional testing techniques (white/black-box

or error-based testing).

The main innovation of this paper is to offer a complementary black-box testing methodology capable of auto-

matically revealing unknown software faults based on unsupervised machine learning, and that does not require prior

planning of test cases and test oracles. Tricorder focuses on faults that do not directly affect the functional require-

ments of the software and are difficult to detect during the maintenance phase of software systems because it does

not require previous test planning and testing oracles.

In future work, we intend to study the setup used in Tricorder, i.e., the use of different metrics, observation time,

sampling rate, and count of execution samples. Such studies may also identify other fault types still not investigated.
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