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ABSTRACT

Background: Current studies of variable selection methods are based on small datasets
for which the true underlying predictors and corresponding effect sizes may not be known
precisely. We designed and implemented a large-scale simulation study to assess the ability
of stepwise logistic regression variable selection and lasso regression methods to identify the
correct underlying model.

Methods: We simulated data based on a random multivariate distribution over an extensive
range of covariate correlation structures, sample sizes, number of covariates, number of true
predictors, and effect sizes. We considered correlation structures reflecting the scenarios of
independence across all covariates; two low correlation blocks and a block of zero correlation;
three blocks of high correlation, low correlation and zero correlation; and two blocks of high
correlation with low cross block correlation and a block of zero correlation respectively.

Results: Our results show that the performances of stepwise regression, lasso regression,
and random forest algorithm (as measured by the AUC, detection of true predictors, selection
of noise variables, and effect size estimation) are affected by the number of true predictor vari-
ables, the correlation between the variables in the dataset, and the sample size. The number of
noise variables in the dataset, although significant in some cases, has only a marginal effect on
a variety of model performance statistic. Our results show that stepwise regression procedures
are more likely to capture a true predictor, more likely to correctly estimate the true effect
sizes, and more likely to have lower false discovery rates. Moreover, stepwise model selection
based on the BIC criteria obtained the highest average AUC (0.7515) closely followed by lasso
regression, stepwise model selection based on the AIC criteria, ridge regression, and random
forest algorithm.

Conclusions: Stepwise procedures for variable selection are robust in the selection of the
true underly predictor variables, estimation of corresponding effect sizes, and predictive model
performance. Recommendations suggesting that stepwise procedures should be abandoned
may be misguided.

KEYWORDS
Model performance; model selection; effect size estimation and direction

Background

Logistic regression is an integral part of data analysis focused on exploring the strength and

direction of associations between a dichotomous response variable and a set of potential pre-

dictors, and is widely used by researchers [1], [2], [3], [4], [5], [6]. In general, the goal of

these research studies is to identify the set of true predictors that are incorporated in the final

model which is used for classification, prediction or interpretation.
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In the scenarios where the number of variables and consequently the number of possible

models is small, exhaustive model building approach is computationally feasible. However,

in this era of big data, large sample sizes are usually available [7], [8], [9] but also, many/all

potential covariates are measured on every subject in the study which necessitates the use of

automated model building techniques. There are several well-known automated model build-

ing techniques, stepwise regression procedures, best subsets regression, and shrinkage meth-

ods such as least absolute shrinkage and selection operator (lasso) and ridge regressions [10].

These methods can be combined with a model selection approaches such as statistical signif-

icance based on likelihood ratio, Wald or Analysis of Variance (ANOVA) tests or penalized

likelihood statistics such as Aikaike Information Criteria (AIC), Bayesian Information Cri-

teria (BIC) and Corrected Aikaike Information Criteria (AICC). In this study, we implement

stepwise logistic regression with forward selection and backward elimination and the AIC

and BIC. In forward selection, we start with a base (intercept-only) model and selectively add

covariates one at a time given that such addition would lead to a better fit and stopping when

it results in a poorer fit. The reverse is the case for backward elimination. We start with the

full model (model containing all covariates) and selectively remove covariates one at a time

only if such removal would lead to a better fit and stopping otherwise.

Forward selection with backward elimination is a combination of both forward and back-

ward elimination but covariates previously removed from the model are given opportunities to

re-enter the model based on additional constraints. These methods have not been exhaustively

assessed. Known criticisms of stepwise regression procedure includes arguments that the re-

gression coefficients of the final model chosen are too large and require shrinkage [10]; the

corresponding confidence intervals for effects and predicted values are falsely narrow [11];

and the sample size is of little practical importance in determining the number of authentic

variables contained in the final model [12]. Furthermore, the degree of correlation between the

predictor variables influences the frequency with which authentic predictor variables found

their way into the final model [12]; the R-squared value of the resulting model and signifi-

cance of the covariates are inflated [13, 14]. In a similar way, there have been criticisms of

the shrinkage method. In particular, a previous study suggests that there are potential pitfalls

arising with lasso estimation and that a significant portion of the parameter space of Lasso has

higher mean-squared error than ordinary least squares algorithm for regression [15]. Several

generalizations of the lasso have been developed such as the grouped lasso, elastic net, and

adaptive lasso [16]. Furthermore, attempts have been made to quantify the false discovery

rate of the lasso variable selection algorithm and researchers have developed a relationship

between the shrinkage parameter and the false discovery rate [17].

Further, we estimate the effects of the number of true predictor and noise variables in a

dataset, the correlation structure among the entire set of covariates, and the sample size on the

performance of stepwise and lasso regression algorithms. We compared the algorithms clas-

sification accuracy through the area under the receiver operator characteristic curve (AUC)

statistic, the correctness of the final model through the true and false variable discovery rates,

and the precision of the estimated effect sizes in terms of their magnitudes and directions.

We designed and implemented a large scale simulation study under an extensive range of

parameter-defined scenarios that reflected real data structures, sizes and hypothetical true

models. In particular, each simulation scenario was defined by a combination of the follow-

ing parameters, effect sizes, total number of true predictor variables, total number of noise

variables, and complex block correlation structure.
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Methods

In recent years, a large number of attributes are recorded/collected on each subject, and

achieving the goal of finding the subset of variables associated with the variable of inter-

est necessitates automated model building procedures due to the sheer number of competing

models. Several methods such as stepwise regression, best subset selection and lasso regres-

sion have been developed and implemented in widely used statistical software [18, 19]. In

our study, we focus on large scale simulations designed to assess the performance of stepwise

variable selection for logistic regression, lasso regression, and random forest algorithm.

Simulation Design

we carried out a comprehensive simulations study over a range of common scenarios defined

by number of true predictors, number of noise variables, effect sizes, correlation structure of

the complete set of covariates, and sample sizes. In particular, we simulated the datasets used

for this study using four correlation structures. The first, R1, consists of 3 independence block

correlation matrices where k, l, and m represents the size of the corresponding block matrices.

The second, R2, consists of two low correlation block matrices and an independence block

matrix to represent the scenario where there is low correlation between the columns of data.

The third, R3, consists of a block of high, low, and independence block correlation matrices to

represent scenario where the columns of data consists of a set of high, low, and independent

correlation. The fourth, R4, is a more complex correlation structure incorporating a cross-

block correlation structure with the highest correlation of all four correlation matrices.

R1 =





Ik 0 0
0 Il 0
0 0 Im



 , R2 =





Lk 0 0
0 Ll 0
0 0 Im



 ,

R3 =





Hk 0 0
0 Ll 0
0 0 Im



 , R4 =





Hk Lkl 0
Llk Hl 0
0 0 Im



 ,

We imposed a compound symmetry structure on the low and high correlation diagonal

blocks Lk and Hk with off-diagonal values fixed at 0.2 and 0.6 respectively,

Lk =











1 0.2 · · · 0.2
0.2 1 · · · 0.2

...
...

. . .
...

0.2 0.2 . . . 1











, Hk =











1 0.6 · · · 0.6
0.6 1 · · · 0.6

...
...

. . .
...

0.6 0.6 . . . 1











and imposed equal correlation structure on the off-diagonal low correlation block Lkl with all

matrix values fixed at 0.2,

Lkl =











0.2 0.2 · · · 0.2
0.2 0.2 · · · 0.2

...
... · · ·

...

0.2 0.2 . . . 0.2











.
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The indices k, l, and m which denote the sizes of the blocks were set at three values of

(3, 4, 8), (3, 8, 12), and (4, 8, 20) respectively. This implies that we considered 27 distinct

correlation matrices, with the minimum number of variables set at 10, and maximum at 40.

We set the number of true predictor variables at (2, 5, 10) with sample sizes of 1000 and

5000. We set the corresponding effect sizes to values corresponding to small, medium, and

large effect sizes of (log
(

1
√

2

)

, log
√
2, log 2) from which we randomly sampled with replace-

ment. Lastly, we generated a binary response variable using a random binomial number gen-

erator with the probability of 1 set to the logistic function of the dot product of the effect sizes

of the true predictor variables and the values of the variables.

We considered 648 distinct simulation scenarios corresponding to four correlation struc-

tures (with 27 distinct settings each), three values for the number of true predictors in the data,

and two sample sizes. For each simulation scenario, we generate 1000 data sets (an overall to-

tal of 648,000 data sets) and applied six variable or model selection algorithms corresponding

to stepwise reduction of AIC, stepwise reduction of BIC, lasso regression, ridge regression,

another elastic net algorithm, and random forest. We averaged the model performance across

the 1000 datasets for each scenario. The model performance metrics we captured includes the

area under the operator receiver curve (AUC), proportion of true and false positive predic-

tor variables in the model, proportion of true and false negative variables excluded from the

model, the percentage difference in true effect sizes across the true predictor variables, and

proportion of times the effect sizes were inflated, deflated, or within 10% of the true effect

size. Furthermore, we kept track of the number of times the variable selection algorithms cap-

tured all true predictors without noise, and all true predictors with some noise. Using linear

regression on the 648 simulation scenarios, we analyzed the effect of the number of true pre-

dictors, the number of noise variables, the correlation structure, and the sample size on the

model performance statistics.
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Results

Area under the receiver-operator characteristic curve

Our results (Figure 1) suggest that averaged over all simulation scenarios, stepwise model

selection by the BIC criteria produces the highest AUC (0.7515), followed closely by lasso re-

gression (0.7514), elastic net (0.7513), stepwise model selection by the AIC criteria (0.7496),

ridge regression (0.7450), and random forest (0.7157).

True and false positive predictors identified by the models

Both stepwise and lasso regression tend to capture all the true predictors, and in Figure 2, we

see that lasso regression is tends to capture all the true predictors in the dataset but at the cost

of a significantly higher false discovery rate. This is followed by stepwise model selection

using the AIC criteria with higher true discovery rate if the p-values are ignored. This indi-

cates that there are occasions where stepwise reduction of AIC captures a true predictor with

p-value < 0.05, but ignoring the p-value leads to significantly higher false discovery rate.

On the other hand, stepwise reduction of BIC which tends to produce the most parsimonious

model, tend to capture more than 99% of the true predictors in the dataset while possessing

a significantly lower false discovery rate than other variable selection algorithm. This result

seems to imply that for inference, stepwise regression may be preferred to the other variable

selection algorithm to protect against false discoveries and the corresponding cost of deci-

sion making on false discoveries. However, we must note that there are research work on the

selection of shrinkage parameter to help reduce the false discovery rate of lasso regression.

Effect sizes

The effect sizes obtained using stepwise regression procedures have been criticized as im-

precise for the purpose of inference under the suspicion that the effect sizes are inflated, and

that there is no way to adjust for multiple comparison. In this study, we defined the model

derived effect sizes as normal if within 10% of the true effect size, otherwise as inflated or

deflated depending on the direction of change. In Figure 4, we compare stepwise regres-

sion effect sizes to those of Lasso and Ridge regression. Our results indicate that Lasso and

Ridge regression are more likely to produce effect sizes that are deflated (smaller) than the

true effect sizes. The stepwise regression methods are more likely to inflate the effect sizes

but on the average are more likely to produce effect sizes that are normal (within 10% of the

true effect sizes) than both Lasso and Ridge regression. Lasso and Ridge regression are more

likely to result in deflated effect sizes (between 70% and 100% of the true predictors) than

normal effect sizes. On the other hand, the stepwise regression procedures are more likely to

result in normal effect sizes (between 48% and 50% of the true predictors) than inflated or

deflated effect sizes. In other words, while the effect sizes from Lasso and Ridge regression

are more likely to be deflated, stepwise regression is more likely to produce the correct effect

sizes. But between 28% and 30% of the effect sizes from stepwise regression will be inflated.

In other words, although stepwise regression is more likely to inflate the effect sizes it is at

this same time more accurate and precise than corresponding estimates from Lasso and Ridge

regression. In addition, using the BIC as the model discrimination statistic may result in more

accurate estimates of the true effect sizes than using the AIC statistic.
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Table 1. Regression analysis of factors associated with the AUC

Variables StepAIC StepBIC Lasso Ridge Elastic Net Random Forest

npreds 0.0198 0.0190 0.0194 0.0198 0.0194 0.0176
noise −0.0003 NS NS −0.0005 −0.0001 −0.0004

typeR2 0.0048 0.0051 0.0050 0.0035 0.0049 0.0088
typeR3 0.0075 0.0070 0.0071 0.0051 0.0067 0.0183
typeR4 0.0051 0.0050 0.0049 0.0030 0.0047 0.0111

ntrain5000 0.0095 0.0087 0.0078 0.0146 0.0079 0.0205

Table 2. Regression summary of factors associated with the number of true positive predictors identified by the models

Variables StepAIC StepBIC Lasso Elastic Net

npreds −0.0079 −0.0149 −0.0036 −0.0032
noise NS NS −0.0007 −0.0006

typeR2 NS NS NS NS
typeR3 −0.0374 −0.0610 −0.0253 −0.0231
typeR4 −0.0196 −0.0319 −0.0135 −0.0124

ntrain5000 0.0603 0.1160 0.0335 0.0298

Factors Associated with Model performance

The AUC obtained by the variable and model selection algorithms increases as the sample

size and number of true predictor variables increases. Furthermore, as the average correlation

between all variables increases, the AUC increases as well. Expectedly, the AUC decreases

as the number of noise variables in the dataset increases although not significant for stepwise

reduction of BIC and Lasso regression. The effect of the number of noise variables on model

performance of the other model/variable selection algorithm, measured by the AUC, is small

with effect sizes in the 10−4 order of magnitude. Details are presented in Table 1.

The negligible effect size (×10−4) of the number of noise variables imply that the AUC

of predictive models are quite robust against the inclusion of noise variables. Based on the

effect size of the number of true predictors and the number of noise variables, we can infer

that including as many variables as possible prior to model development is to be encouraged.

Consequently, it is desirable to collect variables as many variables as possible without neg-

ative implications with respect to the AUC. Furthermore, it is quite interesting to note that

correlations between the predictor variables may help improve the AUC of the model. This is

to be expected if some noise variables have high correlation with true predictor variables. In

this case, the correlated noise variable may act as a proxy to a true predictor unknown to the

investigator. Lastly, it goes without reason that the large the sample size, the higher the AUC

of the model as the precision of parameter estimation is improved.

The number of true predictors identified by the final models increases with sample size but

decreases with an increase in the average correlation among all variables, higher number of

noise variables, and higher number of true predictor variables. However, the effect size of the

number of noise variables is quite negligible (×10−4). This results are in line with the asser-

tion that correlation among variables in the data may improve the AUC of the resulting model

through capture of true predictors or a false predictors correlated with them even though it

constitutes a false negative variable finding. The effect size of the sample size variable () in-

dicates that the problem of capturing the true predictor variables may be improved in large

sample settings. See Table 2 for details.

The number of noise variables and average correlation among all variables in the dataset

results in reduced odds of selecting true negative variables. The higher the sample size, the

lower the odds of selecting false negative variables. The regression coefficients indicate that
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Table 3. Regression summary of the factors associated with the number of true negative variables correctly excluded from the

models

Variables StepAIC StepBIC Lasso Elastic Net

npreds NS −0.0002 −0.0259 −0.0260
noise −0.0002 0.0000 0.0110 0.0112

typeR2 −0.0034 −0.0005 NS NS
typeR3 −0.0130 −0.0039 −0.0131 −0.0386
typeR4 −0.0075 −0.0023 −0.0136 −0.0291

ntrain5000 0.0061 0.0086 −0.0349 −0.0406

Table 4. Percentage difference in true effect sizes

Variables StepAIC StepBIC Lasso Ridge Elastic Net

npreds 0.0061 0.0062 0.0066 0.0073 0.0060
noise 0.0002 NS 0.0055 0.0140 0.0070

typeR2 0.0049 0.0027 NS 0.0217 NS
typeR3 0.0372 0.0264 0.0533 0.1783 0.0587
typeR4 0.0203 0.0136 0.0266 0.0936 0.0295

ntrain5000 −0.1004 −0.0859 −0.2579 −0.5266 −0.2861

the effect of the number of noise variables may however be negligible. As expected the speci-

ficity with which a noise variable is correctly rejected increases with sample size. Details are

shown in Table 3.

When both stepwise and lasso regression algorithms select a true predictor, the correct

direction of the effect size is captured accurately (over 99.99% of the time). Among true

predictors that are captured with the right direction in the model, we estimated the percentage

difference between the model derived effect sizes and the true effect sizes of the predictors

captured in the model. Our results in Table 4 indicate that increasing the total number of

variables and increase in correlation between the variables increases the percentage difference

between the model derived effect sizes and the corresponding true effect sizes. However,

increasing the sample size leads to more precise estimates of the effect sizes. Comparing

the effect sizes of the variable selection or model building approach indicate that there may

be differences in the magnitude of the effect of the number of noise variables by variable

selection or model building algorithm. The shrinkage/regularization algorithms had, on the

average, higher effect sizes on the number of variables (true predictors and noise) in the

dataset. Or more specifically, higher number of noise variables increase the imprecision with

which the effect size is estimated.

7



Conclusion

In this study, we designed and implemented a large scale simulation comparing stepwise

model selection using the AIC, stepwise model selection using the BIC criteria, random forest

algorithm, lasso, elastic net, and ridge regressions. We varied simulation parameters over

a wide range of values that mimic realistic data settings. In particular, we considered 648

distinct simulation scenarios defined by correlation structures for the independent variables,

sample sizes, numbers of true predictors and noise variables, as well as small, medium, and

large effect sizes in the true model. Regression analysis indicate that the model selection

algorithms may be able to take advantage of correlation between variables to improve the

AUC even though correlation among variables may lead to false discoveries.

Stepwise model selection using the BIC criteria obtained the highest AUC average over all

simulation scenario. All the variable selection algorithms perform well in identifying true pre-

dictors but lasso regression suffers most from falsely identifying a noise variable as predictor.

Given the parsimonious nature of models resulting from using the BIC as model selection cri-

teria, we expect as obtained that the BIC has the lowest number of noise variables identified as

true predictors. Consequently, using the BIC as criteria for model discrimination may result

in a parsimonious model as good or better than other model selection algorithms considered

in this study. Furthermore, the stepwise model selection by BIC is more likely to identify the

true underlying model in terms of the selected predictors. Consequently, we conclude that the

stepwise model selection procedures are robust in capturing the true underly relationships and

maximizing predictive model performance.
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AIC: Aikaike Information Criteria; AICC: Corrected Aikaike Information Criteria; ANOVA:
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Figure 1. Area under the receiver operator characteristic curve
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Figure 2. Proportion of true and false positive predictors

Figure 3. Proportion of times all true predictors were captured with vs without noise variables
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Figure 4. Comparing stepwise regression procedure to Lasso and Ridge regression for precision of effect sizes
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