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Abstract. 

Artificial intelligence is one of the most rapidly evolving technologies today, and it has been used 

in a variety of application domains. Recently, AI technology has shone in the field of recruiting. 

Many researchers are working on expanding its capabilities with various applications that will aid in 

the recruitment process. However, importantly, having an open labour market without a cohesive 

data centre makes it difficult to monitor, integrate, analyse, and build an evaluation matrix that helps 

reach the best match of a job candidate to a job vacancy. Moreover, previous research in this domain, 

where AI serves in the recruiting field, has focused solely on linear and non-linear models that, once 

trained, lack user preference personalisation. Furthermore, it was more focused on commercial 

applications than on government services.  

This paper implements the AIRM architecture and found impressive results by exploring AI and 

Natural Language Processing matching job candidates. We used a suitable data repository technique 

with three processing layers, each with a different appropriate model. First, the Initial Screening 

layer uses the BIRCH clustering algorithm. The Mapping layer then performs an approximate nearest 

neighbour search using a Sentence transformer and ranking with a Facebook AI Similarity Search 

Finally, the Preferences layer takes the user's preferences as a list and sorts the results using a pre-

trained Cross-Encoders model that considers the weight of the more important words. We completed 

the implementation of AIRM and obtained some promising results. We discovered that when at least 

one expert agrees with the system's choice, the AIRM achieves an overall matching accuracy of 

82%. In the time performance test, AIRM outperforms human performance in terms of task 

execution time. It completed the task in 2.4 minutes, but humans took more than three days on 

average, which is essential when pre-selecting a set of candidates and positions. AIRM will empower 

the Saudi government's immediate and strategic decisions by gaining comprehensive insight into the 

labour market and speeding up the recruiting process. 

Keywords: Recruiting, Job Seeker, AI, Natural Language Processing, Clustering Algorithms, 

BIRCH, RoB-ERTa, FAISS, Data Lake.  
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1 Introduction 

Hiring and screening curriculum vitae for jobs is a time-consuming and labour-intensive process. Typically, 

each resume is written uniquely. Before approaching it for the right job, recruiters must read many resumes as 

texts and comprehend their content. According to Okun's Law, an increase in unemployment in the United States 

affects the gross domestic product (GDP). Okun's Law states that a 1% increase in unemployment results in a 2% 

decrease in GDP (Kenton, 2006).  According to the General Authority for Statistics, Saudis' unemployment rate 

in the fourth quarter of 2020 is 12.6 per cent. This high unemployment percentage does not suit a wealthy, 

prosperous, and developing country with fewer than 25 million people. The Saudi Vision 2030 is trying to address 

this issue. 

Saudi Vision 2030 is a plan announced on April 25, 2016, and coincides with the date set for announcing the 

completion of the handover of 80 government projects. The plan was organised by the Council of Economic and 

Development Affairs. Furthermore, it is accomplished in collaboration with the public, private, and non-profit 

sectors (Affairs_of_V2030, 2016). The Kingdom of Saudi Arabia is putting much effort into this area. However, 

there are numerous obstacles in the Saudi labour market, each with its own set of challenges. The significance of 

assisting in the reduction of unemployment is evident here.  

Previous research in this domain, where artificial intelligence (AI) serves in the recruiting field, has 

concentrated solely on linear and non-linear models that, once trained, lack preference personalisation at the user 

level. Additionally, it served commercial applications more than governments services. 

This paper contributes to improving all the above situations by presenting the results of a proposed architecture 

consisting of a set of AI models and a data repository to build a new AI Recruiting Model for the Saudi Arabia 

Labour Market (AIRM). AIRM can be used to effectively mimic how the human brain functions when selecting 

a job as a job seeker or as a recruiter looking for the best candidate to match a vacant position job, taking into 

consideration user preference. Since all resume data deal with large amounts of natural language as text data, this 

architecture employs the most recent new profound text semantic understanding technologies, such as contextual 

embedding, which has been used to capture complex query-document relations.  

This paper proposes an algorithm that can retrieve similar candidates for a given job description and vice versa. 

Since millions of jobs are posted on different platforms leading to a tremendous amount of data, this study also 

addresses latency issues while retrieving similar job candidates in ample data space. 

2 Background Research 

This section introduces the research methodology and the best repository techniques that suit the proposed 

architecture. Finally, AI Models can serve in recruiting field and text similarity. 

2.1 Research Methodology 

Research methodology is a comprehensive approach that deals with addressing questions like: How are 

research planned? How are theories created and tested? How are the tests interpreted? (Reich, 1994). Researchers 

in the field of AI use a variety of methodological approaches. These various methodologies stem from the unique 

requirements of AI projects and the project's lifecycle, where AI projects are more data-centric than programmatic 

coding and are implemented in iterative steps (Walch, 2020). Dennis argues that prescriptive methodological 

analysis is not suitable for AI research. However, researchers should make their methodological perspectives 

explicit when publishing research results to be better understood.  

The research community can learn the skills required to conduct and evaluate research. Despite recent 

advancements, there are signs that the field of AI still lacks the direction that a clear explanation of such 

methodological constraints could provide. As can be seen, there is considerable disagreement about what 

constitutes significant research problems. For instance, Hall and Kibler considered the divergence of opinions 

gathered in a research survey on knowledge representation. There was no clear consensus in the survey on what 
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knowledge should be represented or what representation entailed. This type of ambiguity can also be seen in 

selecting appropriate research methodologies, leading to debates such as the ongoing methodological squabble 

between scruffy and neat views of AI research (Hall & Kibler, 1985).  

From the above literature, it is clear that there is no standard methodology for AI research, both academic and 

industrial, and it depends on the type of problem and the solution for it. Building a robust data-driven prediction 

model, clustering data, constructing good decision rules, and helpfully visualising high-dimensional data are all 

things that AI researchers have in common with data mining researchers. These are all iterative tasks that require 

knowledge and experience to complete. Furthermore, there have been few attempts to develop general 

methodological guidelines describing the overall process (François, 2008). There are four different data mining 

guidelines proposals known these days, and each has its charismatics. These methodologies are Fayyad's 

methodology or knowledge discovery in databases (KDD) (Fayyad, 1996), CIOS methodology, SEMMA 

methodology, and the cross-industry standard process for data mining methodology (CRISP-DM). A summary 

comparison of them can be found in Table 1. 

Table 1. Difference between methodologies. 

Description KDD CIOS SEMMA CRISP-DM 

Objective determination X X  X 

Data collection X X X X 

Data cleansing X X X X 

Data reduction X  X X 

Problem reformulation  X    

Data exploration X  X  

Tools selection X  X  

Model construction X X X X 

Model validation X X X X 

Result interpretation X X X X 

Deployment X X  X 

Choosing a research methodology or framework depends on the investigated problem type, as different design 

tasks have very different characteristics. This study focuses on using AI in the recruiting field, where AI is a 

relatively new intellectual exploration research field. Therefore, the suitable research type is Design Science 

Methodology (DSM), with a minimum viable product (MVP) as proof of the new proposed architecture that 

consists of a set of AI and a data repository to fulfil the research objective. In this research, we use Natural 

Language Processing (NLP). NLP offers significant mining opportunities in free-form text, particularly for 

automated annotation and indexing prior to text corpora classification. Limited parsing capabilities can 

significantly aid in determining what an article refers to. As a result, the spectrum from simple NLP to language 

understanding can be highly beneficial. NLP can also contribute significantly as an effective interface for stating 

hints to mining algorithms and visualising and explaining knowledge derived by a KDD system (Fayyad, 1996). 

When these methodologies are compared to the research objective, it is clear that Fayyad's KDD is the best 

framework to use. The KDD process is iterative and interactive, with many steps and many decisions made by the 

user. See Fig. 1.  
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Fig. 1. Steps Involved in a Typical KDD Process (Fayyad, 1996) 

The following are the necessary steps of this methodology: 

• Define Business problems: (Business Objectives) to understand business objectives, then convert 

them into subproblems to develop the research plan. 

• Data Understanding: in other words, explore data starts with an initial data collection (Exploratory 

Statistics, Data Visualization), understanding data after collection, verifying data quality. Further 

trends and relationships between attributes will be observed via data visualisations. 

• Prepare data: (Data Cleaning and Pre-processing). This step involves selecting the necessary data, 

cleaning it (imputation, duplicate, fuzzy matching, etc.), reformatting it to fit, and integrating it once 

the model is complete. Create the model and choose between model techniques or mixed models. 

• Evaluate the model: using different evaluation methods to guarantee high accuracy. 

• Deploy: make others use it to give feedback to enhance the model.  

2.1.1. AIRM Research Framework 

We proposed the AIRM framework in (Aleisa et al., 2021) based on the knowledge discovery methodology in 

databases (KDD). It is tailored to the specific problem to which the research is contributing. As shown in Fig 2. 
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Fig. 2. The AIRM research framework 

It starts with business understanding, data gathering, exploring, modelling, evaluation or interpretation, and 

knowledge discovery. The framework will adopt an iterative approach. 

2.1.1.1. Business Understanding  

The first step in the adopted KDD process focuses on in-depth analysis of the Saudi labour market, trying to 

understand the Saudi labour market, national projects that currently support the labour market, labour market 

growth, the current recruiting system, and the new establishment of the Saudi data and AI authority. This analysis 

is carried out by reading and analysing all topics related to the development of Saudi labour market projects. 

Furthermore, a thorough examination of the available data will better understand the Saudi labour market 

requirements, allowing them to grow and develop productively. The overarching goal of this phase is to answer 

some intriguing questions: 

1. Why hasn't the situation improved significantly despite all of the government's projects? 

2. How can AI be effectively used to improve the current Saudi labour market? 

3. Which repository is the best for storing national data? 

4. What are the most appropriate machine learning algorithms, such as clustering, that can be used to build 

the proposed architecture that consists of a set of AI models? 

5. Finally, how should the new approach be structured? 

The proposed AIRM introduce a set of AI models and a state-of-the-art data repository technique that will 

work with national data in response to the third question. AIRM aim is to connect Saudi job seekers with Saudi 
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labour markets. To address the fifth question, AIRM proposes a framework with a data repository and three layers: 

an Initial Screening layer, a Mapping layer, and a Preferences layer. The three layers collaborate to determine the 

best job ID for the job seeker. 

2.1.1.2. Choosing Suitable Data Repository and AI Models 

This study implements a cutting-edge data repository as well as AI models. It is critical to choose the suitable 

architecture comprised of appropriate data repositories and AI Models after understanding the business problem 

and the type of data at hand. For reasons detailed in the proposed AIRM architecture section. 

2.1.1.3. The Model Data  

The data selected and integrated to implement and test the AIRM architecture are from the labour market field. 

The data fields for the job information and candidate information are shown in table 2.  

Table 2. Job table attributes. 

Jobs data Candidate data 

Job title Candidate personal information 

Job responsibility Candidate qualification 

Job qualification required Candidate achievements 

Job skills required Candidate skills 

Job location Candidate preferred job location 

Job industry group Candidate preferred job industry  

Job level Candidate preferred job level 

Job type (e.g., full-time, part-time) Candidate preferred job type 

The data cloning process first collects data from the internet. Data for available jobs and required skills will 

be cloned from job advertising websites or apps such as LinkedIn, Bayt, and others and cleaned before being fed 

into the model. 

2.1.1.4. Pre-Processing Data 

 This step involves searching for missing data and removing noisy, redundant, and low-quality data from the 

data set to improve the data's reliability and effectiveness. Specific algorithms are used for searching and 

eliminating unwanted data based on attributes related to the application.  As part of data pre-processing, relevant 

features were selected from both job descriptions and candidate profiles. The pre-processing was carried out to 

ensure that the most relevant attributes were used to find related papers. The job dataset's responsibility, 

description, and qualification were chosen for further study. Similarly, experience, education, skills and 

certifications were chosen as relevant features from candidate profiles. In order to ensure that data is free from 

noise, data cleaning was done as a second step. After exploratory data analysis, undesirable special characters 

were removed from the text. Numbers and stop words were not removed, considering that transformer models 

need raw input. Removing stop words can change the semantics of English sentences, and hence they were not 

excluded during data cleaning. The text was also lower cased as part of pre-processing step. 

2.1.1.5. Mapping Jobs with Candidates 

    This architecture consists of the DL and three layers exploiting machine learning (ML) to extract relevant 

information from the DL of both recruiters and job seekers to map them. See Fig. 3. The architecture uses a 

combination of two main technics  

• The Rule-based Approach  

• Machine Learning Model Approach. 

In particular: 

1. Prepare the data to be fed to the data chosen algorithms.  

2. For coarse clusters, BIRCH (Balanced Iterative Reducing and Clustering Using Hierarchies) clustering 

is used. Ensures that search latency is kept as low as possible. Jobs and Candidates are categorised. There 
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are, for example, a total of 20 clusters. If a candidate belongs to the fifth cluster, he will be able to find 

work in that cluster as well. When looking for similar jobs, this eliminates latency (Janrao & Palivela, 

2015). 

3. Sentence For transfer learning, the Robustly Optimised BERT Pretraining Approach (RoBERTa) model 

will be used, which has been trained on Natural Language Inference (NLI) and semantic textual similarity 

(STS) data. This transformer-based model will be used to create embeddings for the job description and 

the candidate profile. The model is optimised to find similar documents because it is trained on a 

regression objective in a Siamese network fashion. 

4. Once created, the embeddings will be indexed in Facebook AI Similarity Search (FAISS). FAISS is used 

to perform an approximate nearest neighbour search due to its extremely low latency. FAISS is 

compatible with both GPUs and CPUs. It can also be easily scaled. 

5. The goal is to use FAISS to find ten similar jobs for a candidate and vice versa. FAISS eliminates the 

computational overhead associated with traditional cosine similarity. 

6. Then add the user's preferences using the pre-trained Cross-Encoders model. To rerank the result list, 

considering the weight of the more important words for users from both sides.  

 

Fig. 3. The three layers in AIRM research framework 
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       Hence, AIRM is a more non-linear method. It deals with text, language processing, and deep learning.  It 

is a tool that helps discover trends from a data set using AI models.  

2.1.1.6. Testing 

Since AIRM uses a combination of unsupervised ML and AI algorithms. In order to test the performance, a 

group of external HR domain experts will check output samples and label the result as excellent match, good 

match, lousy match. Such feedback will help improve AIRM performance.   

2.1.1.7. Visualising and discussing the results 

Following the acquisition of job mapping, job trend, and patterns via various data model methods and 

iterations, these patterns must be represented in discrete forms such as bar graphs, pie charts, histograms, and so 

on, in which the knowledge extracted from the previous step is applied to the specific application or domain in a 

visual format. This step provides critical assistance and guides the decision-making process. 

2.2 Repository Techniques 

Getting all the data in one place will support integrating it to allow data engineering to clean it. Then, data 

scientists can analyse it and apply ML algorithms to the data. This section provides a background of Data Lake 

(DL) and utilisation. 

2.2.1. Data Lake 

James Dixon was the first to mention the concept of a DL as a data repository in 2010. He stated that a DL 

manages raw data as it is ingested from multiple data sources. It does not require cleansed data or structured data 

(Quix & Hai, 2018). A DL is a daring new approach that harnesses the power of big data technology. It is “A 

methodology enabled by a massive data repository based on low-cost technologies that improve the capture, 

refinement, archival, and exploration of raw data within an enterprise” (Fang, 2015). Data are stored in the DL in 

their original format, whether structured, unstructured, or multi-structured. Once data are placed in the lake, it is 

available for analysis (Khine & Wang, 2018). A comprehensive discussion about DL, with its architecture build 

characteristics, data types, and its use, and how suitable it is for AIRM, was presented in our previous work in 

(Aleisa et al., 2021). In this paper, we implemented the proposed architected and analyse the results. 

2.2.2. Kylo 

This section will go over Kylo, a new open-source DL, and how powerful it is and how well it fits with AIRM. Kylo 

is a high-performance DL platform built on Apache Hadoop and Spark. It provides a turnkey, business-friendly DL 

solution, complete with self-service data ingest, preparation, and discovery. It is a web application layer with features 

tailored to business users like data analysts, data stewards, data scientists, and IT operations personnel. Kylo incorporates 

industry best practices for metadata capture, security, and data quality.  

Moreover, Kylo offers a flexible data processing framework (based on Apache NiFi) to create batch or 

streaming pipeline templates and enable self-service features without jeopardising governance requirements. It 

was created by Think Big, a Teradata company, and is used by a dozen major corporations worldwide (Think Big, 

2018). The Apache Software Foundation's Apache NiFi project automates the flow of data between software 

systems. Using the Extract, Transform, and Load (ETL) paradigm (Apache NiFi Team, 2021). Think Big has 

reaped significant benefits from the open-source Hadoop ecosystem and has chosen to open-source Kylo to give 

back to the community and improve value. See Fig.4. 
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Fig.4 Kylo architecture (Think Big, 2018) 

In most cases, the workload is allocated to the cluster with the most processing power. Kylo orchestrates 

pipelines using Apache NiFi. With 180+ built-in processors, NiFi can connect to various sources and conduct 

lightweight conversions on edge. Kylo's NiFi processor extensions can call Spark, Sqoop, Hive, and even 

traditional ETL tools. SQL transformations are the focus of ETL solutions, which use their unique technology. 

The majority of data warehouse transformations are focused on importing normalised relational schemas like a 

star or snowflake. ELT tends to follow Hadoop data patterns (Think Big, 2018).  

Kylo's added values are: 

• Kylo is a modern web application that runs on a Spark & Hadoop cluster's Linux “edge node.” Kylo 

includes a variety of custom routines for DL activities that use Spark and Apache Hive. 

• Kylo's scheduling and orchestration engine are Apache NiFi, which provides an integrated foundation 

for developing new 200-processor pipelines (data connectors and transforms). Kylo includes a built-

in metadata server that is currently compatible with MySQL and Postgres databases. For cluster 

monitoring, Kylo can connect to Apache Ranger or Sentry, as well as CDH Navigator or Ambari. 

• Write-once, use many times, is one of Kylo's additional values. Although NiFi is a robust IT tool for 

constructing pipelines, most DL feeds only use a few distinct flows or patterns. IT can develop and 

register a NiFi template as a data processing model for feeds using Kylo.  

• Web modules provide important DL functionalities such as metadata search, data discovery, data 

wrangling, data browsing, and event-based feed execution to connect flows. 

• Data feeds can be monitored using the Operations Dashboard UI. It delivers feed health monitoring 

and related infrastructure services from a central location.   

     In order to implement AIRM, we do not need expensive or complicated ETL technologies for Hadoop. We 

use Kylo, as it is more than enough for AIRM. It uses Spark to wrangle and prepare visual data transformations 

with all added values mentioned above over Apache NiFi. 

2.3   AI Algorithms Suitable for the Recruiting Field 

This section emphasises a fundamental understanding of ML algorithms required to construct AIRM, such as 

clustering and NLP algorithms. Before considering any AI algorithms, it is vital to prepare the data set. Some 

steps are required, such as scaling or normalising the data and imputation of missing values. The feature values 

of each observation are represented as coordinates in n-dimensional space to calculate the distances between these 

coordinates. If these coordinates are not normalised, the results may be incorrect. It is also necessary to deal with 
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missing, null, or inf. There are several methods for dealing with such values, such as removing them or inputing 

them using mean, median, mode, or advanced regression techniques (Rani, Rohil, 2013), We pre-prepared the 

data for AIRM to ensure optimal results. 

2.3.1. Clustering Algorithms 

For the reader's convenience, this section will highlight some clustering algorithms to show the purpose of 

selecting a particular clustering algorithm. Clustering is the process of discovering a series of trends in a set of 

data. It produced positive results, especially in classifiers and predictors (Homenda & Pedrycz, 2018). Entities in 

one cluster should be as dissimilar to entities in another cluster as possible. Clustering is an unsupervised approach 

that can spot erroneous class names, outliers, and mistakes (Frades & Matthiesen, 2010). There are two types of 

clustering: hard clustering and soft clustering (SHARMA, 2019). There are several methods for measuring the 

distance between clusters to determine clustering rules, commonly referred to as Linkage Methods (Rani1 &#38; 

Rohil, 2013). K-means or partition-based algorithms (Aggarwal & Reddy, 2014), hierarchy-based algorithms, 

fuzzy theory-based algorithms, grid-based algorithms, and density-based algorithms are the five popular clustering 

algorithms (Aggarwal & Reddy, 2014). K-means is the most popular of all clustering algorithms. 

BIRCH (Balanced Iterative Reducing and Clustering Using Hierarchies) is a clustering algorithm that excels 

at clustering extensive datasets. BIRCH handles large datasets by producing a more compact summary that retains 

as much distribution information as possible before clustering the data summary rather than the original dataset. 

The cost of BIRCH I/O is proportional to the size of the dataset: a single scan yields good clustering, and one or 

more additional passes can optionally be used to improve the quality even more. By evaluating its running time, 

memory usage, clustering quality, stability, and scalability and comparing it to other existing algorithms, we argue 

that BIRCH is the best available clustering method for handling enormous datasets. Its architecture also supports 

parallel and concurrent clustering, and performance can be tuned interactively and dynamically based on data 

knowledge gained (X. Zhang et al., 2016). Shown in Table 3 are some comparison points between the clustering 

algorithms. 

Table 3: Clustering algorithms comparison (Janrao & Palivela, 2015). 

 # Of classes 

before 

computations 

Advantages Disadvantages 

K-means or 

partition-

based 

Mandatory When the number of variables is large, K-

Means is usually faster than hierarchical 

clustering when k is small. It results in 

tighter clusters. 

Predicting K-values is difficult. This 

algorithm is ineffective for globular clusters. 

k-means works best for images with 

spherical clusters with the same variance. 

Hierarchical Optional Using well-scattered representative points 

and centroid shrinking can identify clusters 

with non-spherical shapes and wide size 

variations. 

It is capable of handling large databases by 

combining random sampling and 

partitioning. Outliers do not pose a 

problem 

Inability to make changes once the decision 

to split/merge has been made. There is a lack 

of interpretability in cluster descriptors. It is 

prohibitively expensive for high-dimensional 

and massive datasets. The curse of the 

dimensionality phenomenon severely 

reduces effectiveness in high-dimensional 

spaces. 

Fuzzy or soft 

k-means 

Mandatory Unsupervised Converges Extended computational time Sensitivity to 

the initial guess (speed, local minima) 

Sensitivity to noise and One expects low (or 

even no) membership degree for outliers 

(noisy points) and post clustering records 

will have to be smoothed 

Density-

based 

Mandatory DBSCAN does not require information 

about the number of clusters in the data. 

Noise resistance requires only two 

parameters and is unaffected by order of 

the points in the database. It can 

accommodate a wide range of cluster 

-DBSCAN is not entirely deterministic. 

DBSCAN's cluster descriptors are 

inadequate. When dealing with clusters of 

varying densities or high dimensional data, 

DBSCAN does not perform well. These 

algorithms typically rely on a nonuniform 
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shapes and sizes. Outliers do not pose a 

problem. 
distribution of data records (density 

differences) to find clusters. 
Grid-based Mandatory It is identifying subspaces of high-

dimensional data space that allow for 

better clustering than the original space 

automatically. It is possible to think of it as 

both density-based and grid-based. It is 

unaffected by order of records in the input 

and does not assume a canonical data 

distribution. It scales linearly with input 

size and has good scalability as the number 

of data dimensions increase 

The accuracy of the clustering result in 

CLIQUE may be compromised at the 

expense of the method's simplicity. These 

algorithms typically rely on a nonuniform 

distribution of data records (density 

differences) to find clusters. 

BIRCH 

(Balanced 

Iterative 

Reducing and 

Clustering 

using 

Hierarchies) 

Optional Extremely effective. Flexibility in terms of 

granularity is built in. 

Ideal for point-to-point linkage problems. 

It is local in the sense that each clustering 

decision is made without first scanning all 

data points or all existing clusters. It 

employs measurements that reflect the 

natural closeness of points and can be 

incrementally maintained throughout the 

clustering process. In sparse regions, 

outliers are treated as such and are 

optionally removed. IT makes full use of 

available memory to generate the best 

possible sub-clusters. The clustering and 

reducing process is organised and 

distinguished by the use of an in-memory, 

height-balanced, densely populated tree 

structure. As a result of these 

characteristics, its running time is linearly 

scalable. 

Changes cannot be made once the 

decision to split/merge has been made. 

Cluster descriptors have a lack of 

interpretability. The ambiguity of the 

termination criterion. For high-dimensional 

and massive datasets, it is prohibitively 

expensive. The curse of dimensionality 

phenomenon causes severe effectiveness 

degradation in high dimensional spaces. 

AIRM will focus on BIRCH. The similarity between the clusters is calculated from the dissimilarity measures 

like the Euclidean distance between two clusters. So, the more significant the distance between two clusters, the 

better the result is (Pathak, 2018) BIRCH is suitable for AIRM because of four reasons mentioned in this paper 

in section 4.  

2.3.2. Natural Language Processing 

In this paper, AIRM will use two State of the Art (SoA) tasks: text similarity for the similar candidate to job 

matching and vice versa, and fast retrieval of similar documents. Text similarity refers to the comparison of vectors 

in hyperdimensional space. These vectors are of two, sparse and dense vectors. Sparse vectors deal with Bag of 

Words (BoW) and TF-IDF (Term Frequency — Inverse Document Frequency) (Qaiser & Ali, 2018). There are 

few drawbacks to the TF-IDF approach. Since it is a statistical method, it fails to account for the order of words. 

Another drawback with such an approach is that it does not consider the semantics of a text. These problems of 

statistical methods can be overcome by other algorithms such as Word2Vec (Mikolov et al., 2013). Word2vec 

outperforms statistical methods such as BoW and n-gram models on various tasks. It also overcomes the affliction 

of dimensionality associated with statistical methods like TF-IDF and BoW. Word2vec work with a feed-forward 

neural network with a language modelling task and optimisation techniques such as Stochastic gradient descent. 

Word2vec has some drawbacks as it is not able to handle words with different context. It has same representation 

for words with different context. For instance, if we consider two sentences, I want to open a bank account and I 
want to sit near a river bank. Here, word bank has different meaning in both sentences and Word2vec model is 

not able to capture this contextual information. Also, Word2vec does not provide sentence embeddings. For 

sentence embeddings, word vectors need to be averaged. All these drawbacks can be well handled by transformer 

based models. 

Transformer models were introduced in 2017. The NLP field was revolutionised when Google introduced 

BERT (Devlin et al., 2019). Transformer models like BERT achieve SoA results on the majority of NLP tasks. 

The transformer is a model architecture that completely avoids recurrence, favouring drawing global dependencies 

between input and output. It can be trained significantly faster than architectures based on recurrent or 
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convolutional layers (Vaswani et al., 2017). They even outperform sequence to sequence models like RNN 

(Recurrent Neural Networks). RNN-based models such as BiLSTM and GRU read input data sequentially. 

Another problem associated with RNN-based models is that their performance degrades as the input sequence 

length increases. Transformer based models use an attention mechanism where each data is read once as a 

sequence of words. BERT is pre-trained on a massive corpus. Pre-training of such models require extensive data 

as well as substantial computation resources. Pre-training of BERT consist of Masked Language Modelling 

(MLM) and Next Sentence Prediction (Devlin et al., 2019). Other algorithms can overcome BERT problems like 

RoBERTa.  

The transformer-based RoBERTa model was introduced in 2019 and outperformed BERT in many NLP tasks 

(Liu et al., 2019). RoBERTa has the same architecture as that of BERT model. However, there are some 

differences in training the RoBERTa model. RoBERTa is pre-trained with larger batches and on a more extensive 

corpus. As compared to BERT, the RoBERTa model does not use Next Sentence Prediction (NSP) for the pre-

training step (Liu et al., 2019). If NSP is not there, we do not need additional pre-training steps, and the model 

converges faster with better results. Due to it's better performance over BERT, RoBERTa was chosen over BERT 

for generating embeddings. In this paper, the RoBERTa base was chosen. The RoBERTa base has 12 encoders 

stacked over each other compared to RoBERTa large, which has 24 encoders. Fig. 5 shows an architecture of an 

encoder in RoBERTa model. It consists of self-attention and feed-forward forward layers.      

 
Fig 5. RoBERTa encoder architecture (Vaswani et al., 2017) 

For the reranking process, MS MARCO Cross-Encoders is used. MS MARCO is a Machine Reading 

Comprehension dataset on a vast scale built by Microsoft AI & Research (Bajaj et al., 2018). MS MARCO works 

as a large-scale information retrieval corpus created with the help of the Bing search engine and real-world user 

search queries. The cross-encoder model trained on MS MACRO can be used for semantic search; the model will 

find passages relevant to the search query. The training set contains about 500k samples, while the corpus has 

over 8.8 million paragraphs (SBERTdocuments, 2021). This reranking technique is used in the third layer of the 

AIRM architecture. 

3 AIRM Architecture 

The proposed solution architecture AIRM is the topic of this section. It is constructed to create a proof of 

concept or a solid minimal viable product (MVP). Our system extracts valuable information from the existing DL 

using data from both sides, recruiters and job seekers. The Initial Screening layer, the Mapping layer, and the 

Preferences layer make up the AIRM architecture. The three layers work in sequence to match the job seeker with 

the best job ID. It retrieves and sends data from/to the DL. See Fig. 6.  
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Fig. 6. Proposed AI Recruiting Model (AIRM) 

The AIRM model makes the following requirements: 

• A national recruiting platform already exists. 

• All recruiter's and candidate's data are clean, prepared for analysis, and stored in the DL. 

• Candidates can be tagged to one job or more, and the Job ID can be tagged to one candidate or more. 

• A comprehensive directory of job specialities in the DL, with instant updating. 

3.1 Initial Screening Layer 

This layer will work as a preparation phase. It will use the BIRCH cluster algorithm to build cluster groups 

job specialisations, which will enable the second layer to treat each cluster speciality separately. This layer's input 

is from both sides, the recruiter's data and job seekers' data. From the recruiter's data, the industry name, job level, 

job location, the employment period is full-time or part-time. The job seekers' side is considered. Other required 

data includes industry, location, employment period, and if it is full-time or part-time. The AI model will set these 

groups and their ID. The result will be stored as a data frame in the DL. It will be an iterative stream process that 

considers the immediate changes from the user profile. This layer will reduce the AIRM model's computational 

requirements for the next layer to enable the Mapping layer to work only with the needed group ID.  

Hierarchical clustering is a common form of unsupervised learning. It is suitable for this new proposed model, 

compared with other clustering algorithms. The similarity between the clusters is calculated from the dissimilarity 

measures like the Euclidean distance between two clusters. So, the larger the distance between two clusters, the 

better (Pathak, 2018). The data set must first be prepared before the data clustering process can begin. Scaling or 

normalising the data and missing value imputation are necessary steps in this layer. The feature values of each 

observation are represented as coordinates in n-dimensional space (n is the number of features), and the distances 

between these coordinates are calculated to normalise the data. Fig. 7 shows the workflow in this layer.. 
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Fig. 7 Tasks in initial screening layer 

     The first task in this layer is to stack the two data frames over each other. The second task is using TF-IDF 

vectorisation to convert the text to numeric representation. Here TF-IDF has been chosen as in this case count 

vectoriser approach will perform better due to nature of the required filters. Then the third task is to feed these 

vectors to the birch algorithm for the clustering task, then send the clustered groups to the DL. The code we used 

is available at: 

https://github.com/AleisaMonirah/Initial_Screening_Layer/blob/main/Initial_Screening_Layer.ipynb.   

3.2 Mapping Layer 

       This layer will deal with the job groups that have been grouped, and both sides are given a cluster-ID. It 

uses the Python Natural Language Toolkit (NLTK) library to parse the critical skills and responsibilities from the 

job description and the qualification, experience, and obligations that the job seeker is willing to take from the job 

seeker data and vice versa. We have some improvements in this layer after we start implementing it. This layer, 

mentioned in our last paper (Aleisa et al., 2021), implements a dictionary of keywords with a unique ID by using 

RNN. Then store in the DL and retrieved when needed. After that, Word2Vec is applied to convert the words in 

the job description and the job seekers qualification to numeric values, which is vectors and then check the 

similarity of the words in the job seekers qualification to the dictionary of words built for each job ID. This 

calculation is for both sides. It is not a redundancy task. The preference from both sides has been added in the 

next layer. Any outliers are detected and removed. Then the score of each job ID and job seeker ID is sorted in a 

data frame in the DL. The improvement part is that we used RoBERTa instead of RNN. Due to how robust it is, 

as mentioned in section 2.4.2 Vector Space Model. A high-level design embeddings generation is shown in Fig. 

8. 
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Fig. 8 High-level design – Embeddings Generation 

Fig.9 shows how input is fed into RoBERTa model. The input text is tokenised using Roberta specific 

tokeniser. RoBERTa uses a byte-level BPE tokeniser. The tokenised text is concatenated with unique tokens such 

as [CLS] (unique classification token) and [SEP] (start of a sentence token) at the beginning and end of sentences. 

It is done to ensure that model understands the beginning and end of the text. Positional embedding is also 

appended to input tokens to keep track of the distance between different tokens.  The output of the RoBERTa 

model consists of vectors corresponding to each input token, including [CLS] and [SEP]. Each output vector has 

a dimension of 768. These vectors can be used for downstream tasks such as text classification, similarity, 

question-answering, and clustering. 

 
 

Fig.9 RoBERTa input schema (Narayanaswamy, 2021) 

Since the length of input tokens varies in each document, the number of output vectors also varies. In order to 

overcome this, RoBERTa embeddings for whole input can be averaged, or an output vector corresponding to 

[CLS] token can also be chosen for further analysis. However, one study shows that sentence embeddings obtained 

from averaging embeddings or [CLS] token are infeasible to be used with cosine similarity measures due to lousy 

performance (Reimers & Gurevych, 2019). 

This research aims to find similar job-candidate pairs, embeddings needed to be optimised specifically for 

textual similarity tasks. For this purpose, sentence transformers were used in this research. Sentence transformer 

consists of transformers based Siamese network. Siamese networks are neural networks with several sub-networks 

that have the same architecture and weights. In this research, this sub-network refers to RoBERTa model. See Fig. 

10. 



 

 

 

16 

 

Fig. 10. Siamese Network architecture (Reimers & Gurevych, 2019) 

Input sentences are fed to the RoBERTa model, sharing the same weights. The number of output vectors from 

models is different, depending on the length of input text. Therefore, a pooling strategy is used to obtain sentence 

embeddings. These embeddings are used to optimise regression function, which is cosine similarity. Study shows 

that sentence transformers have SoA performance on STS-benchmark dataset (Reimers & Gurevych, 2019). This 

study's job and candidate data as pre-processed in section 3.3 are fed into this sentence transformer model. The 

output consists of 768 dimensions embedding corresponding to each job and each candidate. 

 
Fig. 11 High-level design – Similar Job-Candidate retrieval 

       Similar job-candidate retrieval architecture is shown in Fig. 11. The traditional cosine similarity can be 

very slow as the order of time complexity is O (m*n), where m and n are the number of documents to be compared 

for cosine similarity. In order to tackle this problem, FAISS (Facebook AI Similarity Search) is used for similarity 

search. FAISS is a similarity search algorithm developed by Facebook (Johnson et al., 2019). FAISS uses a data 

structure called index.  It can scale up to billions of vectors that possibly do not even fit in RAM. It also provides 

support for GPU supported document retrieval. It solves the scalability and latency issues as explained above. 

FIASS uses Euclidean distance to perform each operation on given embeddings. The output from FAISS is top N 

similar documents (job or candidate). Apart from similar documents, it also provides distance scores that are 

inversely proportional to similarity: higher the Euclidean distance, lesser the similarity and vice versa.  

    In the AIRM study, a FAISS index is created as a second task in the mapping layer, and all the embeddings 

as generated vector space models are added to this index. Once the index is fixed, similar N jobs can be found out 

for a given candidate along with a similarity measure score. Similarly, top N candidates can be found out for a 

given job posting. The code we used is available at: 

https://github.com/https://github.com/AleisaMonirah/Mapping_layer/blob/main/Mapping_Layer.ipynb 

3.3 Preferences Layer 

     This layer adds the user's preferences using the pre-trained Cross-Encoders model to rerank the result list, 

while considering the weight of the more important words for users from both sides. Pre-trained Cross-encoders 

take a text pair as input and provide a score ranging from 0 to 1. They do not compute embeddings for particular 

texts or work for individual sentences (SBERTdocuments, 2021). Cross encoders are different from bi-encoders 

in a way that both sentences are passed through the model simultaneously, whereas, in bi-encoder architecture, 
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sentences are passed separately from models sharing the same weights as shown in Fig. 10. Cross encoders are 

suitable for tasks when similarity needs to be computed between pre-defined datasets. However, cross encoders 

do not provide embeddings and hence are not suitable for tasks like clustering. Bi-encoders are more suitable for 

tasks such as information retrieval, semantic search as embeddings can be computed with the help of encoders 

which are optimised for regression loss. 

The user (recruiter or job seeker) will enter keywords as preferences for the degree, the experience, and general 

preferences. The model will give scores for the reranking, and these scores are combined and normalised to give 

the final output.  

    For example, if a recruiter is looking for someone who has worked in an academic field and has published 

papers or research, the recruiter will prioritise the candidate who has published papers or research. If the recruiter 

wants this candidate with a specific year of experience, the recruiter will enter the years to give more weight to a 

candidate with such experiences. Then Cross-Encoders will be applied, and the result will be stored back in the 

DL. The code we used is available at:  

https://github.com/AleisaMonirah/Preference-Layer/blob/main/Preference%20Layer.ipynb 

4 Justification of the Implemented Solution 

  The following components were chosen over others due to given reasons: 

1. Kylo is a self-service IT platform that provides robust pipelines as templates and allows users to create 

feeds from these data processing patterns. Critical Operations activities, including feed monitoring, 

troubleshooting, and service level measurement, are all provided by Kylo. Kylo's APIs and plug-ins are 

designed to be expandable, which will appeal to software engineers. 

2. The BIRCH clustering is suitable for AIRM because of four reasons: 

• BIRCH clustering does not try to make clusters of the same size as k-mean clustering. The group size 

will vary in the Saudi jobs data set, and we do not aim to have the same group size. Instead, we need 

to explore the actual group size in each job group (T. Zhang et al., 1997). 

• BIRCH clustering does not require the number of clusters as an input parameter. In the Saudi jobs 

data set, the data is significant, and it will change all the time. We cannot decide the number of clusters 

at the beginning of the algorithm. So hierarchical clustering helps to take away the problem of having 

to pre-define the number of clusters (Pathak, 2018). 

• BIRCH clustering can virtually handle any distance metric (SHARMA, 2019). 

• BIRCH has been proposed for minimising the running time of clustering. BIRCH incrementally 

clusters enormous datasets whose sizes are much greater than the amount of available memory. The 

clustering process is performed by constructing a height-balanced tree (T. Zhang et al., 1997). 

3. Sentence transformers capture semantic similarity better than other methods because it is trained in 

Siamese network fashion. The output loss is cosine similarity which is optimised. In this way, the model 

learns to capture similarity better than other models and perform SoA on the STS benchmark dataset. 

4. In order to compute the cosine similarity between embeddings, traditional cosine similarity leads to 

enormous computation resources and has a time complexity of O(n*m). This complexity is reduced by 

using index-based data structures, which FAISS inherently supports. In this way, similar documents can 

be retrieved very fast. FAISS is also scalable to up to billions of vectors and can search similarity even 

for embeddings that do not fit in RAM. 
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5 Results 

      AIRM was evaluated as an experiment on 100 jobs that were randomly sampled from the job database. 

Tasks show a superior quality while being more parallelisable and requiring significantly less time.  For each job 

posting, its top 10 similar candidates were retrieved using the algorithm proposed in Section 3. 

    The recall is a more preferred metric for the task of information retrieval. However, due to the unavailability 

of any labelled data, it becomes tedious to use these metrics. Also, recall can be increased by returning a higher 

number of similar candidates/jobs. In order to ensure the quality of similar candidate retrieval, the top 10 similar 

documents were retrieved. Due to these reasons, accuracy was chosen as a preferred metric for evaluation as 

compared to recall.  

  We evaluated AIRM by using two metrics first, the accuracy and then the time. Accuracy for each category 

was calculated with the help of the below equation: Accuracy = Number of correct candidates retrieved by the algorithmTotal number of candidates retrieved by the algorithm  

     Three human experts in HR and recruiting worked manually to evaluate the results for 100 randomly 

sampled jobs. Human intervention was required to assess the algorithm's performance for two reasons: firstly, we 

are using unsupervised algorithms; secondly, choosing a candidate or a job is a subjective judgement.  

    For the evaluation task, the predictions were labelled as category 3, if all of the three evaluators agreed on 

them; category 2, if two evaluators agreed on them; and as category 1, if only one evaluator thinks it matches; 

otherwise, we labelled them as category zero, as shown in table 4. 

Table 4. Example of AIRM Results Job-to-Candidate. 

Job Candidate HR1 HR2 HR3 Final 

Job1      

 Similar Candidate1 Good match Good match Good match 3 

 Similar Candidate2 Good match Good match Good match 3 

 Similar Candidate3 Good match Good match Good match 3 

 Similar Candidate4 Good match Good match Good match 3 

 Similar Candidate5 bad match Good match bad match 1 

 Similar Candidate6 Good match Good match Good match 3 

 Similar Candidate7 Good match bad match Good match 2 

 Similar Candidate8 Good match Good match Good match 3 

 Similar Candidate9 Good match Good match Good match 3 

 Similar Candidate10 Good match Good match Good match 3 

. 

. 

. 

. 
Job10      

 Similar Candidate1 Bad match Bad match Good match 1 

 Similar Candidate2 Bad match Good match Bad match 1 

 Similar Candidate3 Good match Good match Good match 3 

 Similar Candidate4 Good match Bad match Bad match 1 
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 Similar Candidate5 Bad match Bad match Bad match 0 

 Similar Candidate6 Good match Good match Good match 3 

 Similar Candidate7 Bad match Bad match Bad match 0 

 Similar Candidate8 Good match Good match Good match 3 

 Similar Candidate9 Good match Good match Good match 3 

 Similar Candidate10 Good match Good match Good match 3 

The complete result is available at: 

https://github.com/AleisaMonirah/AIRM-Results-Job-to-Candidate/blob/main/Mapping_results.pdf.  

From the AIRM above results, 61 per cent match falls in category three, 5 per cent match falls in category 

two, 16 per cent match fall in category one, and 18 per cent falls in category zero. See Table 5.  

Table 5. AIRM Results Job-to-Candidate. 

 Categories Per cent 

Three agreed 3 61 

No one agreed 0 16 

One agreed 1 18 

Two agreed 2 5 

Total  100 

 

   As demonstrated in Table 5, AIRM system gives overall 82% accuracy of matching with at least one expert 

agreed with the system's selection. Therefore, we consider AIRM system to be suitable for the automatic pre-

selection of candidates matching the job description, ready for further refinement by the human experts. 

  In a test that contains 1990 records of jobs and 16171 records of a candidate, AIRM exceeds human 

performance in terms of time. It finished the work in 2.4 minutes, whereas humans spent more than three days on 

average, which is beneficial in pre-selecting block of candidates and jobs. We are optimistic about the future of 

AIRM and intend to use it for a variety of purposes. We intend to expand AIRM to solve challenges, including 

combining two sides of the text and dealing with massive inputs and outputs. One of our future objectives in this 

research project is to implement it to work with the Arabic language and compare the results with the English 

language version. 

6 Conclusion 

This paper continues the work of our recent paper (Aleisa et al., 2021), where we proposed an AIRM 

architecture in order to assist the labour market. In the current paper, we implemented the proposed architected 

and found impressive results. We are making use of cutting-edge technologies, such as Kylo, an open-source DL 

with all of the data-storage qualities that are versatile and rapid to extract and analyse the data. Kylo lays in the 

heart of AIRM architecture, the three layers of models that are stacked on top of each other feed data into and out 

of Kylo.  

The first layer is called an initial screening layer. It builds groups of jobs from the same industry to gather and 

give a group ID by clustering them. It uses BIRCH clustering for coarse clusters. Ensures search latency is 

reduced. Jobs and Candidates clustered together. For example, 20 clusters in total. If the candidate belongs to the 

5th cluster, then a job will also be searched for him in the 5th cluster. This ensures latency while searching for 

similar jobs. 

The second layer is called a mapping layer, where the sentence RoBERTa is used for transfer learning. This 

transformer-based model is used to generate embeddings for job descriptions as well as candidate profiles. Since 

https://github.com/AleisaMonirah/AIRM-Results-Job-to-Candidate/blob/main/Mapping_results.pdf
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the model is trained on regression objectives in Siamese network fashion, it is optimised to find similar documents. 

Once embeddings are generated, then these embeddings are indexed in FAISS. FAISS is used to perform an 

approximate nearest neighbour search and has very low latency. It is easily scalable as well. Using FAISS, we can 

find an 'n' number of similar jobs for a candidate and vice versa. FAISS overcomes the computational expense of 

traditional cosine similarity.  

The third layer is the Preferences layer, which will add the preferences as a weight of the word that is more 

important for both sides. Then the result will be stored back in the DL.  

In order to evaluate the algorithm's performance, it was necessary to use human input. As part of the evaluation 

task, three human experts in HR and recruiting evaluated the results for 100 randomly selected jobs. We 

considered appropriate an AIRM selection agreement by at least one human expert to accommodate subjective 

nature of the selection process when performed entirely by human HR and recruitment experts. We found that the 

AIRM system gives overall 82% accuracy of matching with at least one expert agreed with the system's selection. 

In the time performance test that contains 1990 records of jobs and 16171 records of a candidate, AIRM exceeds 

human performance in terms of time of the task execution. It finished the work in 2.4 minutes, whereas humans 

spent more than three days on average, which is beneficial in pre-selecting block of candidates and jobs. It is the 

first time a single model has reached a new SoA in terms of the overall performance.     

    Therefore, we consider the AIRM system to be suitable for the automatic pre-selection of candidates 

matching the job description to allow human experts to concentrate on more detailed and nuanced consideration 

of already pre-selected subset of job seekers, thus improving the efficiency of human involvement.  

       Further work for this research project is to find different types of data sets in order to generalise AIRM 

for other government uses. Moreover, we plan to implement AIRM using the Arabic language and evaluate its 

performance. 
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