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Abstract

Background: Nowadays, patients with chronic diseases such as diabetes and
hypertension have reached alarming numbers worldwide. These diseases increase
the risk of developing acute complications and involve a substantial economic
burden and demand for health resources. The widespread adoption of Electronic
Health Records (EHRs) is opening great opportunities for supporting
decision-making. Nevertheless, data extracted from EHRs are complex
(heterogeneous, high-dimensional and usually noisy), hampering the knowledge
extraction with conventional approaches.

Methods: We propose the use of the Denoising Autoencoder (DAE), a Machine
Learning (ML) technique allowing to transform high-dimensional data into latent
representations (LRs), thus addressing the main challenges with clinical data. We
explore in this work how the combination of LRs with a visualization method can
be used to map the patient data in a two-dimensional space, gaining knowledge
about the distribution of patients with different chronic conditions. Furthermore,
this representation can be also used to characterize the patient’s health status
evolution, which is of paramount importance in the clinical setting.

Results: To obtain clinical LRs, we considered real-world data extracted from
EHRs linked to the University Hospital of Fuenlabrada in Spain. Experimental
results showed the great potential of DAEs to identify patients with clinical
patterns linked to hypertension, diabetes and multimorbidity. The procedure
allowed us to find patients with the same main chronic disease but different
clinical characteristics. Thus, we identified two kinds of diabetic patients with
differences in their drug therapy (insulin and non-insulin dependant), and also a
group of women affected by hypertension and gestational diabetes. We also
present a proof of concept for mapping the health status evolution of synthetic
patients when considering the most significant diagnoses and drugs associated
with chronic patients.

Conclusion: Our results highlighted the value of ML techniques to extract
clinical knowledge, supporting the identification of patients with certain chronic
conditions. Furthermore, the patient’s health status progression on the
two-dimensional space might be used as a tool for clinicians aiming to
characterize health conditions and identify their more relevant clinical codes.

Keywords: Denoising Autoencoder; Chronic Diseases; Diabetes; Hypertension;
Clustering; Patient Representation; Synthetic Patient; Health Status Trajectory

Introduction

Nowadays, the global aging phenomenon has become an important health challenge.

It is a common ground that elderly people are more likely to develop chronic dis-

eases [1]. The increase in patients suffering from chronic diseases is one of the major
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challenges faced by National Health Systems, especially in low-income and middle-

income countries [2]. A high number of chronic patients suffers from multimorbidity,

defined as the co-occurrence of (multiple)-chronic diseases [3]. Multimorbidity be-

comes progressively more common with age, and patients tend to have psychological

distress, complex drug treatments, and longer hospital stays, impairing their quality

of life [4, 5].

With the widespread adoption of Electronic Health Records (EHRs), large vol-

umes of data in a variety of formats and sources have been collected [6]. The use

of EHRs is bringing great opportunities for clinical research, fostering the develop-

ment of data-driven approaches, especially those based on Machine Learning (ML)

techniques. ML is a branch of Artificial Intelligence seeking to provide knowledge

from experience (data) [7]. EHRs, in conjunction with ML, have been successfully

used in different clinical areas [8, 9, 10], shifting from expert-driven approaches to

data-driven models.

Despite the benefits of applying ML in the clinical setting, data extracted from

EHRs are heterogeneous and characterized by a high number of features. Also, the

limited number of observations in the clinical real-world scenario is a challenge when

dealing with high-dimensional data, what is referred to as the curse of dimensionality

problem [11]. This hampers data visualization, knowledge discovery and the effective

application of traditional ML approaches in healthcare [12, 13]. To tackle this issue,

different linear and non-linear methods transforming the original high-dimensional

data into low dimensional representations have been proposed [14, 15]. Among these

models, the Autoencoder (AE) [16] seeks to address the high-dimensionality issue

by building lower-dimensional representations, named latent representations (LRs).

The LRs capture relevant relationships from data and support the application of

subsequent ML tasks as data visualization and clustering.

In the literature, many variants of AEs have been proposed [17, 18]. Among the

variants of AE [17, 18], the Denoising Autoencoder (DAE) [18] has been successfully

applied in the healthcare domain [19, 20, 21, 22]. The implicit regularization process

performed by DAEs by corrupting input data with noise allows this kind of AE the

capability to provide robust representations [23].

The contribution of this paper is twofold. First, we analyze the potential of using

the DAEs for building LRs to characterize chronic patients using binary data asso-

ciated with diagnoses and drug codes. These LRs serve as a base for finding groups

of patients with similar clinical conditions, while visualizing high-dimensional data

into a lower-dimensional space, thus supporting the clinical interpretation. Second,

we present a proof-of-concept to determine the relevant codes for a clinical condition

and to visually characterize the health status evolution of synthetic patients on the

low-dimensional space. In this work, we used data of healthy and chronic patients

(including hypertensive, diabetics, and multimorbidity patients) corresponding to

real-world EHRs of the University Hospital of Fuenlabrada (UHF) of Madrid, Spain.

The remainder of this paper is organized as follows: Data description and the pre-

processing stage are detailed in the next section. Then, we describe the theoretical

fundamentals of DAEs as well as the clustering methods used. Next, we present the

results of this work, showing the clinical characterization of the groups of patients

found. Also, a proof-of-concept aiming to visually characterize the health status
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progression of chronic patients is presented. Finally, the discussion and conclusions

are provided in the last part of the manuscript.

Materials and Methods

Data description and preprocessing

In this subsection, we describe the dataset used in this study as well as the pre-

processing carried out. We considered clinical data of healthy and chronic patients

assigned to the UHF. The UHF is a public hospital providing medical service to

six health centers and encompasses about 225,000 inhabitants. Patient data in-

cluded demographics (age and sex), diagnoses from primary and specialized care

and pharmaceutical drug dispensation. The diagnoses were coded according to the

International Classification of Diseases-Ninth Revision-Clinical Modification (ICD9-

CM) [24], while pharmaceutical drug codes followed the Anatomical Therapeutic

Chemical (ATC) Classification System [25].

The ICD9-CM and ATC codes have been extensively used in a variety of studies

at the international level [26, 27]. Both kinds of codes are hierarchically structured

and composed of a different number of alphanumeric characters (ANCs). The ICD9-

CM codes have from three to five ANCs with a decimal point between the third

and fourth character. Regarding the ATC codes, they are identified by seven ANCs,

structured in five levels: (1) anatomical (first element), (2) therapeutic (second and

third element), (3) pharmacological (fourth element), (4) chemical (fifth element),

and (5) chemical substance (sixth and seventh element). Following a similar ap-

proach to [28], we reduced the detail of the aforementioned codes by discarding the

ANC after the decimal point for ICD9-CM and discarding the fifth level for ATC

codes. This simplification in diagnosis and drug codes yields a patient representa-

tion composed of 2,265 features: age, sex, 1,517 diagnosis codes, and 746 drug codes.

These clinical codes were used for training the DAEs, whereas age and sex were only

used for analyzing the clusters found. In our case, we identify the presence/absence

of a specific diagnosis or drug code by binary values ‘1’ and ‘0’, respectively.

Nowadays, with the increasing prevalence of chronic diseases, many countries have

carried out a variety of strategies aiming to efficiently allocate health resources.

Among these approaches, the system named Clinical Risk Groups (CRGs) [29] is

a solution clinically validated and mainly focused on the identification of chronic

patients [30, 31, 32, 33]. CRGs are a population classification system that assigns

each individual to only one of a set of pre-established groups (more than 1,0000) by

taking into account the demographic and clinical features. Each group is described

by a five-digit number. The first digit refers to the core health status group, the next

three digits identify the base CRG representing a specific condition, and the last

digit denotes the severity-of-illness level. In order to have a reasonable number of

patients per group and following the same approach that in previous works [28, 34],

we discarded the fifth digit (severity level) and considered the collection of pa-

tients provided by the base CRG. Then, we used CRGs (version 1.8) to identify

healthy and chronic patients belonging to the UHF. In particular, we work with the

next CRGs: CRG-1000 (encompassing 46,835 healthy patients), CRG-5192 (12,447

hypertensive patients), CRG-5424 (2,166 diabetic patients), and CRG-6144 (com-

posed of 3,179 patients suffering from multimorbidity, co-occurring diabetes and
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hypertension). Since the number of patients associated with each CRG is highly

imbalanced and ML algorithms are affected by the class imbalance learning prob-

lem, we followed a random under-sampling strategy as in [28]. Thus, the number of

patients considered per CRG is limited by the size of CRG-5424 (2,166 patients).

In order to provide a visual representation of the code distribution per health

status associated with the CRGs, we use the profile [28]. The profile is a bar graph

where the x-axis shows the clinical codes (ICD9-CM or ATC codes) and the y-

axis presents the corresponding presence rate (ranging between [0, 1]). The profiles

associated with the CRGs considered in this work are shown in Fig. 1. Note that

the five codes with the highest presence rate values were pointed out. Taking as

an example the diagnosis profile of CRG-5424 (see Fig. 1 (e)), the code with the

highest presence rate is ICD9-CM ‘250’ (Diabetes Mellitus) with a value over 0.8,

indicating that about 80% of patients belonging to this CRG present this code in the

EHR. The drug profile of CRG-5424 (see Fig. 1 (f)) showed that the most dispensed

drugs correspond to ATC ‘A10BA’ (biguanides) and ‘C10AA’ (HMG CoA reductase

inhibitors). The first drug is frequently used in the treatment of diabetes, whereas

the second one is utilized for reducing cholesterol levels.

Methods

In this subsection, we describe the AE-based models and clustering methods used

in this paper.

Learning clinical latent representations based on autoencoders

Let X = {x(i)}ni=1 be a dataset consisting of n samples, with the i -th sample (patient

in this paper) represented by a vector of D features, x(i) = [x
(i)
1 , . . . , x

(i)
D ] ∈ R

D. We

use AEs to transform x into a LR named h = [h1, . . . , hd] ∈ R
d, composed of d

latent dimensions. Note that the dimension of x is higher than that of h, fulfilling

D > d. Next, we introduce the fundamentals of the AE-based models, as well as

those of the clustering methods used in this work.

An AE is a fully connected artificial neural network performing an encoding-

decoding process through non-linear transformations [16]. The simplest AE consists

of three layers (input, hidden and output layer) composing the encoder and decoder

(see schematic in Fig. 2 (a)). The output of the encoder provides a lower-dimensional

representation by transforming an input vector x into a dimensionality-reduced

representation h guided by the mapping:

h(x) = f(Wx+ b)

where W ∈ R
d×D is a weight matrix and b ∈ R

d is a bias vector associated with

the encoder. Since the number of neurons of the hidden layer is lower than the

number of neurons of the input layer, the network is forced to learn a compressed

representation of the input. Thus, the encoding process reduces high-dimensional

data to low-dimensional data (compressed representation named LR), creating a

new feature space called latent space. Next, the decoder seeks to reconstruct x by

transforming h to the vector x̂ ∈ R
D guided by:

x̂ = g(W′h+ b′)
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Figure 1: Profiles associated with the CRGs when considering the dataset pro-

vided by the UHF. Diagnosis (left panels) and drug profiles (right panels) asso-

ciated with (a-b) CRG-1000; (c-d) CRG-5192; (e-f) CRG-5424; (g-h) CRG-6144.

where W′ ∈ R
D×d is a weight matrix and b′ ∈ R

D a bias vector associated with the

decoder. The functions f(·) and g(·) are non-linear functions (commonly a sigmoid

or hyperbolic function) parameterized by θ = {W,b} and θ′ = {W′,b′}. The

AE is trained by adjusting the parameters θ, θ′ to minimize the difference between

x and x̂ through a cost function. In this work, the binary cross-entropy function

has been considered due to the binary nature of the features in x.

In order to achieve robust LRs, DAEs [18] consider a noisy version x̃ of the inputs

by corrupting the input samples in a controlled manner (see schematic in panel (b)
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Figure 2: Schematic representation of AEs. (a) Simple AE; (b) Denoising AE.

of Fig. 2). Previous works have used different corruption strategies, such as Zero

Masking Noise (ZMN) and Salt-and-Pepper Noise (SPN) [18, 23]. Both strategies

corrupt a fraction of the features (level of noise) of an input sample, forcing the

value to the minimum in ZMN and setting the value to the minimum/maximum

value (according to a fair coin flip) in SPN [18]. For binary features in x, i.e. xi ∈

{0, 1}∀i = 1, · · ·D, the maximum and minimum value corresponds with binary

values ‘1’ or ‘0’, respectively. As stated, we work with binary data, and both ZMN

and SPN are considered and compared in this paper.

Clustering methods

Clustering aims to find partitions (best known as clusters) of a dataset such that

each cluster is composed of similar samples according to a similarity measure [11],

being the Euclidean distance the most common one [35]. Formally, given a dataset

X with n patients, a clustering method results into nk disjoint groups denoted by

C = {Ci}
nk

i=1, where Ci denotes the i-th cluster containing ni patients. In this paper,

the LRs are used for performing clustering methods.

In the literature, a plethora of clustering methods has been proposed [36], being

the partitioning and hierarchical approaches the most popular ones [37]. Partition-

ing methods are frequently selected due to ease of implementation and lower com-

putational cost [37]. However, these methods are highly sensitive to outliers, cannot

find non-convex clusters, and are highly dependent on the initial conditions [37].

Hierarchical clustering methods overcome these difficulties at the expense of higher

computational costs. Both clustering approaches have been applied in a wide range

of fields including healthcare, data mining, and natural language processing, among

others [37]. The most used partitioning method is k -means [38], where each cluster

is represented by a centroid or ‘representative’ vector. In the k -means algorithm,

the number of k clusters is established a priori, and the centroid’s location is found

by minimizing a cost function that takes into account the average intra-cluster dis-

tance between samples and associated centroids [37]. By contrast, algorithms used

in hierarchical clustering approaches seek to build a hierarchy of clusters accord-

ing to both agglomerative and divisive strategies. The Agglomerative Hierarchical

Clustering (AHC), with the commonly used Ward linkage, has been considered in
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this study. It starts by considering each sample as a single cluster. At each iteration

of the algorithm, the two clusters with the lowest inter-cluster similarity are merged

into a new cluster. We evaluate and compare the clustering results of both k-means

and the AHC method in this paper.

It is broadly known that the major challenge in clustering is the choice of an ap-

propriate number of clusters. Many methods have been proposed for addressing this

issue, being the cluster validity indices (CVIs) the most extended measures [39]. The

CVIs aim to measure how closely are the samples in the cluster (compactness) and

how separated a cluster is from other clusters (separability or inter-variance) [39].

Among the CVIs proposed in the literature [39], in this study we considered the

silhouette coefficient and the Davies-Bouldin index. Regarding the silhouette co-

efficient, their values range between [−1, 1], with 1 indicating the best clustering

performance, values close to 0 denote overlapping clusters, and -1 means the worst

clustering performance. Values of the Davies-Bouldin index are greater than zero,

with lower values indicating better clustering results.

Results

Experimental setup

We considered two case studies. The first one takes into account healthy (CRG-1000)

and chronic patients with just one major chronic condition: hypertension (CRG-

5192) or diabetes (CRG-5424). The second case-study also includes multimorbid

patients who suffer from hypertension and diabetes (CRG-6144). As previously

stated, CRGs present remarkable differences in the number of patients, emerging

the class imbalance problem. To deal with this issue, several approaches have been

presented in the literature [40]. For simplicity, an under-sampling approach was

followed in this work, which randomly selects a subset of patients in each CRG

according to the minority class. In our case, the CRG-5424 corresponds to the

minority class with 2,166 patients. This yields a total of 6,498 patients in the first

case-study and 8,664 in the second one. These patients are characterized by binary

features coding the presence or absence of diagnosis and drug codes which were used

as input for DAEs. The resulting datasets were split into training and test subsets.

For each case-study, we randomly consider 75% of patients for the training subset

and the remaining for testing. That is, the test subset was composed of 1,625 and

2,166 patients for the first and second case study, respectively. Once DAEs were

trained, we only worked with the test subsets for the clinical characterization of the

clusters.

DAEs were trained with a mini-batch gradient descent with adaptive learning

rate and early stopping [40]. Rectified linear activation functions were considered

for all neurons except those in the output layer, where a sigmoid was used. Fol-

lowing a similar approach to [18], we evaluated different types of noise (ZMN and

SPN), several levels of noise {10, 50, 100} and number of neurons in the hidden

layer {5, 10, 20, 30}. Empirical results showed that SPN with d = 20 and a cor-

ruption level of 10 provided an appropriate architecture to find groups of patients

with similar characteristics, and also to visualize patterns associated with different

chronic diseases.
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Estimation of the number of clusters

In this work, the LRs are proposed to discover clusters of patients with similar

clinical characteristics, using both k -means and AHC with the Ward linkage. To

estimate the number of clusters, the silhouette coefficient and the Davies-Bouldin

were considered as CVIs. Figure 3 shows the silhouette coefficient (right panels)

and the Davies-Bouldin index (left panels). The CVIs for the first case-study with

CRGs-1000-5192-5424 are in the first row, whereas those for the second case-study

considering CRGs-1000-5192-5424-6144 are depicted in the second row.
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Figure 3: The silhouette coefficient (right panels) and the Davies-Bouldin index

(left panels) for: (a-b) CRGs-1000-5192-5424; and (c-d) CRGs-1000-5192-5424-

6144.

According to Fig. 3, the AHC usually provided better performance than k -means,

reaching the lowest values in the Davies-Bouldin index and the highest values in

the silhouette coefficient. Regarding the first case-study with CRGs-1000-5192-5424,

both the Davies-Bouldin and the silhouette coefficient indices (see Fig. 3 (a) and

Fig. 3 (b), respectively) reveal that the most appropriate number of clusters was

five. The clinical complexity of the second case-study, including patients suffering

from multimorbidity too, also exhibits greater complexity to identify the most ap-

propriate number of clusters provided when considering both indices. Thus, though

the minimum value of the Davies-Bouldin index in Fig. 3 (c) indicates six as a

suitable number of clusters, while the silhouette coefficient in Fig. 3 (d) points that

two clusters should be the most appropriate. Taking into account that four CRGs

are considered in the second case-study, the selection of two clusters may not be

the best option to characterize the clinical conditions of these patients. By choos-

ing the next highest value for the silhouette coefficient, which corresponds with six

clusters, the number of clusters selected by both indices is the same. As a result, we
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will consider the AHC method with five clusters for the first case-study, and with

six clusters for the second case-study.

Clinical characterization of clusters associated with healthy and chronic patients

The characterization of the clusters for the first case-study is provided in this sub-

section. Following a similar approach to [19, 21], we used the LRs as input to the

t-Stochastic Neighbor Embedding (t-SNE) [41] method aiming to visualize clusters

of patients in two dimensions. This projection is depicted in Fig. 4 (a). Five identi-

fiers are considered to distinguish the clusters: C1 (blue), C2 (orange), C3 (green),

C4 (red), C5 (purple). We show in Fig. 4 (b) the boxplots of the age variable (not

considered for training DAEs) per cluster. The drug and diagnosis profiles are dis-

played in Fig. 4 (c) and (d). The description of the clinical codes with the highest

presence rate values are presented in the balloon plot of Fig. 5.
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Figure 4: Analysis of clusters considering CRGs-1000-5192-5424 and the test

subset. (a) Projection of patients by combining DAE, AHC, and t-SNE; (b)

boxplot of the age for each cluster; profiles considering (c) diagnosis codes and

(d) drug codes. Note that each color corresponding to a specific cluster.

Regarding cluster C1, the diagnosis profile showed ICD9-CM codes ‘401’ and

ICD9-CM ‘272’ as the two most frequent ones. The first is the main code used

for coding hypertension, and the second one is associated with lipid disorders.

By analyzing the drug profile, patients of cluster C1 were characterized by the



Chushig-Muzo et al. Page 10 of 24

●

●
●

●
●

●

●

●
●
●
●
●

●

●

●

●

●

●
●
●

●

●
●

●
●
●

●
●

●
●
●
●

●

●

●
●
●
●

●

●

●

●

●

●

●
●

●
●

●
●

●
●
●

●
●
●

●
●

●

●

●
●
●
●
●

●

●

●●
●

●

●
●

●

●
●

●
●
●

●

●

●
●

●●●
●

●
●
●
●

●

●

●

●
●

●

●

●●
●

●
●

●

●
●

●

●

●
●
●
●
●

●

●
●

●
●
●

●
●
●

●
●
●N05BA−Benzodiazepine derivatives 

N02BE−Anilides 

N02BB−Pyrazolones 

N01BB−Amides 

M01AE−Propionic acid derivatives 

H04AA−Glycogenolytic hormones 

H03CA−Iodine therapy 

C10AA−HMG CoA reductase inhibitors 

C09AA−ACE inhibitors, plain

B03AA−Iron bivalent, oral preparations 

A10BA−Biguanides 

A10AE−Insulins & analogues, long−acting 

A10AB−Insulins & analogues, fast−acting 

V27−Outcome of delivery

V22−Normal pregnancy

790−Nonspecific findings on blood

780−General symptoms

724−Other and unspecified disorders of back

719−Other and unspecified disorders of joint

664−Trauma to vulva

650−Normal delivery

648−Other current conditions in the mother

465−Acute upper respiratory infections

460−Acute nasopharyngitis

401−Essential hypertension

272−Disorders of lipoid metabolism

250−Diabetes mellitus

C1 C2 C3 C4 C5

size scale

0.75

0.50

0.25

0.00

0.00

0.25

0.50

0.75

color scale

Figure 5: Description of the most frequent clinical codes for clusters found when

considering CRGs-1000-5192-5424 and using the test subset. Each code is repre-

sented by a dot whose area and color is proportional to the presence rate.

consumption of ATC ‘C09AA’ (angiotensin-converting enzyme (ACE) inhibitors),

‘C10AA’ (HMG-CoA reductase inhibitors known as statins), ‘N02BE’, ‘M01AE’.

Among them, ‘C09AA’ is the most frequent drug prescribed for hypertension, which

aims to reduce both blood pressure and the risk of cardiovascular events (such as

stroke, myocardial infarction, and heart failure) [42]. The ATC code ‘C10AA’ is a

drug extensively used to prevent cardiovascular diseases by lowering serum choles-

terol [43]. By analyzing the profiles in Fig. 4 (c-d), those associated with C1 are

the most similar to the profiles of CRG-5192 (see Fig. 1 (c-d)). Table 1 also showed

that cluster C1 was mainly composed of patients assigned to CRG-5192.

Table 1: Cluster ID, number and percentage of patients associated with CRG-1000,

CRG-5192 and CRG-5424 for each cluster when considering test subset.
Cluster ID # patients CRG-1000 CRG-5192 CRG-5424

C1 430 2 94 4
C2 726 74 16 10
C3 310 0 1 99
C4 39 15 79 5
C5 120 0 0 100
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For cluster C2, the exploration of its diagnosis profile (see Fig. 4 (c)) did not

show great differences in diagnosis codes with CRG-1000 (see Fig. 1 (a)). For drugs

(see the profile in Fig. 4 (d)), we observed that the most common ATC codes were

‘N02BE’ (Anilides) and ‘M01AE’ (Propionic acid derivatives), which are analgesics.

The analysis of cluster C2 showed that the majority of their associated patients

were healthy. As it is denoted in Table 1, 10% patients are associated with CRG-

5424, 16% with CRG-5192, and 74% with CRG-1000. By analyzing patients in C2

categorized as diabetics and hypertensives, we observed that they only had assigned

ICD9-CM ‘250’ and ‘401’, but the medication found in the corresponding drug

profile were analgesics (‘N02BE’ and ‘M01AE’), with a lack of anti-hypertensive or

antihyperglycemic drugs. Thus, cluster C2 is characterized by a healthy population.

The diagnosis profiles of both C3 and C5 showed the prevalence of ICD9-CM

codes ‘250’ (Diabetes Mellitus) (see Fig. 4 (c)). The drug profile of cluster C3

mainly showed the prevalence of ATC ‘A10BA’ (biguanides) and ATC ‘C10AA’.

Biguanides are antihyperglycemic drugs used to improve glucose tolerance, being

the most recommended treatment for type-II diabetes [44]. By contrast, patients

of C5 showed high consumption of different types of insulin: ‘A10AB’ (fast-acting),

and ‘A10AE’ (long-acting). The visual analysis of Fig. 4 (a) is particularly relevant

because the scatter plot corroborates that diabetics were split into two clusters: C3

(green points) and C5 (purple points). Note that the profiles of C3 are quite similar

to those of CRG-5424 (see Fig. 1 (e-f)). By analyzing Table 1 in detail, note that

99% patients of cluster C3 and 100% of cluster C5 come from CRG-5424. With this

information, we can characterize C3 as diabetics who take mainly biguanides and

cluster C5 as diabetics insulin-dependant.

A small group of patients identifying cluster C4 (red points) is depicted in the

scatter plot of Fig. 4 (a). Concerning the diagnosis profile for cluster C4, the codes

with the highest values were linked to pregnancy (ICD9-CM ‘648’, ‘650’, ‘664’,

‘V27’) and hypertension (ICD9-CM ‘401’). The drug profile of C4 showed the con-

sumption of drugs linked to pregnancy ‘B03AA’ (Iron bivalent), ‘H03CA’ (Iodine

therapy), and analgesics (‘N02BB’ and ‘N02BE’). Unlike the drug profile associ-

ated with the hypertensive population (see profile in Fig. 1 (d)), ATC ‘C09AA’ did

not appear as a frequent drug. This might be motivated because certain types of

anti-hypertensive drugs are not recommended in pregnancy. For instance, ACE in-

hibitors and angiotensin receptor blockers (ARBs) are contraindicated since adverse

fetal effects have been reported [45]. Table 1 showed that C4 was composed of 15%

of CRG-1000, 5% of CRG-5424, and 79% individuals belonging to CRG-5192. Note

that the presence of hypertensive patients is notable in this cluster. Though healthy

and diabetic patients in C4 have the ICD9-CM codes ‘250’ and ‘648’ (Abnormal

glucose tolerance of mother complicating pregnancy childbirth or best known as

Gestational Diabetes (GD)), no antihyperglycemic drugs were found. Hence, we

can characterize patients of C4 as women suffering from complications (mainly hy-

pertension and GD) during pregnancy, but without consumption of antihypertensive

and antihyperglycemic drugs.

For complementing the cluster characterization, we also carried out a correlation

analysis using the Pearson Correlation Coefficient (PCC). PCC is a numerical value

with 0 meaning no linear relationship and 1 indicating high correlation. Thus, we
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quantify the relationship between the diagnosis/drug profile of each cluster and the

corresponding one for each CRG. The resulting PCC values are shown in Table 2.

Cluster C1 presented a high relationship with CRG-5192 in terms of both diagnosis

and drug profiles, showing PCC values close to 1. Likewise, the profiles of cluster

C2 and CRG-1000 presented a high correlation with PCC values > 0.9. The clusters

C3 and C5 present a high correlation with the diagnosis profile of CRG-5424 (PCC

values > 0.9). However, the drug profile of C5 showed a moderate relationship with

the one associated with CRG-5424 (PCC value ≈ 0.6). The reason is that the most

common drugs in cluster C5 are insulins (see purple line in Fig. 4 (c) and last

column in Fig. 5), which do not correspond with the highest values in the drug

profile of CRG-5424 (see Fig. 1 (f)). Finally, the profiles of C4 did not present a

high correlation with any profile of CRGs (PCC < 0.55). As argued, C4 was a

cluster encompassing patients with clinical characteristics not exclusively assigned

to a particular CRG.

Table 2: PCCs between the profiles of each cluster (from C1 to C5) and those

associated with CRGs (second-fourth columns) considering the test subset. For

each cell, the first and second value refer to the PCC for diagnosis and drug profiles,

respectively.
Cluster ID CRG-1000 CRG-5192 CRG-5424

C1 0.34; 0.59 0.98; 0.98 0.30; 0.61
C2 0.92; 0.97 0.58; 0.74 0.52; 0.54
C3 0.27; 0.39 0.31; 0.56 0.98; 0.94
C4 0.28; 0.40 0.55; 0.43 0.11; 0.25
C5 0.26; 0.28 0.13; 0.29 0.96; 0.62

Previous findings are corroborated by the age distribution of each cluster. Thus,

Fig. 4 (b) showed that clusters C2, C4, and C5 identified younger patients. By

contrast, clusters C1 and C3, with profiles more similar to CRG-5192 and CRG-

5424, encompassed the older patients. Although the age variable was not used to

get the LRs, note that the combination of clinical codes lead to identifying age

patterns in the clusters. Another insight to remark is the notable difference in the

age distribution associated with clusters of diabetics. Generally, type-I diabetes has

been considered a disease affecting children and adolescents, whilst type-II diabetes

is related to adults [46].

Clinical characterization of clusters associated with healthy, chronic and multimorbid

patients

The characterization of the clusters for the second case-study (when considering

CRGs-1000-5192-5424-6144) is provided in this subsection. Fig. 6 (a) shows the

scatter plot of patients when combining DAE, AHC, and t-SNE, identifying clusters

as C1 (blue), C2 (orange), C3 (green), C4 (red), C5 (purple), and C6 (brown). As

in the previous case, we characterized the clusters based on the age distribution

(see Fig. 6 (b)), showing that individuals belonging to clusters C1, C3, and C4

presented higher ages compared to those patients of other clusters. The associated

profiles for each cluster considering diagnosis and drug codes are shown in Fig. 6 (c-

d), respectively. The description of the clinical codes with the higher presence rate

is detailed in Fig. 7.
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Figure 6: Analysis of clusters considering CRGs-1000-5192-5424-6144 and the

test subset. (a) Projection of patients by combining DAE, AHC, and t-SNE; (b)

boxplot of the age for each cluster; profiles considering (c) diagnosis codes (d)

drug codes. Note that each color corresponding to a specific cluster.

Considering cluster C1, the analysis of its diagnosis profile showed that the most

prevalent diagnosis codes were ICD9-CM ‘401’ and ‘272’. The first one is linked to

hypertension and the second one to lipid disorders. Concerning the drug profile,

we observed that ATC codes with the highest rates were ‘C09AA’ (a drug for

hypertension), ‘C10AA’ (a drug to prevent cardiovascular diseases), and ‘M01AE’

(analgesics). This antihypertensive drug is one type of selective calcium channel

blocker used for preventing the risks associated with blood pressure elevation [42].

Table 3 indicates that the majority of patients in this cluster are associated with

CRG-5192. The analysis of profiles showed that patients linked to other CRGs

share the drug consumption patterns associated with hypertensive patients (see

Fig. 1 (d)). Thus, patients belonging to C1 were characterized as hypertensive.

By analyzing cluster C2, its diagnosis profile pointed out that no code had a

prevalent high presence rate (see Fig. 7 (c)). Most of them presented values below

0.1, with the ICD9-CM codes ‘526’, ‘465’ and ‘780’ reaching the highest presence

rate. Regarding the drug profile of cluster C2, most of the ATC codes were related to

analgesics (‘M01AE’, ‘N02BE’). Table 3 showed that 81% of patients of C2 belonged

to the CRG-1000, while the rest were labeled as CRG-5192 and CRG-5424, with
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Figure 7: Description of the most frequent clinical codes for the clusters found

when considering CRGs-1000-5192-5424-6144 and using the test subset. Each

code is represented by a dot whose area and color are proportional to the presence

rate.

15% and 4%, respectively. Although there were patients belonging to CRG-5192 and

CRG-5424, the drug profile indicated that these patients were not taking drugs for

treating hypertension or diabetes. Thus, we can characterize individuals of cluster

C2 as healthy patients.

Table 3: Cluster ID, number and percentage of patients associated with CRG-1000,

CRG-5192, CRG-5424 and CRG-6144 for each cluster when considering the test

subset.
Cluster ID # patients CRG-1000 CRG-5192 CRG-5424 CRG-6144

C1 514 1 77 5 17
C2 678 81 15 4 0
C3 454 0 1 74 25
C4 376 0 7 10 83
C5 45 18 62 16 4
C6 99 0 0 100 0
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As in the previous case-study, here the diabetic population was also divided into

two clusters, C3 (green points in Fig. 6 (a)) and C6 (brown points). Their diagnosis

profiles showed ‘250’ as the most frequent ICD9-CM code. Main differences appeared

in the drug profiles (see green and brown lines in Fig. 6 (d) and Fig. 7). Cluster C3

was characterized by the consumption of ATC ‘A10BA’ (biguanides) and ‘C10AA’

(statins). As stated, biguanides are key in the treatment of patients suffering from

type-II diabetes, while statins are used for lowering the cholesterol level. On the

contrary, patients of cluster C6 mostly took two types of insulin with ATC codes

‘A10AB’ and ‘A10AE’. Furthermore, in cluster C6 we identified a moderate presence

rate of the ATC code ‘H04AA’, which is a glucose-lowering drug mainly indicated

to treat severe hypoglycemia reactions in diabetics treated with insulin [47, 48].

Evidence suggests that between 30-40% of patients with type-I diabetes suffer from

one to three episodes of hypoglycemia (insulin excess) per year [49]. Table 3 showed

that cluster C3 was mainly composed of patients from CRG-5424 (74%) and the

remaining patients were labeled as CRG-6144. Thus, we characterize patients of

cluster C6 as diabetics mostly consuming insulin, whilst patients of C3 as diabetics

consuming biguanides.

Cluster C4 included patients suffering from multimorbidity, with co-occurring

diabetes and hypertension (see profiles in Fig. 6 (c-d) and Fig. 7). The analy-

sis of the diagnosis profile showed ICD9-CM ‘250’ (diabetes) and ‘401’ (essential

hypertension) as the most frequent codes in this cluster, both with similar propor-

tions. The evidence suggests that hypertension affects approximately 70% of pa-

tients with diabetes [50]. This co-existence of both chronic conditions substantially

increases the risk of cerebrovascular and coronary artery diseases [50]. The drug

profile showed that the ATC codes with the highest values were ‘C10AA’, ‘C09AA’,

‘A10BA’, ‘B01AC’ and ‘A02BC’. As analyzed in the previous case-study, ‘C09AA’

and ‘A10BA’ are drugs used for treating hypertension and type-II diabetes, respec-

tively. Note that the ATC code ‘B01AC’ (platelet aggregation inhibitors), frequently

prescribed to people over 65 for preventing cardiovascular complications [51], was

identified in this group with a prevalent presence rate. The co-occurring of several

chronic conditions lead to complex profiles, hampering the characterization of the

patient’s health status. As presented in Table 3, the majority of patients of C4 were

categorized as belonging to CRG-6144.

Patients assigned to cluster C5 had the following most frequent ICD9-CM codes:

‘V27’ (associated with pregnancy), ‘401’ (hypertension), and ‘648’ (linked to com-

plications during pregnancy). Note that the ICD9-CM code ‘648’ includes diabetes

mellitus, thyroid dysfunction and abnormal glucose tolerance complicating preg-

nancy. Regarding the drug profile of cluster C5, the main ATC codes were linked

to pregnancy (‘B03AA’) and analgesics (‘N02BB’, ‘N02BE’). Table 3 showed that

C5 encompassed patients from the CRG-5192 (62%), 16% of CRG-5424, 18% of

CRG-1000 and 4% of CRG-6144. It is interesting to remark that all patients in

C5 assigned to CRG-5424 and CRG-6144 were diagnosed with the ICD9-CM codes

‘V27’ and ‘648’. According to the literature [52], between 2-9% of pregnancies are

complicated with gestational diabetes, and oral glucose-lowering drugs are not rec-

ommended during pregnancy. This is also evidenced through the analysis of the

drug profile of C5.
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As in the first case-study, we conducted a correlation analysis between the pro-

files associated with clusters and CRGs. The resulting PCC values are presented in

Table 4. It can be noted that profiles of cluster C1 and CRG-5192 resulted quite

similar, with PCC values of 0.97. The profiles of cluster C2 were closely related to

profiles of CRG-1000 (PCC values ≥ 0.97). Cluster C4, which was mainly composed

of patients with multimorbidity, presented the highest correlation with profiles of

CRG-6144 (PCC value ≥ 0.98). Cluster C5, which encompasses pregnant women,

presented low PCC values with all profiles associated with CRGs. It seems reason-

able, since pregnant women are neither patients with chronic conditions nor healthy

patients in the sense that there is no prevalent clinical condition.

Regarding diagnosis profiles of clusters C3 and C6, they presented high correla-

tion with that of CRG-5424 (PCC values ≥ 0.94). On the contrary, the drug profile

of C6 showed a moderate correlation with the one associated with CRG-5424 (PCC

value of 0.55). Taking into account that all patients of C6 were assigned to CRG-

5424 (see Table 3) and the PCC in the drug profile is moderate, it is reasonable

to ascertain the clinical evidence behind this fact. According to the literature there

are two main types of diabetes, type-I and type-II. Broadly speaking, individuals

with type-I may not produce insulin, whereas patients with type-II do not produce

enough insulin or the produced insulin does not work properly. This particularity

also explains differences in the drug treatments. Type-I is managed by taking insulin

to control blood sugar, while biguanides are the first-line treatment for type-II. A

deeper analysis of ICD9-CM codes showed that all patients of C6 were diagnosed

with type-I diabetes. We must highlight that CRG-5424 gathers individuals diag-

nosed with diabetes type-I and type-II. Therefore, in the drug profile associated

with CRG-5424, the most frequent ATC codes are ‘A10BA’ (biguanides for treat-

ing diabetes type-II), ‘C10AA’ (drug for preventing cardiovascular diseases) and

‘A10AE’ (insulin for treating diabetes type-I). However, taking into account that

the majority of diabetics in CRG-5424 are of type-II, the drug profile is more rep-

resentative of the drugs used for treating type-II. Since our approach was able to

find patients of type-I (cluster C6) and type-II (cluster C3), the correlation analysis

between the drug profile of each cluster and the corresponding one of CRG-5424

provided a high PCC value for cluster C3 while it was moderate for C6.

Table 4: PCCs between the profiles of each cluster (from C1 to C6) and those

associated with CRGs (second-fourth columns) considering the test subset. For

each cell, the first and second value refer to the PCC for diagnosis and drug profiles,

respectively.
Cluster ID CRG-1000 CRG-5192 CRG-5424 CRG-6144

C1 0.37; 0.62 0.97; 0.97 0.42; 0.69 0.80; 0.87
C2 0.98; 0.97 0.42; 0.72 0.35; 0.53 0.35; 0.49
C3 0.24; 0.39 0.32; 0.61 0.99; 0.96 0.88; 0.93
C4 0.23; 0.32 0.70; 0.75 0.82; 0.84 0.99; 0.98
C5 0.24; 0.45 0.49; 0.48 0.13; 0.28 0.30; 0.28
C6 0.27; 0.30 0.10; 0.19 0.94; 0.55 0.73; 0.24

The clinical characterization showed that clusters C1, C3, and C4 gathered pa-

tients suffering from chronic conditions (hypertension, diabetes, and multimorbid-

ity), whereas the rest of the clusters were composed of healthy patients (C2), preg-

nant women (C5), and insulin-dependent diabetics (C6). Age distribution patterns
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validated that chronic patients tend to be older people, showing a link between age

and chronicity. Evidence also suggests that chronic diseases are more prevalent in

older populations, which is in line with the presented results [4].

Synthetic patients for visual validation of chronic patterns

In this subsection, we describe a proof-of-concept with synthetic patients for the

visual characterization of the patient’s health status through LRs. To build the

synthetic patients, we firstly identified the most representative clinical codes associ-

ated with each cluster. In our case, we selected the first five codes with the highest

presence rate values for diagnosis and drug profiles (see Fig. 5 and Fig. 7 for the

first and second case-study, respectively). We construct simple synthetic patients

and complex synthetic patients for each cluster. The goal was twofold: (i) to check

which ICD9-CM/ATC codes are associated with a specific clinical condition, and

(ii) to map the health status trajectory of each patient on a two-dimensional plot.

This allows us to provide the clinicians with a visual tool to identify health status

evolution by incorporating clinical codes.

A simple synthetic patient ps ∈ R
D is represented as a vector of length D with

zeros values, setting just ‘1’ in the element corresponding to a certain target code.

This target code corresponds to one of the ICD9-CM/ATC codes with the highest

average rate in the profile of each cluster. Thus, each simple synthetic patient ps is

characterized by just one code. Taking as an example the drug profile of C3 when

considering CRGs-1000-5192-5424, the code with the highest presence rate is ATC

‘A10BA’. Hence, the first simple synthetic patient is defined by a vector p
(1)
s with

zero values and only one ‘1’ in the element linked to the ATC ‘A10BA’. The second

simple patient p
(2)
s has a value of ‘1’ in the element corresponding to the ATC code

‘C10AA’. The rest of the simple synthetic patients are built in the same way. We

show the simple synthetic patients (identified by the ’x’ marker) associated with

clusters {C1 and C3} and {C4 and C5} in the corresponding rows of the left panels

of Fig. 8. For simplicity, and to highlight new insights extracted from this study,

synthetic patients linked to cluster C2 (who were characterized as healthy patients)

were not shown. Since there are common simple synthetic patients between clusters,

we just visualize one of them on the plots. For instance, since the ICD9-CM ‘272’ is

one of the most frequent codes in the diagnosis profiles of clusters C1 and C3, this

code is depicted once.

In order to perform a faithful picture of real-world chronic patients, a complex

synthetic patient pc ∈ R
D is progressively constructed. Towards that end, we se-

quentially take into consideration clinical codes ordered according to the highest

presence rate in a particular cluster. Formally, our representation of the i -th com-

plex synthetic patient is built by aggregating Ni vectors associated with different

simple synthetic patients, i.e. p
(i)
c =

∑Ni

j=1 p
(i,j)
s , with Ni ≥ 2. Note that Ni cor-

responds to the number of different target codes selected, which increases during

the procedure of creation of complex synthetic patients. As an illustrative example,

we take the most frequent drug codes in cluster C3 (see Fig. 7). The first complex

synthetic patient p
(1)
c for cluster C3 is represented as a vector with all zero values

excepting ‘1’ in the elements linked to ATC ‘A10BA’ and ‘C10AA’. The second

complex synthetic patient p
(2)
c for C3 is represented as a vector with all zero values
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excepting those in the elements linked to ATC ‘A10BA’, ‘C10AA’ and ‘M01AE’.

Once the complex synthetic patients are constructed, they are displayed on the right

panels of Fig. 8.

In Fig. 8 (a-d), we displayed the projection of synthetic patients associated with

clusters C1 (blue) and C3 (green), characterized as hypertensives and diabetics,

respectively. Note that synthetic patients associated with ICD9-CM codes are pro-

jected on Fig. 8 (a-b), and ATC codes in Fig. 8 (c-d). A visual inspection of Fig. 8 (a)

showed that simple synthetic patients corresponding with ICD9-CM ‘250’ and ‘401’

were placed on the clusters of diabetics (green points) and hypertensives (blue

points), respectively, whereas the rest were located in the cluster of healthy patients

(orange points). This pointed out the codes most related to diabetes and hyperten-

sion (ICD9-CM ‘250’, ‘401’) and those codes with limited importance (ICD9-CM

‘719’, ‘724’, ‘790’) when they are considered individually for characterizing chronic

populations. The analysis of complex patients showed how the aggregation of diag-

nosis codes provided a visual progression of the mapping associated with complex

synthetic patients on the two-dimensional space, thus displaying a potential patient

health status evolution. Specifically, in Fig. 8 (b), we showed the complex synthetic

patients (depicted with a black arrow) for the diabetic and hypertensive clusters.

The code ICD9-CM ‘250’ set the starting point for the synthetic patient in the clus-

ter of diabetics (C3). The aggregation of new diagnosis codes allows us to display

a visual progression by approaching the complex synthetic patient to the cluster of

hypertensives as Ni increases. The complex patients starting in the hypertensive

cluster with the ICD9-CM ‘401’ code showed a similar trend but approaching to

the cluster of the diabetic’s cluster.

Following a similar approach, we use synthetic patients associated with ATC codes

in Fig. 8 (c-d). Note how the synthetic patients linked to ATC ‘A10BA’ were mapped

on the region associated with diabetic patients (green points), while patients with

ATC ‘C09AA’ were on the hypertensives region. Furthermore, it was notable that

ATC ‘C10AA’ (see Fig. 8 (c)) was located at the upper part of the scatter plot, far

from healthy patients and between diabetics and hypertensives. As shown in the

profiles, ‘C10AA’ is a frequent code in clusters that gather chronic patients and it is

commonly recommended for preventing cardiovascular diseases [43]. The rest of the

synthetic patients (with ATC codes ‘M01AE’, ‘N02BE’, ‘N05BA‘) were mapped on

different regions in the cluster of healthy patients. Regarding the synthetic complex

patients, two visual progressions associated with clusters C1 (hypertensives) and C3

(diabetics) were identified (see Fig. 8 (d)). The first route started in the position

linked to ATC ‘A10BA’ and moved to the upper part of the scatter plot when the

second target code (‘C10AA’) was included (see the arrow pointing upwards). The

mapping of the route of the second synthetic complex patient started in the position

of ATC ‘C09AA’ and reached out to the blue points in upper positions with the

aggregation of the target code ATC ‘C10AA’. It is important to remark that even

with the addition of new target codes to the synthetic complex patient, the visual

progression is almost unaltered. This supports the insight about the low relevance

of the last four codes for characterizing these chronic conditions.

By continuing the analysis, we depicted the synthetic patients associated with

the diagnosis and drug codes for clusters C4 (red points) and C5 (purple points) in
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Figure 8: Visualization of simple synthetic patients (left panels) and complex

synthetic patients (right panels) when considering CRGs-1000-5192-5424 and:

(a-b) diagnosis codes of C1 and C3; (c-d) drug codes of C1 and C3; (e-f) diagnosis

codes of C4 and C5; (g-h) drug codes of C4 and C5. Each color corresponds to

a specific cluster: C1 (blue), C2 (orange), C3 (green), C4 (red), C5 (purple).

Fig. 8 (e-f) and Fig. 8 (g-h). As stated, C4 was composed of women with complica-

tions during pregnancy (including hypertension and gestational diabetes) and C5

gathered diabetics who mainly consumed insulin. In Fig. 8 (e), we observed that

the simple synthetic patients linked to C4 are characterized by ICD9-CM codes

‘401’, ‘V27’, ‘650’, ‘664’ and ‘648’. As expected, the mapping of the simple syn-

thetic patient with the target code ‘401’ was placed on the cluster of hypertensives
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(blue points), whereas the remaining codes linked to pregnancy were placed on the

region linked to patients characterized as healthy. For cluster C5, the synthetic

simple patient with the target code ‘250’ was projected on the cluster of diabetics,

whereas the rest of the simple synthetic patients were also mapped in the cluster

of healthy patients. In Fig. 8 (f), we observed the visual progression of the com-

plex synthetic patients linked to C4 and C5. The first one started in the position

of ICD9-CM ‘V27’ (mapped within the healthy cluster), but with the inclusion of

the second target code (ICD9-CM ‘401’), the complex synthetic patient is mapped

on the cluster of hypertensives. The aggregation of more target codes (‘650’, ‘664’,

‘648’) moved the synthetic patient mapping to an area close to cluster C4. Note

that only using diagnosis codes, the complex synthetic patients were not located

within C4. In the case of C5, we observed in Fig. 8 (f) that all complex synthetic

patients were mapped on the area associated with diabetics (green points).

A visual inspection of Fig. 8 (g) showed that simple synthetic patients linked

to C4 and C5 drug codes were mapped on the cluster of healthy patients (or-

ange points). This was interesting since there were drugs related to insulins (ATC

‘A10AB’, ‘A10AE’) which are directly linked to the diabetes type-I treatment. How-

ever, the analysis of complex synthetic patients associated with clusters C4 and C5

provides an interesting progression (see Fig. 8 (h)). The first complex synthetic

patient was mapped on the position of the most frequent ATC target code in C4

(‘N02BB’) and moved to the position where the target code ‘N02BE’ was pro-

jected, within the area of healthy patients. But the effect of aggregating ‘H03CA’

and ‘B03AA’ (drugs used during pregnancy) was remarkable, moving towards clus-

ter C4 (red points). This highlighted the importance of certain drug codes in the

characterization of cluster C4. The case of the complex synthetic patient linked to

C5 showed that the aggregation of the ATC codes ‘A10AE’ and ‘A10AB’ produced

a visual progression from the area linked to the healthy cluster to the one of the di-

abetic’s cluster. Remark that the aggregation of more drug target codes (‘H04AA’,

‘M01AE’, ‘N02BE’) did not show great influence in the previous visual progressions.

Discussion

In this paper, we analyzed the potential of using DAEs aiming to create LRs for

characterizing chronic patients based on binary data associated with diagnosis and

drug codes. Our goal is not only to reduce dimensionality but also to maintain mean-

ingful patterns of data and obtain effective representations to be used in subsequent

clinical tasks such as clustering and visualization.

In the first part of this work, the LRs were used to find clusters of patients with

similar clinical characteristics, allowing us to distinguish patients linked to different

health statuses. Towards that end, k -means and the AHC using Ward linkage were

considered, with AHC presenting the best clustering performance according to the

analysis of CVI. Next, we combined DAEs and t-SNE to show the potential of

our approach to representing high-dimensional data into a two-dimensional space.

Mapping on two dimensions resulted to be effective for displaying the health status

of patients with chronic conditions, as well as for visualizing the progression of their

health status as new clinical codes are considered.
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Two case studies were analyzed in this paper, the first one considered healthy,

hypertensive and diabetic patients (CRGs-1000-5192-5424) and the second one in-

cluded multimorbid patients (CRG-1000-5192-5424-6144). As previously stated, the

inclusion of the CRG-6144 increased the clinical complexity of the second case-study

compared to the first one. This has an impact on the clustering performance (obtain-

ing lower CVI values in the second-case study) and on the visualization performed in

the two-dimensional space (more overlapping between clusters). In spite of the sim-

plification in the clinical codes carried out to design the LRs, our approach was able

to identify two new subgroups of interest: (i) a subgroup of diabetics characterized

by the consumption of insulin, directly linked to type-I diabetes (by remarking that

none ICD9-CM code for this specific kind of diabetes was used during training); and

(ii) a cluster of pregnant women who presented complications during pregnancy,

including hypertension and gestational diabetes.

In the second part of this work, a proof-of-concept based on synthetic patients

for visualizing the health status progression was proposed. The construction of the

complex patients and its mapping allowed us to create a first approximation of

the potential of our approach to tracking the health status progression on a two-

dimensional space. With the aggregation of more clinical codes to the synthetic

patients, we could observe the impact of certain codes to lead a clinical condition

A to another B (drawing a route). This could improve the clinical decision-making

process, allowing the prediction of a worsening in the health status according to the

trend in the path mapped as new drugs and diagnoses are considered.

Finally, it is relevant to point out that our work used data collected during a

natural year. Experiments using data associated with different years are out of the

scope of the paper, and they have been considered as future work. In the future, we

will perform a deeper analysis of the health status progression aiming to allow prac-

titioners to visually examine the mapping of a real-world patient and statistically

determine which is the most appropriate treatment for a disease.

Conclusions

This paper leveraged the potential of using DAEs to create the LRs associated with

high-dimensional patient data. On the one hand, experimental results showed that

LRs are beneficial to obtain clusters of patients with similar clinical characteristics.

On the other hand, the combination of DAEs with mapping methods proved to

be an effective visual tool for characterizing chronic patients. In particular, the

proof-of-concept based on synthetic patients provided a first approximation of the

visualization of the health status progression using ICD9-CM and ATC codes. In

conclusion, our approach could support the use of ML models by physicians in daily

practice, bringing some light to the decision-making process and the extraction

of clinical knowledge. This work opens up interesting lines of research, since the

addition of new data could lead to a better characterization of the dynamic course

of the health status.
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